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Preface

Communication networks underpin our modern world, and i®v¥asci-
nating and challenging examples of large-scale stochagtterss. Ran-
domness arises in communication systems at many levelsxdonge, the
initiation and termination times of calls in a telephonewmk, or the sta-
tistical structure of the arrival streams of packets ateoaitn the Internet.
How can routing, flow control and connection acceptancerilgos be
designed to work well in uncertain and random environments?

The first two parts of these lecture notes will describe aetgrof clas-
sical models that can be used to help understand the perfomtditarge-
scale communication networks. Queueing and loss netwoitkbavstud-
ied, as well as random access schemes and the concept ddtive band-
width. Parallels will be drawn with models from physics, anithwnodels
of tra Lcih road networks.

The third part of the notes will study more recently devetbpeodels
of packet trd_cdnd of congestion control algorithms in the Internet. This
is an area of some practical importance, with network opesahardware
and software vendors, and regulators actively seeking whagelivering
new services reliably andledtively. The complex interplay between end-
systems and the network has attracted the attention of eustmas well
as mathematicians and engineers.

The lecture notes have been used for a Masters course (“Parhlthe
Faculty of Mathematics at Cambridge University. This is a-gear post-
graduate course which assumes a mathematically maturerenadialbeit
from a variety of diiedent mathematical backgrounds. Familiarity with un-
dergraduate courses on Optimization and Markov Chaindjsuigbut not
absolutely necessary. Appendices are provided on conigitime Markov
processes, Little’s law, large deviations and Foster-Lyapucriteria, re-
viewing the material needed.

The authors are grateful to students of the course at Canb(atd,
for one year, Stanford) for their questions and insights, ape@ally to
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Joe Hurd, Damon Wischik, Gaurav Raina and Neil Walton, witalpced
earlier sets of these notes.

Frank Kelly and Elena Yudovina, Christmas 2012
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Markov chains

Our fundamental model will be a Markov chain. We do not prestomggve
an introduction to the theory of Markov chains in this chapfer that, see
Norris (1998). In this chapter, we briefly review the basic dédtins.

1.1 Definitions and notation

Let S be a countable state space, andHet (p(i, j), i, j a matrix
of transition probabilities. That ig(i, j) = 0 foralli, j,and ; p(i, j) = 1.
A collection of random variablesX(n),n [Z-o), defined on a common
probability space and taking values3iis aMarkov chainwith transition
probabilitiesP if, for j,k 3 andn [, we have

P(X(n+ 1) =k[X(n) = j, X(N= 1) = Xa-1,..., X(0) = %0) = p(j, k)

whenever the conditioning event has positive probabilityat is, the con-
ditional probability depends only opandk, and not on the earlier states
Xo, - -+, Xn=1, Or onn (the Markov property.

Note that capital letters correspond to random variabled |ewer case
ones to specific states $ Thus,X(0) is a random variable, ang is some
particular element o$.

We will assume that our Markov chains are irreducible androfie
shall additionally assume aperiodicity. A Markov chainireducible if
every state inS can be reached, directly or indirectly, from every other
state. A Markov chain iperiodicif there exists an integer > 1 such that
P(X(n+1) = j| X(n) = j) = O unlesst is divisible byd; otherwise the chain
is aperiodic

A Markov chain evolves in discrete time, spending exactlg trme unit
before potentially changing state. Next we consider cootiisutime, al-
lowing the amount of time between jumps to be randomQet (q(i, j),i, ] 1
S) be a matrix withq(i, j) = 0 fori [, andq(i,i) = 0, 0 < q(i) =

5



6 Markov chains

id(, j) < oo foralli. Let

, q(i, k)
kKy= =~~~

so thatP = (p(i, j),i, ] [C3) is a matrix of transition probabilities. Infor-
mally, a Markov process in continuous time sits in stiater a time that
is exponentially distributed with paramete(i) (hence meam(i)™), and
then jumps to statg¢ with probability p(i, j). Note thatp(i,i) = 0 in our
definition, so the Markov process must change state whemip$u

Formally, let X?(n), n [4s,) be a Markov chain with transition prob-
abilities P, and letTy, Tq,... be an independent sequence of independent
exponentially distributed random variables with unit meldow letS, =
q(X’(n))T,: thus if X)(n) = i thenS, is an exponentially distributed ran-
dom variable with parametexi). (The letterS stands for “sojourn time”.)
We shall define a process evolving in continuous time by utiadviarkov
chainX’ to record the sequence of states occupied, and the seq8gtae
record the time spent in successive states. To do this, let

j!k|:51

X(t)ZXJ(N) for Sp+...+S\1<t<Sy+...+Sy.

Then it can be shown that the properties of the Markov ciditogether
with the memoryless property of the exponential distribatimply that for
o<ty <...<th<th,

P(X(tnr1) = Xnea | X(tn) = Xn, X(th-1) = Xn-1, - - ., X(to) = Xo)
= P(X(tn+1) = Xnea | X(tn) = Xn)

whenever the evedK(t,) = xn} has positive probability; and, further, that
for any pairj CKICS

: =k =] :
i P D =X _ g4

exists and depends only gnandk, whenever the everdiX(t) = j} has
positive probability. Intuitively, we can think of conditning on the entire
trajectory of the process up to tinie- we claim that the only important
information is the state at time not how the process got there. We call
q(j, k) the transition ratefrom j to k. The Markov chainX” is called the
jump chain The sum g S, may be finite, in which case an infinite number
of jJumps takes place in a finite time (and the process “runs bintstruc-
tions”); if not we have defined thélarkov procesgX(t),t [Rxo).

We will only be concerned with countable state space preseSthere
is arich theory of Markov chaigrocesses defined on an uncountable state
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space; and in some other texts the term “Markov process”sedecontin-
uous space, rather than continuous time. Even with only atable state
space it is possible to construct Markov processes witmg&dehaviour.
These will be excluded: we shall assume that all our Markoegsses are
irreducible, remain in each state for a positive length ofetimand are in-
capable of passing through an infinite number of states iteftithe. See
Appendix A for more on this.

A Markov chain or process may posses®gunilibrium distribution that
is a collectiorm = (11(})), j [3) of positive numbers summing to unity that

satisfy

n(j)=  mnkpk j) OIS,

k[SI

for a Markov chain, or

I R E—
n(j) a(.k=nkakj) OI3

kISI kISI

for a Markov process (thequilibrium equations

Under the assumptions we have made for a Markov processei-
ists then it will be unique. It will then also be the limitingrgodic, and
stationary distribution:

Limiting: [0S, P(é](t) =) - n(j)ast - oo,

Ergodic: EJ]ES% o HX(®) = j}dt - n(j) asT - co with probability
1. The integral is the amount of time, between 0 dndhat the
process spends in staje

Stationary: If P(X(0) = j) = n(j) for all j 3, thenP(X(t) = j) = 1(j)
forall j CS and allt = 0.

All of the above remains true for Markov chains, except thataqre-
riodic chain there may not be convergence to a limiting dhation. If an
equilibrium distribution does not exist thét{X(t) = j) - 0 ast - oo
for all j 3. An equilibrium distribution will not exist if we can find a
collection of positive numbers satisfying the equilibriuguations whose
sum is infinite. When the state sp&gés finite, an equilibrium distribution
will always exist.

A chain or process for whicR(X(0) = j) = n(j) for all j S is termed
stationary A stationary chain or process can be defined fot dll4 or R
— we imagine time has been running fromo. We shall often refer to a
stationary Markov process as being in equilibrium.
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Exercises

Exercise 1.1 LetS be an exponentially distributed random variable. Show
that for anys,t > 0

P(S>s+t|S>t)=P(S>9),

thememoryless propertyf the exponential distribution.
Let S, T be independent random variables having exponential llistri
tions with parameters, 1. Show that

Z=min{S, T}
also has an exponential distribution, with paramatery.

Exercise 1.2 A Markov process has transition rateg j( k), j,k [3),
and equilibrium distributiont((j), j [3$). Show that its jump chain has
equilibrium distribution 7(j), j [3) given by

1

r()=6"n() ik
k

provided
CT 11

G= n(j)a(j, k) < eo. (1.1
ik
Exercise 1.3 Show that the Markov property is equivalent to the follow-
ing statement: forani, < ... <t <tg<t; <...<ty,

P(X(tn) = Xn, X(tn-1) = Xn-1, ..., X(t-k) = X X(to) = Xo) =
P(X(tn) = Xnyes X(tl) = X]_lX(to) = XO)><
P(X(t-1) = X-1, ..., X(t-k) = X-k|X(to) = Xo)

whenever the conditioning event has positive probabilityat is, “condi-
tional on the present, the past and the future are indepehdent

1.2 Time reversal

For a stationary chain or process, we can consider what hnapipeve
run time backwards. Because the Markov property is symmairtime
(conditional on the present, the past and the future are imitpe, see
Exercise 1.3), theeversedchain or process will again be Markov. Let's
calculate its transition rates.
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Proposition 1.1 SupposdX(t),t [CR) is a stationary Markov process
with transition rates §, j) and equilibrium distributior. Let Y(t) = X(-t),

t [R. Then(Y(t),t [R) is a stationary Markov process with the same equi-
librium distributionm and transition rates

- T(k)ak, j)
qTL@—-—;ar—-

Proof We know (Y(t),t [R) is a Markov process: we determine its tran-
sition rates by an application of Bayes’ theorem.

P(Y(t+d) =Kk, Y(t) =)

P(Y(t+8) = k| Y(t) = j) =

P(Y(t) = )
_ P(X(-t—0) =k X(-t) = j)
m(j)
_ TRPX(=t) = JIX(=(t +93)) = K)
m(j)
_ T(q(k, )3 + 0(3)))
m(j)
Now divide both sides by and letd - 0 to obtain the desired expression
for g'¢j, k).
Of course P(Y(t) = i) = n(i) for all i 3 and for allt, and son is the
stationary distribution. 1

If everything works very nicely together, then the reverpedcess has
the same transition rates as the original one. In this caseallithe process
reversible In order for this to hold, i.e. to havg(j, k) = g'(j, k), we need
to have the followingletailed balancequations:

n(j)adi, k) = n(kjalk j), 0.k 3. (1.2)

Detailed balance equations say that in equilibrium tréomsst from j to k
happen “as frequently” as transitions fraato j.
Note that detailed balance implies the equilibrium equetio
| I | 1
n(j) aihk = mnkak j) OIS, (1.3)

ksl ksl

which is sometimes known dsll balance When they hold, detailed bal-
ance equations (1.2) are much easier to check than full ba{ar®)e Con-
sequently, we will often look for invariant distributions ofdvkov chains
by trying to solve detailed balance equations.
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Exercises

Exercise 1.4 Check that the distributiom(j), ] [C3$) and the transition
rates ((j, k), j,k [B) found in Proposition 1.1 satisfy the equilibrium
equations.

Establish the counterpart to Proposition 1.1 for a Markovrtha

Exercise 1.5 Associate a graph with a Markov process by letting an edge
join statesj andk if eitherq(j, k) orq(k, j) is positive. Show that if the graph
associated with a stationary Markov process is a tree, themrtocess is
reversible.

1.3 Erlang’s formula

This is the problem considered by Erlang in early 20th centAgner
Krarup Erlang worked for the Copenhagen Telephone Companyyds
interested in determining how many parallel circuits wezeded on a tele-
phone link to provide service (say, out of a single town, omeen two
cities). We will later look at generalizations of this protdor networks
of links; right now, we will look at a single link.

Suppose that calls arrive to a link as a Poisson processaX.raihe link
hasC parallel circuits, and while it lasts, a call uses one of tineuits. We
will assume that each call lasts for an exponentially digtad amount of
time with parametep, and that these times are independent of each other
and of the arrival times. If a call arrives to the link and firttiat all C
circuits are busy, it's simply lost. We would like to estiradhe probability
that an arriving call is lost.

Let X(t) = j be the number of busy circuits on the link. This is a Markov
process, with transition rates given by

ai. i+D=Aj=01....C-1; q(i-1=ju j=12....C

The upward transition is equivalent to the assumption thattrrival pro-
cess is Poisson of rake the downward transition rate arises since we are
looking for the first ofj calls to finish — recall Exercise 1.1.

We try to solve the detailed balance equations:

n(j—1ali =1 §) =n(j)a, j - 1)
1

S = Anoy= 22
=) = =n( -1 = 7 7o)
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[

Adding the additional constrainti_, n(j) = 1, we find

5 59
=0 '

This is the equilibrium probability of all circuits being e
The equilibrium probability that all circuits are busy istiefore

1 O
A ve/Cl!
n(C) = E E'C whereE(v, C) = et (1.4)
ToVi/j!

This is known a€rlang’s formula

This was a model that assumed that the arrival rate of catigristant at
all times. Suppose, however, that we have a finite populatidvi callers,
so that those already connected will not be trying to use tiome. \We now
suppose someone not already connected calls afra¥e consider a link
with C parallel circuits, wher€ < M.

Letting X(t) = j be the number of busy lines, we now have the transition
rates

q(j j+1)=nM-j), j=0....C-1; . j-D=p,j=12....C
The equilibrium distributiormy (j) now satisfies (check this!)

mw(j —1)a =L j) =nm(j)ad, j — 1)
et
:|——11Al|(j):ﬂM(0)j m

Next we find the distribution of the number of busy circuitsemta new
call is initiated. Now,

P(j lines are busy and a call is initiated int(+ 3))
= (MM - j)3+0(©), j=01,...,C.

The probability of a call being initiated is just the sum oé$le terms over
all j. Lettingd - 0, we find that the conditional probability ¢fines being
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busy when a new call arrives is

) N
. — Cah(j)(M = j)
mn =0~ S
g M- 1
e
[V

The symbol ‘" theans “is proportional to”. We have used the trick of only
leaving the terms that depend @rthe normalisation constant can be found
later, from the fact that we have a probability distributibattadds up to 1.

If we now enforce this condition, we see

P(j lines are busy when a call is initiated)ny-1(j), j =0,1,...,C.

Thus
P(an arriving call is lostE my-1(C) < w(C) :

an arriving call sees a distribution of busy lines that isthettime-averaged
distribution of busy linesfy.

Note that ifM - oo with nM held fixed atA, we recover the previous
model, and the probability an arriving call finds all linesspwapproaches
the time-averaged probability, given by Erlang’s formulaisTis an exam-
ple of a more general phenomenon, called BASTAproperty (“Poisson
arrivals see time averages”).

Exercises

Exercise 1.6 A Markov process has transition rateg j k), j,k [3$),
and equilibrium distributiont((j), j [C3). A Markov chain is formed by
observing the transitions of this process: at the succegginp times of
the process, the stajgust before, and the statejust after, the jump are
recorded as an ordered paitK) [—$2. Write down the transition prob-
abilities of the resulting Markov chain, and show that it leagilibrium
distribution

(i, k) = G 'n(j)a(i, K

provided (1.1) holds.
Give an alternative interpretation af(j, k) in terms of the conditional
probability of seeing the original process jump from stpte statek in the
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interval ¢, t+h), given that the process is in equilibrium and a jump occurs
in that interval.

Exercise 1.7 Show that the mean number of circuits in use in the model
leading to Erlang’s formula, i.e. the mean of the equilibridistributionr,
is

v(1-E(v,C)).

Exercise 1.8 Show that
d
gy EW.C) = =(1 = E(v. C))(E(V. C) — E(v,.C — 1)).
Exercise 1.9 Car parking spaces are labelled 1, 2,. .., where the label
indicated the distance (in car lengths) to walk to a shop, arati@ing car
parks in the lowest numbered free space. Cars arrive as aoRgisscess
of ratev, and parking times are exponentially distributed with uméan,
and are independent of each other and of the arrival pro&éssy that the
distance at which a newly arrived car parks has expectation
1
E(v, C),
C=0
whereE(v, C) is Erlang’s formula.
[Hint: Calculate the probability the fir& spaces are occupied.]

1.4 Further reading

Norris (1998) is a lucid and rigorous introduction to diserand continu-
ous time Markov chains. The first chapter of Kelly (2011) ang fiburth
chapter of Whittle (1986) give more extended discussiongwénsibility
than we have time for here.
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Queueing networks

In this Chapter we look at simple models of a queue and of aorktaf
gueues.

2.1 An M/M/1 queue

Suppose that the stream of customers arriving at a queuettitial @ro-
cess) forms a Poisson process of rat&Suppose further there is a single
server and that customers’ service times are independeiabf other and
of the arrival process and are exponentially distributethypiarameteq.
Such a queue is called &n/M/1, theM's indicating the memoryless (ex-
ponential) character of the interarrival and service tiraed the final digit
indicating the number of servers. L¥{t) = | be the number of customers
in the queue, including the customer being served. Thenavislfrom our
description of the queue thtis a Markov process with transition rates

q(.i+1)=A j=01,...
i i-D=n j=12...

If the arrival rateA is less than the service ratethen the distribution
() =@-pp', j=01,...

satisfies the detailed balance equations (1.2) and is thusghigbrium
distribution, wheregp = A/ is thetra [cihtensity

Let (X(t),t [R) be a stationaryM/M/1 queue. Since it is reversible, it
is indistinguishable from the same process run backwardsiex t

(X(0),t [R) 2 (X(-t),t [R),

where2 meansequal in distribution That is, there is no statistic that can
distinguish the two processes.
Now consider the sample path of the queue. We can represeiéins

14



2.1 An MM/1 queue 15

of two point processes (viewed here as sets of random timesartival
processA, and the departure proceBs The arrival process records the

X(t)

SEE I

+ ++ -+ - |- - + - ++ - - t

Figure 2.1 Sample path of th&1/M/1 queue+ marks the points
of A, — marks the points ob.

jumps up of the Markov proces{(t); the departure process records the
jumps down of the Markov proces§(t). By assumptionA is a Poisson
process of ratd. On the other handi is defined onX(t), t [CR) exactly as

D is defined on X(-t),t [R) — the departures of the original process are
the arrivals of the reversed process. Singé),t [R) and X(-t),t [(R)

are distributionally equivalent, we conclude tixis also a Poisson process
of rateA. That is, we have shown the following theorem.

Theorem 2.1 (Burke 1956, Reich 1957) In equilibrium, the departure
process from an MM/1 queue is a Poisson process.

Remark Time reversibility for the systems we consider holds only in
equilibrium! For example, if we condition on the queue sieély positive,
then the time until the next departure is again exponeriialnow of rate

U rather tharh. Another way of saying this is th&tandD are both Poisson
processes, but they are by no means independent. Below,alyzariheir
dependence structure.

To investigate the dependence structure, we introduce tlosving no-
tation. For random variables or proces&sand B, we will write B, 'Bil
to mean thaB; andB; are independent. Now, for a fixed timge R, the
state of the queue up to timgis independent of the future arrivals:

(X(1),t < tp) I]ﬂln (to, oo)l.:I
Applying this to the reversed process, we get for every fixewkt, [R
X(),t=ty) I]ﬂ n (—oo, t1)|.j

In particular, when the queue is in equilibrium, the numbfgpeople that
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are presentin the queue at timés independent of the departure process up
to timet;. (But clearly itisn’t independent of the future departureqass!)

Exercises

Exercise 2.1 Upon anM/M/1 queue is imposed the additional constraint
that arriving customers who finl customers already present leave and
never return. Find the equilibrium distribution of the qeeu

Exercise 2.2 An M/M/2 queue has two identical servers at the front.
Find a Markov chain representation for it, and determine tnalibrium
distribution of a stationarj/M/2 queue. Is the queue reversible?

[Hint: you can still use the number of customers in the queue asdtee st
of the Markov chain.]

Deduce from the equilibrium distribution that the propontiof time
both servers are idle is

n(0) = H wherep = 2% <1l

Exercise 2.3 An M/M/1 queue has arrival rateand service ratg, where
p = v/u < 1. Show that the sojourn time=(queueing timet+ service time)
of a typical customer is exponentially distributed with gaieten — v.

Exercise 2.4 Consider arM/M/o gqueue with servers numbered?]. ..
On arrival a customer chooses the lowest numbered servaehvidifree.
Calculate the equilibrium probability that serviis busy.

2.2 A series ofM/M/1 queues

The most obvious application of Theorem 2.1 is to a serieg qlieues
arranged so that when a customer leaves a queue she joinsxhene,
until she has passed through all the queues, as illustratégure 2.2.

Suppose the arrival stream at queue 1 is Poisson at,ratel that service
times at queug are exponentially distributed with mean, wherev < y;
for j = 1,2,...,J. Suppose further that service times are independent of
each other, including those of the same customer [eiint queues, and
of the arrival process at queue 1.

By the analysis in the previous section, if we look at the exysin equi-
librium, then (by induction) each of the queues has a Poissdrabpro-
cess, so this really is a seriesidfM/1 queues. Leh = (ny, ..., n;) be the
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Ny No Cas ny
Ha Ho Hy

Figure 2.2 A series ofM/M/1 queues

vector giving the number of customers in each of the queuekiw the
marginal distribution of the components:

M) = @ -p)e}, P =Vl
What is the joint distribution of all queue lengths? Equivalently, what is

the dependence structure between them?
For a fixed timety, consider the following quantities:

N1 (to);

departures from queue 1 priort

service times of customers in queue8,2. ., J;
4. the remaining vectomng(to), . . ., Ny(to)).

wn ke

In the previous section, we have establishedd(#). Also, (3) [L(1,2) by
construction: the customers’ service times at queyes 2J are indepen-
dent of the arrival process at queue 1 and service times.thaezefore,
(1), (2), and (3) are mutually independent, and in particular[I(#, 3).
On the other hand, (4) is a function of (2, 3), so we conclude thall {{4).
Similarly, for eachj we haven;(to) {01 (to), . . ., Ny(to)). Therefore,

1
(N, ...,ng) = m(ny).
j=1
You can use this technique to show a number of other resultghéor

series ofM/M/1 queues; for example, Exercise 2.5 shows that the sojourn
times of a customer in successive queues are independenevdn the
technique is fragile; in particular, it does not allow a cusés to leave a
later queue and return to an earlier one. We will next devalspt of tools
that doesn’t gives such fine-detail results, but can tolematee general
flow patterns.

Exercises

Exercise 2.5 Suppose that customers at each queue in a stationary series
of M/M/1 queues are served in the order of their arrival. Note thamfa
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sample path such as that illustrated in Figure 2.2, eactadtime can be
matched to a departure time, corresponding to the samermastérgue
that the sojourn time of a customer in queue 1 is independetgmartures
from queue 1 prior to her departure. Deduce that in equilioribe sojourn
times of a customer at each of theueues are independent.

2.3 Closed migration processes

In this section, we will analyze a generalisation of the eef queues
example. Itis simplest to just give a Markovian descriptibhne state space

/%ﬂ

M Q N3

X

Figure 2.3 Closed migration process
of the Markov process iS = {n 2] : ;jzl n; = N}. Each state is written
asn = (ny, ..., ny); n; is the number oindividualsin colony j
For two dilerent colonieg andk, define the operatdf as

v =10 e+ 1, ..., ny), i <Kk;
Tik(ng,...,ny) = . .
AP 0 "0 i MR o TR U 1 §) § >k
That is,Tj transfers one individual from colonjyto colonyk.
We now describe the rate at which transitions occur in ouestpace.
We will only allow individuals to move one at a time, so traimis can

only occur between a stateand T n for somej, k. We will assume that
the transition rates have the form

a(n, Ti(n) = Ake;(n;),  ¢;(0)=0.

That is, it is possible to factor the rate into a product of fwoctions: one
depending only on the two colonigsandk, and another depending only
on the number of individuals in the “source” colofny

Ny
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We will suppose that is irreducible inS (in particular, that it is possible
for individuals to get from any colony to any other colony, gbbsin
several steps). In this case, we cal closed migration process

We can model a network afserver queues by takirg(n) = min(n, s).
Each e customers requires an exponential service titheparameter
Aj = A and once their service is completed, the individual gods to
with probability Ay /A;. (Of course, the arrival process into the queue will
no longer be Poisson.)

Another important example ig;(n) = nfor all j. This can be thought of
as a network oinfinite-serverqueues (corresponding $o= oo above), and
is an example of enear migration processsee section 2.6. These are the
transition rates we get if individuals move independenfipioe another.

If N = 1 then the single individual performs a random walk on the §et o
colonies, with equilibrium distributiono(j), where then; satisfy

1
a; > 0, a; = 1
J
1 1
(of )\jk = ak)\ij j =12...,J (21)
k k

We refer to these equations as tine [C_@quationsand we use them to
define the quantitiesaf) in terms of Q) for a general closed migration
process.

Remark Note that the quantitiey andg;(-) are only well-defined up to
a constant factor. In particular, the;j are only well-defined after we've
picked the particular set oh().

Theorem 2.2 The equilibrium distribution for a closed migration proses
is

nj

&
n(n) = Gt —I%‘I—) n S

=1 r=1 (Pj(r

Here, Gy is a normalizing constant, chosen so the distribution sior, t
and(a;) are the solution to the trac dquationg2.1).

Remark Although this expression looks somewhat complicated, thre fo
of it is really quite simple: the joint distribution factoes a product over
individual colonies.

Proof In order to check that this is the equilibrium distributidtrsu Cces
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to verify that the full balance equations hold:
CT 11 , I 1T
m(n) a(n, Tn) = (T, Ma(Tyn, n).
ik ik
These will be satisfied provided the following setpafrtial balanceequa-

tions hold:
1 1

?
mn)  an, Txn) = n(Tkn)a(Tkn,n) 0
k k
That is, it suLces$ to check that, from any state, the rate of individuals
leaving a given colony is the same as the rate of individuals arriving into
it. We now recall

a(n, Tikn) = A@;(n;), a(Tn, n) = Agj@(ne + 1)
and from the claimed form far we have that
oi(n) o
o k(g +1)
(Ti(n) has one more customer in colokyhann does, hence the appear-
ance ofng + 1 in the arguments.) After plugging in and cancelling terms,

we see that the partial balance equations are equivalent to
[ | I 1
1

4
Ak = — O,
k=g j

k bk
which is true by the definition of the;. 1

n(Tn) = m(n)

Remark The full balance equations state that the total probability fl
into and out of any state is the same. The detailed balancgiegs state
that the total probability flux between any pair of statefhiessgame. Partial
balance says that, for a fixed state, there is a subset of ties $ta which
the total probability flux into and out of the subset is equal.

Example 2.3 A telephone banking facility has N incoming lines and a
single (human) operator. Calls to the facility are initiatesda Poisson pro-
cess of rate, but calls initiated when alN lines are in use are lost. A call
finding a free line has then to wait for the operator to answee. Gjrerator
deals with waiting calls one at a time, and takes an expaoalgndistributed
length of time with parametex to check the caller’s identity, after which
the call is passed to an automated handling system for ther taliransact
banking business, and the operator is freed to deal with anctiler. The
automated handling system is able to serve up to N callerslsimeously,
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and the time it takes to serve a call is exponentially disted with param-
eterp. All these lengths of time are independent of each other drtldeo
Poisson arrival process.

We model this system as a closed migration process as ind-dr
The transition rates are

Ny 17}

n lines free
\ J n, lines waiting for service
N3 ns connected calls

Figure 2.4 Closed migration process for the telephone banking
facility

A2=Vv  @1(ng) = I[ny > 0]
Az =A @2(n2) = I[n; > 0]
Asr =1 @3(ng) =g
We can easily solve the tiac dquations:
.11
vV AT
since we have a random walk on the three vertices, and thesbeaver-

age amounts of time it spends in each of the vertices. ThergbgrTheo-
rem 2.2,

Oaq 1 0o 03 =

111

(N, Ny, N3) She A ﬁ n—s,

In particular, we can find explicitly the proportion of incamg calls that

are lost: ——1
P(n]_ = O) = T[(O, Ny, n3).

np+nz=N

Exercises

Exercise 2.6 For the telephone banking example, show that the propor-
tion of calls lost has the form

e

n=0 H(N)
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S
y

o BT

where
H(n)

Exercise 2.7 A restaurant ha$\ tables, with a customer seated at each
table. Two waiters are serving them.One of the waiters mérees table to
table taking orders for food. The time that he spends takingrsrdt each
table is exponentially distributed with parametigr He is followed by the
wine waiter who spends an exponentially distributed tim#hvyiarameter
U, taking orders at each table. Customers always order foodafiithen
wine, and orders cannot be taken concurrently by both vaftem the
same customer. All times taken to order are independentaif ether. A
customer, after having placed her two orders, completes lead at rate
v, independently of the other customers. As soon as a custiinignes
her meal, she departs and a new customer takes her place @sdava
order. Model this as a closed migration process. Show tlesthtionary
probability that both waiters are busy can be written in thenfo

GIN-2) Vv
G(N) Mo
for a functionG(-), which may also depend any;, U2, to be determined.

2.4 Open migration processes

It is simple to modify the previous model so as to allow custante enter
and exit the system. Define the operators

Ti.n=(g,...,nj—1,...,ny), T_kn=(Mg,....,k+1,...,ny)

T;. corresponds to an individual from colonydeparting the systenT, .
corresponds to an individual entering colokyfrom the outside world.
We'll assume that the transition rates associated withetleegra possi-
bilities are

an, Tn) = Ap@i(ng);  an, Tin) = wei(n;);  aq(n, T_kN) = V.

That is, immigration into coloni is Poisson. We can think of as simply
another colony, but with an infinite number of individuals,that individ-
uals entering or leaving it do not change the overall rate.

If the resulting procesa is irreducible inZ}, we calln anopen migra-
tion process
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As before, we define quantitiegy, . . ., a3), which satisfy the newra [c1

equations — —
ai(Hj+ AR =vit g O (2.2)
k k
These equations have a unique, positive solution (Exercgye 2
Since the state-space of an open migration process is infinggossi-
ble that there may not exist an equilibrium distributionr Eachj, define
the constants

S
g = . i=12...,3
: n=0 r=1 (P](I’)
Theorem 2.4 Ifgs,...,0; < oo, thenn has the equilibrium distribution
1 ) o
)= mn), o) =0
=1 r=1 (pJ(r)
Proof Once again, we need to check the full balance equations
1T 1 L 1 1
n(n) B an, Tgn)+  q(n, Tj.n)+  q(n, T_kn)
U o R —
m(Txna(Tkn,n)+  (T;_n)g(T;_n,n)+
b ) —

m(T_mq(T -0, n),
k

which will be satisfied if we can solve the partial balanceagtuns

“FS
m(n) q(n, Tn) +q(n, T;_n)
k 1
m(Tn)d(Tn, n) + (T;_n)q(T;_n,n) (2.3)
k

and — —

nn) q(n, T_xn) = m(T_xnq(T_kn, n). (2.4)
k k
(These look a lot like the earlier partial balance equatiorth wn added
colony called-.) Substitution of the claimed form fai(n) will verify that
equations (2.3) are satisfied (check this!).
To see that Equations (2.4) are satisfied, we substitute
Ol

, T_xn,Nn) = ne+1
or(ne + 1) a(T_kNn, N) = pe@r(ne+1)

an, T_xn) = v, T(T_kn) = m(n)
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to get after cancellation
11
Vk = Ol M.
k k
This is not directly one of the trBc dquations (2.2): instead, it is the sum
of the equations (2.2) over gl 1

We conclude that, in equilibrium, at any fixed tirh¢he random vari-
ablesny(t), ny(t), ..., ny(t) are independent (although in most open migra-
tion networks they won’t be independent as processes).

A remarkable property of the distributiom;(n;) is that it is the same
as if the arrivals at each colonywere independent Poisson processes of
rateq;As, with departures happening at ratg;(n;), where we defind; =
Hj+ Aj. However, in general the entire process of arrivals of iithlials
into a colony is not Poisson. For example, consider the sysié-igure 2.5
below. Ifv is quite small buh,1/|; is quite large, the typical arrival process
into queue 1 will look like the right-hand picture: rare bgrsf arrivals of
geometric size.

Figure 2.5 Simple open migration network. The typical arrival
process into queue 1 is illustrated on the right.

While an open migration process is not in general revergihkedetailed
balance equations do not hold), it does behave nicely unterréversal:
the reversed process also looks like an open migration psoce

Theorem 2.5 If (n(t),t [CR) is a stationary open migration process, then
S0 is the reversed proce@y—t),t [R).

Proof This requires checking that the transition rates have thaired
form. Using Proposition 1.1 we have

(T kn) 0j(n) o
n, Tyn) = ———q(TN,N) = —— ———A\i0(ne + 1
q{n, Tin) ) a(Tin,n) o o+ D) KOk + 1)

a
=Alg;(n), where A= a—‘_‘Ak,-.
I

Similarly it follows (check this) that the remaining traneiti rates of the
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reversed open migration process have the form

q'n, Tion) = Wids(ny),  a'n, T_n) = v
wherep’= v;/a; andv,’'= oil. —

Corollary The exit process from colony k, i.e. the stream of indivislual
leaving the system from colony k, is a Poisson process obigie

Of course, as Figure 2.5 shows, not all of the internal steeafimdivid-
uals can be Poisson! However, slightly more is true than we Isaid so
far.

Remark Consider the open migration process illustrated in Figufe 2
the circles are colonies and the arrows indicate positieesofA, v, .

P.o ~—0-F —O-%
\é Ny \7\
OL\ - : /

Figure 2.6 Example open migration network. The dashed sets of
colonies will be useful in Exercise 2.10.

In Exercise 2.10 we will show that the stream of customersois$on
not only along those arrows marked withPabut also along the boldfaced
arrows.

We have so far tacitly assumed that the open migration psdtas a fi-
nite number of colonies, but we haven'’t ever needed to usegsumption;
the only extra condition we require to accommodate ¢ is o insist that
the equilibrium distribution can be normalised, i.e. that, g* > 0. We
will now discuss an example of an open migration process Witffinite.

Family size process

This process was studied by Kendall (1975), who was interestthnily

names in Yorkshire. An immigrating individual has a distimghing char-
acteristic, such as a surname or a genetic type, which igassto all his
descendents. The population can be divided into familiash ef which
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consists of all those individuals alive with a given chagaistic. The pro-
cess can also be used to study models of preferential attathmieere
new objects (web pages, or news stories) tend to attach tdgraghjects.

Let nj be the number of families of size Then the family size process
(ng, Ny, ...) is a linear open migration process with transition rates

q(n, Tj,j+1n) = jAn;, j=1,2,... Aisthe birth rate

q(n, Tj,j-1n) = jun;, j=2,3,... Wisthe death rate

gin, T_in)=v immigration

gn, T1_n) = pny disappearance of a family

This corresponds to an open migration process wjtin;) = n; (and, for
exampleA;j:1 = jA). Observe that éamily is the basic unit which moves
through the colonies of the system, and that the movemends[efient
families are independent.

The tral’c dquations have a solution (check!)

R
with
ol | — R
9= —=é, gl=e “>0ifA<p
n! .
n=0 i=1

The condition\ < p is to be expected, for stability. Under this condition
the equilibrium distribution is

n(n) = e %L
=1

and thus the number of families of sizen;, has a Poisson distribution

with meana;, andny, . are independent. Hence the total number of
distinct families,N = n;, has a Poisson distribution with mean
| O O
a; = Y log 1- A
Exercises

Exercise 2.8 Show that the reversed process obtained from a stationary
closed migration process is also a closed migration proeggsdetermine
its transition rates.
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Exercise 2.9 Show that there exists a unique, positive solution to the tra
fic equations (2.2) Hint: definea_, =1.]

Exercise 2.10 Consider Figure 2.6. Show that each of the indicated sub-
sets of colonies is itself an open migration procelnt; induction. ]
Suppose that, in an open migration process, individuals ftolany k
cannot reach colony without leaving the system. Show that the process
of individuals transitioning directly from colony to colonyk is Poisson.
Conclude that the processes of individuals transitionloggbold arrows
are Poisson.Hint: Write ] kil individuals leaving colonyj can reach
colonyk by some path with positive probability. Form subsets of na@e
as equivalence classes, using the equivalence relgtibrklif both j k1

andk

Exercise 2.11 In the family size process show that the points in time at
which a family becomes extinct form a Poisson process.

Exercise 2.12 In the family size process, let

1
M = jnj,
1
the population size. Determine the distributiornafonditional onM, and
show that it can be written in the form

-1
M .

n(n|M) = J
=1

1

n_j! (2.5)
wheref = v/A.

[Hint: Consider the co&cidnts ofxM in the power series expansions of
the identity

1
1-x"%= exp-x. ]
=1 J

Exercise 2.13 (The Chinese restaurant proce#s) initially empty restau-
rant has an unlimited number of tables each capable ofgitinunlimited
number of customers. Customers numberg?] 1. arrive one by one and
are seated as follows. Customer 1 sits at a new tablenFarl suppose
m customers are seated in some arrangement: then customgrsits at a
new table with probability/(8 +m) and sits at a given table already seating
j customers with probability/(6 + m).

Letn; be the number of tables occupied pgustomers. Show that after
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the firstM customers have arrived the distribution of ,(n, .. .) is given
by expression (2.5).

Deduce that for the family size process the expected numbdistifict
families (e.g. surnames, genetic types, or news storieshdhe population
size is

E(NIM) =

2.5 Little's law

Consider a stochastic proces{(t),t = 0) on which is defined a function
n(t) = n(X(t)), thenumber of customers in the systatitimet. Suppose that
with probability one there exists a timig such that the continuation of the
process beyond; is a probabilistic replica of the process starting at time
0: this implies the existence of further tim@&sg, T3, ... having the same
property asT;. These times are calleggeneration pointsSuppose also
that the regeneration point is such théf;) = 0. (For example, in an open
migration process a regeneration point may be “entire syséeempty”.)
SupposeET; < oo, Then we can define the mean number of customers in
the system
L3,

lim = IjFIn(s.)ds“@'1 jim = IjFIEn(s)o|s: Eo neds_

T T-oT | ET,

Too 0

(that is, the average number of customers in the system caarbputed
from a single regeneration cycle —treat this as an assertiaghéanoment).
Also, letW,,,n = 1,2,... be the amount of time spent by théh cus-
tomer in the system. Then we can define the mean time spentust@ncer

in the system
. 1 l':\/IVJg.l . 1 CI_ E Elwn
lim - W, =" lim - EW“_W

N- oo Nn- oo
n i=1 n i=1

=W

whereN is the number of customers who arrive during the first regeinm
cycle [Q T4].
Finally, we can define the mean arrival rate

TIim %(number of arrivals in [0T])

wpl o1 . . _ EN _
= TllfanE(number of arrivals in [0T]) = ET, P
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Note that we do not assume that the arrivals are Poiss@simply the
long-run average arrival rate.

Remark We will not prove any of these statements. (They follow from
renewal theory, and are discussed further in Appendix B.)vizutvill es-
tablish a straightforward consequence of these statements.

Note that the definition of what constitutes the system, arsiamer, is
left flexible. We require only consistency of meaning in thegsies “num-
ber of customers in the system”, “times spent in the systémiber of
arrivals”. For example, suppose that in an open migrati@cgss we want
to define “the system” to be a subset of the colonies. Ti{Bris the num-
ber of customers present in the subset of the colonies, bbewe a choice
for the arrivals and waiting times. We could view each visiaofindivid-
ual to the subset as a distinct arrival, generating a distiime spentin “the
system”. Alternatively, we could only count each indivitiaa a single ar-
rival, and add up the total time of all of their visits to thestgm into a
single waiting time.

Theorem 2.6(Little’s law) L = AW.

Proof Note
Lo E ?1 n(9ds E ?1 n(s)ds EN
ET, EN ET,
whereas
ENE I, W
AW = E—TlE'—Nl
Thus, it suLces to show
L+  —
n(s)ds=  W. (2.6)
0 i=1

Figure 2.7 illustrates this equality for a simple queue: thaded area can
be calculated as an integral over time, or as a sum over cessorkiore
generally we see equality holds by the following argumentadime each
customer pays at a rate of 1 per unit time while in the systerd §anthe
total paid by thenth customer in the system is jut,). Then both sides of
(2.6) are the total amount paid during a regenerative cycle.

1

Remark Little’s law holds whenever we can make sense of the quastiti
L, A, andW (the proof of the relationship between them is going to be
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number of customers
|
I

N e — — —

Arrivals

Departures

ZZZ=

Ta

Figure 2.7 Shaded area igl n(s)ds but also iil\Ni.

essentially the same; the question is simply whether it makase to talk
of the average arrival rate, number of customers in the systetime spent
in the system).

Exercises

Exercise 2.14 The Orchard tea garden remains open 24 hours per day,
365 days per year. The total number of customers served itethgar-

den during 2012 was 21% greater than the total for 2011. In gaeh

the number of customers in the tea garden was recorded age ham-

ber of randomly selected times, and the average of those ersnp 2012
was 16% greater than the average in 2011. By how much did thage
duration of a customer visit to the Orchard increase or deze

Exercise 2.15 Use Little’s law to check the result in Exercise 1.7.

Exercise 2.16 Customers arrive according to a Poisson process with rate
v at a single server, but a restricted waiting room causesthd® arrive
whenn customers are already present to be lost. Accepted custdmaee
service times which are independent and identically disted with mean
Y, and independent of the arrival process. (Service timesaineatessarily
exponentially distributed.) Identify a regeneration pdmtthe system. If
Pj is the long-run proportion of tim¢ customers are present, show that

1-Py=vu(l-Py).

Exercise 2.17 Consider two possible designs for 8rserver queue. We
may have all the customers wait in a single queue; the petsbe aead of
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the line will be served by the first available server. (Thidis arrangement
in the Cambridge Post Ocel) Alternatively, we might hav8 queues (one
per server), with each customer choosing a queue to join whermsters
the system. Assuming that customers can switch queuesngratticular
will not allow a server to go idle while anyone is waiting, fsete a dif-
ference in the expected waiting time between the two systésniiere a
di Cefence in the variance?

2.6 Linear migration processes

In this Section we shall consider systems which have thequtpphat af-
ter individuals (or customers or particles) have enteredsiystem they
move independently through it. We've seen the example ellimigra-
tion processes, where in equilibrium the numbers in distiodonies are
independent Poisson random variables. We’'ll see that disigltrcan be be
substantially generalised, to time-dependent linear rtigrgrocesses on
a general space. We'll need a little more mathematical itrinagure, which
is useful also to better comprehend Poisson processes.

Let X be a set, ané a c-algebra of measurable subsetsxof(If you
are not familiar with measure theory, then just view the alata ofF as
the subsets oK in which we are interested.)

Definition 2.7 A random collection of points irX is distributed as a
Poisson process with mean measiMéE), E [F, if for disjoint sets
Ei, ..., Ex CF the number of points iy, ..., Ex [CF are independent
Poisson random variables, wili(E;) the mean number ig;.

As a simple example, le{ = R, letF be the Boreb-algebra generated
by open intervals, and Ie¥l be the Lebesgue measure (intuitivelj(E)
measures the size of the €&t its length ifE is an interval — andE [H
if the size can be sensibly defined). The probability of no fsin the
interval (Q't) is, from the Poisson distributioe;*; hence the distance from
0 to the first point to the right of 0 has an exponential disttiign. Similarly
the various other properties of a Poisson process indexdirgycan be
deduced. For example, given there &goints in the interval (@), their
positions are independent and uniformly distributed.

Another example is a Poisson process arL]& [0, ), with the Borel
o-algebra and Lebesgue measure. We can think df][8s “space” and
[0, ) as “time”: then this is a sequence of points arriving as as&woi
process in time, and each arriving point is distributed umniflg on [0, 1],
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independently of all the other points. The collections ahpoarriving to

di Cerent subsets of [A], or over dilerent time periods, are independent.
Suppose now that individuals arrive in¥oas a Poisson stream of rate

v, and then proceed to move independently throXgaccording to some

stochastic process before (possibly) leavikgWe would like to under-

stand the collection of points that represents the (randetrgfsndividuals

in the system at any given time.

Example 2.8 Recall our earlier discussion of linear migration processe
in section 2.4. Then we can takéto be the set of colonief, 2,..., J}
or{1,2,...}. We assume that individuals enter the system into coloay
a Poisson process of rate After arriving at colonyj an individual stays
there for a certain random amount of tifig with meanA;*, the holding
time of the individual in colonyj. At the end of its holding time in colony
j, an individual moves to colonk with probability p(j, k), or leaves the
system with probabilityp(j, - ).

In our earlier discussion of linear migration processe<ittisn 2.4, the
timesT; were exponentially distributed with parameigr and all holding
times were independent. But now, in this example, we relaxabsump-
tion, allowingT; to be arbitrarily distributed with mea)nj‘l, and we allow
the holding times of an individual at the colonies she visitbe depen-
dent. (But we insist these holding times are independentasfetof other
individuals, and of the Poisson arrival process.) In Exsx@.20, we will
show that this does not change the limiting distribution far humbers in
di Cefent colonies, a result known Exsensitivity

Example 2.9 Consider cars moving on a highway. The Xet R. cor-
responds to a semi-infinite road. Cars arrive at the point 0 Bsisson
process, and then move forward (i.e., right). If the highway idenand
uncongested, we may assume that they move independentigiofother,
passing if necessary. At any time, the set of car locatiomasr&dom col-
lection of points inX, and we are interested in properties of this random
collection as it evolves in time. To determine the stoclegstocess fully,
we need to specify the initial state of the highway at some timed, and
the way in which each car moves through the system. We willhiih
Exercise 2.18.

ForE [CH define the quantity
P(t, E) = P(individual is inE at timet after her arrival into the system)

Theorem 2.10 (Bartlett's Theorem). If the system is empty at tirtben
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at time t individuals are distributed ovet according to a Poisson process
with mean measure
=

M(,E)=v  P(u E)du, E [H.
0

Remark The form for the mean measure should not be a surprise: the
mean number of individuals ik at timet is obtained by integrating over

(0, 1) the rate at which individuals arrive multiplied by the paddility that

at timet they are inE. But we need to prove that the numbers in disjoint
subsets are independent, with a Poisson distribution.

Proof LetE;,..., Ex CH be disjoint, and leh;(t) be the number of in-
dividuals inE; at timet. In order to calculate the joint distribution of the
random variables;(t), we will compute its probability generating func-
tion. We will use the shorthanzl® to meanZ® ... Z*"; the probability
generating function we want is th&z"®.

Let mbe the number of arrivals into the system intj0Conditional on
m, the arrival timesty, ..., T, are independent and uniform in, () (un-
ordered, of course). L& be the event that the individual who arrived at
time T, is in E; at timet; thenP(A;) = P(t — T;, E).

Now,

P 1 1
E[Zn(t)|m, le___,'[m] = E le[A”] |m,T1,...,Tm

r=1_i=1

| I
E

_I[An]|Tré (by independence af)

r=1 __i=1

| =1 1
= i— (1-z)P(t- T,,E)%

r=1 i=1

by considering the various places the arrival at titneould be (in at most
one ofE;,i = 1,2,...,K). Taking the average ovey, we get

= ; 1 4 %
E[Z"Om = H- @- z)- P(t -1, E)dt
r=1 i=1
o o
= BH—- a- Z|)— P( -1, E)dtg®.

i=1

To take the average ovaerm, note thatmis a Poisson random variable with
meanvt, and for a Poisson random variab{evith mean\ we haveEZX =
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e (72 Therefore,
| S— 1
E[z2"V] = expBEVt (1- Zi)f P(u, E))du exp(1-z)M(t, E)).
i=1 0 i=1
This shows that the joint probability generating functiomg(t), .. ., ng(t)
is the product of probability generating functions of Poissandom vari-
ables with meandi(t, E;); thereforeny(t), ..., nk(t) are independent Pois-
son with the claimed means, as required. 1

Corollary Ast - oo the distribution of individuals oveX approaches a
Poisson process with mean measure

L
M, E)=v P(u,E)du, E [H.
0

Remark Observe that?a P(u, E)du is the mean time spent by an indi-
vidual in the set, and so this expression for the mean number in the set
E is Little’s law (of course Little’s law does not give the disuition, only

the mean).

Exercises

Exercise 2.18 Cars arrive at the beginning of a long highway in a Poisson
stream of rate from timet = 0 onwards. A car has a fixed velociy> 0
which is a random variable. The velocities of cars are inddpat and
identically distributed, and independent of the arrivabqgass. Cars can
overtake each other freely. Show that the number of cars oriirgtex
miles of road at time has a Poisson disﬁibution with mean

EX
VeV

Exercise 2.19 Airline passengers arrive at a passport control desk in ac-
cordance with a Poisson process of ratd he desk operates as a single-
server queue at which service times are independent ancherpally dis-
tributed with mearu(< v!) and are independent of the arrival process.
After leaving the passport control desk a passenger mustipasgh a se-
curity check. This also operates as a single-server quetieneuat which
service times are all equal Ig< v1). Show that in equilibrium the proba-
bility both queues are empty is

(1 —=vw)(1-v1).

If it takes a timeo to walk from the first queue to the second, what is the
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equilibrium probability that both queues are empty anddhgemno passen-
ger walking between them?

[Hint: Use Little’s Law to find the probability the second queue iggm
use the approach of Section 2.2 to establish independendeyse the
properties of a Poisson process to determine the distoibuti the number
of passengers walking between the two queues. |

Exercise 2.20 Consider the generalised linear migration process of Ex-
ample 2.8. Write down the limiting distribution of the vectay, n,, . . ., ny),

the number of customers in the fitstolonies. Show that it depends only
on ETj, the expected amount of time that a customer spends in cglony
Thus the limiting distribution isnsensitiveto the precise form of the hold-
ing time distribution, as well as to dependencies betweemdimidual’s
holding times at colonies visited.

2.7 Generalizations

The elementary migration processes considered earli@isrCthapter can
be generalized in various ways, while still retaining thenglicity of a
product-form equilibrium distribution. We shall not go intoig in great
detail, but will briefly sketch two important directions ofigeralization.

Example 2.11(Communication netwovkptimal allocation) Our first ex-
ample is of a network (e.g., of cities) with one-way commurigatinks
between them. The links are used to transmit data packedsf tdrere are
capacity constraints on the links, it is possible that ptckeay have to
gueue for service. If we model the links as queues (as in thé-highd di-

H
0\34 4 /—) Z
(O =i |
O-3 S N[5
H
Figure 2.8 A communication network. On the right, the same

network with links modelled as queues.

agram of Figure 2.8), we get something that isn't quite an apiration
network; in an open migration network, individuals can &ian cycles,
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whereas packets would not do that. (In fact, a natural modilieiystem
is as amulti-classqueueing network, but we will not be discussing that
framework here.)

Let a; be the average arrival rate of messages at qyewadn; be
the number of packets in queye Suppose that we can somehow show
a product-form distribution for the steady-state behaviourhef $ystem.
That is, in equilibrium the number of packets infdiient queues will be
independent, with

OJ I
P(nj=n) = 1—i &
0 9

Here,g; is the service rate at queye(lt is possible to prove under some
assumptions that the equilibrium distribution of the mualass queue does
in fact have this form.)

Suppose now that we are allowed to choose t ervice ratpacfea
ties) @, ..., @y, subject only to the budget constraintp; = F, where all
summations are ovegr= 1,2, ..., J. What choice will minimize the mean
number of packets in the system, or (equivalently, in view itlé’s law)
the mean period spent in the system by a packet?

The optimization problem we are interested in solving is:

min E n =
1 o q
subjectto ¢ =F,
;=20 O

Since we are minimizing a convex function over a convex seknesv that
the optimum will be found by Lagrangian techniques. Intradat.agrange

multiplier y for the budget constraint, and let
— i —

L= + i—F .
9 —g o
SettingdL/09; = 0, we find thatL is minimized by the choice
—1
0 =a;+ aj/y.

Substitution of this into the budgz/et constraint shows thesWwould choose
= 1
a
0 =a;+ -E!a:k(F - ).

This is known aKleinrock’s square root channel capacity assignment
any excess capacity (beyond the bare minimum required taceethie
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mean arrival rates) is allocated proportionally to the squaot of the ar-
rival rates. This approach was used by Kleinrock (1964, 18xghe early
computer network ARPANET, the forerunner of today’s Intéyméhen ca-
pacity was expensive and queueing delays were often lengthy.

Example 2.12(Processor sharing) In this example, we model a single
processor working on several jobs simultaneously; it haertain fixed to-
tal service ratau that it can der, and will split it equally among all the
active jobs. (We can think of this as the driving dynamics ioseld mi-
gration processes, except that the total service rate traies with the
number of individuals in the colony as well.) Specificallye WwaveN in-
dividuals (which we will calljobs). The jobs oscillate between being in
service at the server and being idle (one might imaginaistomers using
a web server for their shopping). Each job has an exponentiacsere-
qguirement of mean 1, and the server i2ging service at total rate (split
equally between all the jobs that are currently being servigte schematic
diagram appears in Figure 2.9.

/ o
/ No )\2
W/ng

No

NN A

Figure 2.9 Processor-sharing system,.jobs are currently being
servedn; =0 or 1 forj QI

In Exercise 2.21, you will show that the stationary disttibo for this
system is

m(no, ..., Ny) Coptp™ A" (2.7)
=1
and satisfies detailed balance. Note that detailed balaqgceres quite spe-
cific service and arrival distributions, namely indepertdaqponential ser-
vice times and independent exponential waiting times whkn However,
the stationary distribution will actually be the same fortquarbitrary pro-
cesses with the same mean. There are several schedulinglides for
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which this sort ofinsensitivityholds; we saw an example in Exercise 2.20.
(Notably, a single-server queue with first-come first-serve dalieg dis-
ciplineis sensitive to its service time distribution.)

Exercises

Exercise 2.21 Check (by verifying detailed balance) that expression (2.7)
gives the stationary distribution for the processor-shaexample.

2.8 Further reading

The short-hand queueing notation was suggested by KendalBY1thus
aD/G/K queue has a deterministic arrival process, general setinmess,

andK servers. Kelly (2011) and Whittle (1986) give more extendedttr
ments of migration processes; the former discusses the @eations of
section 2.7. Pitman (2006) provides an extensive treatnfeéhedChinese
restaurant process (Exercise 2.13). Baccelli and Bremaudj2&velop
a very general framework for the study of queueing results sisdhttle’s

law and the PASTA property. Kingman (1993) is an elegant texRoisson
processes on general spaces, and places Bartlett’s Thaotkim context.
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Loss networks

We've seen, in Section 1.3, Erlang’s model of telephone. IBlt what
happens if the system consists of many links, and if calld b&gbnt types
(perhaps voice, video or conference calls) requireedent resources? In
this Chapter we describe a generalization of Erlang’s madeth treats
a network of links, and which allows the number of circuitguied to
depend upon the call. The classical example of this modeltéephone
network, and it is natural to couch its definition in terms afig, links and
circuits. Circuits may be physical (in Erlang’s time, a sttaif copper; or
for a wireless link, a radio frequency) or virtual (a fixed projam of the
transmission capacity of a communication link such as aicalpfibre).
The term ‘circuit-switched’ is common in some applicationaaewhere it
is used to describe systems in which, before a request (whigtbma call,
a task or a customer) is accepted, it is first checked thBC&Int resources
are available to deal with each stage of the request. Thatimskeatures
of the model is that a call makes simultaneous use of a nunibbesaurces
and that blocked calls are lost.

The simplest model of a loss network is a single link witkcircuits,
where the arrivals are Poisson of ratehe holding times are exponential
with mean 1, and blocked calls are lost. In this case, we knom fErlang’s
formula (1.4)

C
P(an arriving call is lostF E(v,C) = é SIS
P, 0

\H
v

3.1 Network model

Let the set of links be ,2,..., J, and letC; be the number of circuits on
link j. Arouteris asubsetofl, 2,..., J}, and the set of all routes is called
R (this is a subset of the power set of links). Figure 3.1 showsxamele
of a network with 6 links, in which “routes” are pairs of adgat links.

39
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Figure 3.1 A loss network with 6 links and 6 two-link routes.

Let A be thelink-route incidence matrix
j [
Ajr = .
[l J m
Call requesting route arrive as a Poisson process of rate They are
accepted if there is at least one free circuit on each Jinkrl;, otherwise
they are lost. Accepted calls last an exponentially disted time with
mean 1; arrival times and holding times are independent.

Remark Often the set of links comprising a route will form a path be-
tween two nodes for some underlying graph, but do not makatt@gquire-
ment: for example for a conference call the set of links may atsterm a
tree, or a complete subgraph, in an underlying graph. Latenvill allow
entries ofA to be arbitrary non-negative integers, with the interpretat
that a call requesting routerequiresA;; circuits from link j, and is lost if
onany linkj = 1,...,J there are fewer thaA; circuits free. For example

a video conference call might use multiple circuits on eank.|But for
the moment assum& is a 0-1 matrix, and conveys the same information
as the relatiorj [Tl

Let n, be the number of calls @ogress on routeThe number of
circuits busy on linkj is given by | Ayn,. Letn = (n,,r [R), and let
C = (C4,...,Cy). Thenn is a Markov process with state spaee (AR :
An < C} (the inequality is to be read componentwise). This process is
called aloss network with fixed routing

We will later compute the exact equilibrium distribution forBut first
we describe a widely used approximation procedure.

3.2 Approximation procedure

The idea underlying the approximation is simple to explagt. B; be the
probability of blocking on linkj. Suppose that a Poisson stream of kgte
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is thinned by a factor + B; at each linki [\ j before being dered to
link j. If these thinnings could be assumed independent both link to
link and over all routes passing through linKthey clearly are not), then
the tral’c_ dlered to linkj would be Poisson at rate
L 1 L1
Aerr (l - Bi)
r i I j}

(thereduced loagl, and the blocking probability at link would be given
by Erlang’s formula

1 1 1
Bj =E Aerr (1-8), Cj % i=1...,3d (3.2)

i}

-

Does a solution exist to these equations? First, let’s Féaahote) the
Brouwer fixed point theorem: a continuous map from a compaxtyex
set to itself has at least one fixed point. But (3.1) defines &ruaous map
F:[0,1) - [0,1]’ via

1 | I | 1 1
(Bj,jzl,...,J)g Aerr (l—Bi),Cj,jzl,...,J

irHj}

and [Q 1] is convex and compact. Hence there exists a fixed point. We wil
later see that this fixed point is unique, and we call it, be. $olution to
(3.1), theErlang fixed point

Example 3.1 Consider the following network with three cities linked via
a transit node in the middle. We are given the arrival ratgss,s, va;. (We

. @
S Ze

|le

®)

Figure 3.2 Telephone network for three cities
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write vy, for the more cumbersomg; »). The approximation reads

By = E(V12(1 — By) + va1(1 — Bs), Cy)
Bz = E(v12(1— B1) +V23(1 - Bg), Cy)
Bs = E(v23(1 — Bz) + va1(1 — By), Cs)

with corresponding loss probability along the ro{ie2}
L12 =1- (1 - Bl)(l - Bz)
and similarly forLp3, La;.

Remark How can we solve the equations (3.1)? If we simply iterate the
transformationF, we will usually converge to the fixed point (and if we
use a su_cidntly damped iteration, i.e. take a convex combinatiothef
previous point and its image undEras the next point, we are guaranteed
convergence). This method, callegpbeated substitutiqris often used in
practice. Later, in Exercise 3.6, you will establish cogesrce of a variant
of repeated substitution.

The approximation is often surprisingly accurate. Can wevig® any
insight into why it works well when it does? This will be a magm in
this Chapter.

3.3 Truncating reversible processes

We now determine a precise expression for the equilibriurtridigion of
a loss network with fixed routing.

Consider a Markov process with transition ratg§j,(k), j,k [3). Say
that it is truncatedto a setA [3 if q(j, k) is changed to 0 foj [A,
k S\ A and if the resulting process is irreducible witin

Lemma 3.2 If a reversible Markov process with state space S and equi-
librium distribution(n(j), j [3) is truncated to ACS, then the resulting
Markov process is reversible and has equilibrium distribot

e kg, jLa (3.2)

kAl
Proof

n(1)a(i, k) = m(kjak, j)

by the reversibility of the original process, so distrilouti(3.2) satisfies
detailed balance. 1
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Remark If the original process is not reversible, then (3.2) is theildoy

rium distribution of the truncated process if and only if

() aq(.k = nKak j).
kAl kAl

Earlier, equations of this form were termed “partial baldnce

Now, consider a loss network with fixed routing for whi€h = ... =
C; = oo, If this is the case, arriving calls are never blocked; thieypdy
arrive (at ratey;), remain an exponentially distributed amount of time with
mean 1, and leave. Henceforth allow the link-route incidene&imA to
have entries irZ., not just 0 or 1.

This system is described by a linear migration process wiéhsition
rates

ain, T_n)=v,, q(n,T,_n)=n,

and equilibrium distribution

e, nC®
IRl r
(Since the capacities are infinite, the individual routesobee indepen-
dent.) If we now truncate to S(C) = {n : An < C}, we will get precisely
the original loss network with fixed routing (and finite capis). There-
fore, the equilibrium distribution is
m(n) = G(C) n—', n[S(C)={n:An<C} (3.3)

roor

I [1.n
G(C) = % M

|
nis(c) r N>

Further, the equilibrium probability that a call on routevill be accepted
is

with

1-L, = n(n) =
n[S(C-As)
wheree, [[3(C) is the unit vector describing one call in progress on route
r.

Remark This is not a directly useful result for larg€ (big) or complex
(R big) networks, because of the [dtulty of computing the normalizing
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constant (in the case of an arbitrary matixthis is an NP-hard problem).
However, we might hope for a limit result. We know that for lakgendC
the Poisson distribution is going to be well approximatedlmultivariate
normal. Conditioning a multivariate normal on an inequalill have one
of two eledts: if the center is on the feasible side of the inequalitgnt
the constraint has very littleledt; if the center is on the infeasible side of
the inequality, we will éedtively restrict the distribution to the boundary
of the constraint (because the tail of the normal distributites d_very
quickly), and the restriction of a multivariate normal to ahreelsubspace
is again a multivariate normal distribution. In later senos we shall make
this more precise.

We end this section with some further examples of truncatedgases
which share the above stationary distribution. These ekzsrgdso show
that a variety of models may reduce to be equivalent to a lesaork
with fixed routing (and in particular the equilibrium distution is given
by independent Poisson random variables conditioned ori af Smear
inequalities).

Example 3.3(Call repacking) Consider the network in Figure 3.3. Suppose

Cs

@V@

Figure 3.3 Loss network with call repacking

that calls can be rerouted, even while in progress, if thialtow another
call to be accepted. (We also, as usual, assume that armedioeésson and
holding times are exponential.)

Let ngg be the number of calls in progress betweeandp. Thenn =
(n12, N23, N31) is Markov, since all we need to know is the number of calls
between each pair of cities. Further, we clairF (ny, N3, N3;) is a linear
migration process with equilibrium distribution

N

e—v,n_rl, r={12}, {23}, {3,1}

I+
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truncated to
A={n:np+n;<C3+Cyq Nyz+ng <Cy+Cy, Ngp+npp<Cy+Cgl

Indeed, it's clear that these restrictions are necessaay:is, if the stata
is not in A then it cannot be reached. (The three inequalitiescatecon-
straintseach corresponding to a cut separating one of the verticestfie
rest of the network). Next we show they arelsmidnt: that is, ifn A
then it is feasible to pack the calls. First note that if alke#hinequalities
of the formn,3 < C; hold (one for each direct route), the statés clearly
feasible. If not, suppose without loss of generatity > C;. Then we can
routeC, of the calls directly, and reroute the remaining — C, calls via
node 1. This will be possible provideds; — C; < min(Cz — nyp, C; — N3y),
i.e. providedn;; + ny3 < C; + Cz andnys + nz; < C; + C,, which will hold
sincen [CA. Thus in this case too the staties feasible.
Thus, the equilibrium distribution is
—
n(n) = G(A) , n A r={12} {23} {3 1}

roo

Note that the processis equivalent to the loss network with fixed routing
illustrated in Figure 3.4: the transition rates, as welltes gtate space and
the equilibrium distribution, are identical.

@

C,+ C3§A%l +C;

lle:+c.

®

Figure 3.4 An equivalent network to the repacking model

Example 3.4(A cellular network) Consider a cellular network, with seven
cells arranged as in Figure 3.5. There @rdistinct radio channels which
are available as communication channels, but two adjaedist@annot use
the same channel. (A channel may be a frequency or a time sthinter-
ference prevents the same channel being used in adjacentTet cells
are adjacent in Figure 3.5 if they share an edge.) Calls magdicated
between channels, even while they are in progress, if thisalow an-
other call to be accepted. Itis clear tmgt+ ng + n, < C for all cellsa, B,y
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Figure 3.5 A cellular network: adjacent cells cannot use the
same radio channel.

that meet at a vertex in Figure 3.5. In Exercise 3.2 it is shthvahthese are
the only constraints. Thus the network is equivalent to a fetwork with
fixed routing: it is as if there is a virtual link of capacif/associated with
each vertex, and a call arriving at a cell requires one diftaim each of
the virtual links associated with the vertices of that cell.

Remark If you're interested in graph theory, you should think abtinet
set of graphs for which the above argument works. Letitherference
graphhave a vertex for each cell, and an edge between two vertities if
cells cannot simultaneously use a channel. Then the argunweks if the
interference graph is perfect (Kind et al. (1998)).

Exercises

Exercise 3.1 Letm = C=An so thatm; is the number of free circuits
on link j, and letn{m) = | Ac_mT(n) be the equilibrium probability of
the event thatn; circuits are free on link for j = 1,..., J. Establish the
recurrence

L 1
(C; — m)n{m) = Apv,{m+ Ag).
r:Ag<C-m

(Hint: CalculateE[n,|m], using the detailed balance condition fdn). )

Exercise 3.2 Establish the result claimed in Example 3.4: that is, there i
an allocation of radio channels to cells such that no chasneded in two
adjacent cells if and only ifi, + ng +n, < C for all cellsa, B, y that meet at

a vertex in Figure 3.5. (Hint: begin by allocating channels 1, n; to cell

1, and channelg; +1,...,n +nytocell 2,n; +1,...,n; + Ny to cell 4,
andn;+1,...,n; +ngtocell 6.)
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3.4 Maximum probability

To obtain some insight into the probability distribution3Bwe begin by
looking for its mode, that is max(n) overn 2% andAn < C. Write
logm(n) = log %(C) # g logG(C) + n, logv; — log(n,!) D

r

By Stirling’s approximation,
nl C12nm™ze™asn - oo,

and so
log(n!) = nlogn—n+ O(logn).

We will now replace the discrete variabidoy a continuous variabbe, and
also ignore thé@(logn) terms to obtain the following problem.

PRIMAL
—1
max (% logv, — % logx + %)
r

subjecttoAx < C (3.4)
x=0.

Lagrangian techniques will work, since the objective funietis concave,
and the feasible region is a closed convex set. The Lagraigian
1 I | I 1
Lx,zy)= (xlogvr =xlogx +x)+  yj(Cji—  Apx —Z).

r j r

Here,z = 0 are the slack variables in the constraft < C andy are

Lagrange multipliers. Rewrite as
C— 11— 1 1 C—1 1

Lx,zy)= %+  x(logv,—logx — yjA)+ yiCi— Yz
r r ] J J

which we attempt to maximize ovex z = 0. To obtain a finite maximum
when we maximize the Lagrangian oue® 0 we requirey = 0; and given
this we have at the optimum: z = 0. Further, dLefentiating with respect

to ives
g 1

logv, —logx. — YAy =0,
j
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and hence at the maximum
1
T(r = vre_ JYJAjr.

Thus if for giveny we maximize the Lagrangian overz = 0 we get
I 11 | I— 1
maxL(xzy)= %+ yCj= we YA+ yC
X,z . .
r J r J

providedy = 0. This gives the following as the Lagrangian dual problem.

DUAL:
L 11— 1
min  ve YA+ yC; (3.5)
r j

subject toy = 0.

By the strong Lagrangian principl& = X,y =y can be chosen so that
X = 0, AX < C (primal feasibility),y = 0 (dual feasibility), and/-z =0
(complementary slackness), wh&e C — AX, andX,y are then optimal
for the PRIMAL and DUAL problem respectively.

Lete¥ = 1 - B;. Equivalently, By, ..., B;) LD, 1)’ can be chosen so
that the vector satisfies the

CONDITIONS ONB:

1
Apve  (1-B)Y =C;ifBj>0
i (3.6)
< Cj if Bj =0.

(To check the correspondence with the complementary slaskoendi-
tions, note thaB; > 0 if and only ify; > 0. If you don’t know the strong
Lagrangian principle, don’t worry: in a moment we’ll estihl directly the
existence of a solution to the conditions Br)

Remark The conditions orB have an elegant flui interpretation.
With the substitutiore™ = 1 - B; the flowX, = v, (EI(L"Qli,ii B))A" looks
like a thinning of the arrival stream by a factor (1- B;) for each circuit
rﬂ;leste m link for each linki that the router goes through. Then

(A (IT-B)* is the aggregated flow on link The conditions o
tell us that blocking only happens on links that are at fullazty.

Let's summarise what we have shown so far, adding a littte bit
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Theorem 3.5 There exists a unique optimal soluti@n= (X,,r [R) to
the PRIMAL probleng3.4). It can be expressed in the form
1
X =v  (1-B)t, r[R,
I

whereB = (By,.. ., B;) is any solution td3.6), the conditions oB. There
always exists a vectd satisfying these conditions; it is unique if A has
rank J. There is a one-to-one correspondence between vedts$ysg
the conditions o8 and optima of the DUAL problei3.5), given by

1-B=¢7, j=1,...,J

Proof Strict concavity of the PRIMAL objective function gives unigt
ness of the optimurix. The form of the optimunx was found above in
terms of the Lagrange multipliess or equivalentlyB.

The explicit form of the DUAL problem will allow us to estabtisdi-
rectly the existence d satisfying the conditions oB, without relying on
the strong Lagrangian principle. Note that in the DUAL peabl we are
minimising a convex, diefientiable function over the positive orthant, and
the function grows to infinity ag; — oo for eachj = 1,..., J. Therefore,
the function achieves its minimum at some pgjrih the positive orthant.
If the minimumy hasy; > 0, then the partial derivative/dyjly = 0. If
¥; = 0, then the partial derivative must be nonnegative. (Seer€igib.)

Figure 3.6 Minimum of a convex function over nonnegative
values occurs either where the derivative is zero, or at O thié
derivative nonnegative.

But this partial derivative of the DUAL objective functionsgmply
—1
—_ Ajrvre_ i YiAr + le

r
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and so the minimum over = 0 will be at a point where
I:I .
Aj,v,e_ A = Cj if yj > 0
< Cj if Yj = 0.

Note that these are precisely the conditionsBorif we let B; = 1 — e7;
this gives the existence of a solution to the condition8pand establishes
the one-to-one correspondence with the optimqﬂhe&pALlpmb
Finally, note that the DUAL objective function, v,e” iYiAr is strictly
convex in the components gh. If A has rankJ, the mappingy B yAis
one-to-one, and therefore the objective is also strictly comvehe com-
ponents ofy, and so has a unique optimum. 1

Example 3.6 (Rank-deficiency) IfA is rank-deficient, the DUAL objec-
tive function may not be strictly convexity in the componeoity, and the
optimizingy may not be unique. Consider

00
10
11
011

corresponding to the system in Figure 3.7. The rout&&dre{1, 2}, {2, 3},{3, 4}, {4, 1},

Figure 3.7 A network with a rank-deficient matrix

and the matridA has rank 3. In Exercise 3.3 it is shown that the the solution
to the conditions o will not, in general, be non-unique.

Remark A will have rankJ if there is some single-link trec_dn each
link (i.e. there exists a route= {j} for eachj [R), since then the matriA
will contain the columns of thdxJ identity matrix amongst its columns.
This is a natural assumption in many cases.
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Exercises

Exercise 3.3 Consider Example 3.6. Show thaiBf, B,, B3, B, > 0 solve
the conditions o3, then so do

1-d(1-By),1-d}1-By),1-d(1-Bs),1-d*(1- By,

i.e. only (1— Bogd)(1 — Beven is fixed. Deduce that for this example, where
the matrixA is rank-deficient, the solution to the conditions Brmay be
non-unique.

3.5 A central limit theorem

We noted earlier that we expect the truncated multivariaisgdn distri-
bution (3.3) to approach a conditioned multivariate normsirgbution as
arrival rates and capacities become large. In this sect®make this pre-
cise, and we shall see that the solutions to the optimizgtioblems of the
last section play a key role in the form of the limit.

We need first to define a limiting regime.

3.5.1 Alimiting regime
Consider a sequence of networks as follows: replace (v,,r [CR) and
C=(Cjj=1...,9) byv(N) = (v(N),r CB)andC(N) = (Ci(N), j =
1,...,0)forN=1,2, .... We will consider the scaling regime in which

1

er(N)—Nr forr R

1 .
NC](N)—»CJ forj=1,...,J

asN - oo, wherev, > 0,C; > 0 for all r andj. Write B(N), X(N), etc. for
guantities defined for thth network. Thud3(N) solves the conditions on
B (3.6) withv, C replaced byw(N), C(N).
From now on we will assume th#t has full rankJ, and moreover that
the unique solution to the conditions 8n(3.6) satisfies
C— 11—

Aerr (1— Bi)A" < Cj if Bj =0,
r i
i.e. the inequality is strict. This will simplify the statemts and proofs of
results.

Lemma3.7 AsN - oo, B(N) ~ Band+x(N) - X.
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Proof The sequencB(N), N = 1,2,... takes values in the compact set
[0, 1]°. Select a convergent subsequence, Bayy),k = 1,2,..., and let
B™= limy_.. B(N,). Then forN = N, large enough,
L 1 1
Apvi(N) (1= Bi(N)» =Cy(N) if B> 0

r 1

< Cj(N) if Bj'= 0.

(Note that this is true for ak with B;(Ny) on the right-hand side, blEjD>
0 =LBJ(Ny) > O for all k large enough and ajl=1,...,J.)
Divide by Nk, and letN, — oo, to obtain
11

Apve  (1-BY¥ =C;if B> 0
r i

< CJ' if BjD= 0.

Note that this shoijD [Tifor anyj (it can’t be equal to 1 in the second
line, and it can't be equal to 1 in the first line beca@e> O for all j).

By the uniqueness of solutions to this set of relatidis: B.

To finish the proof thaB(N) — B, we use a standard analysis argument.
We have shown that any convergent sequend&(Nf converges td, and
since we're in a compact set, any infinite subsgB{iN)} has a convergent
subsequence. Consider an open neighbourlotiB; we will show that
all but finitely many terms oB(N) lie in O. Indeed, the set [A]’ \ Ois
still compact; if infinitely many term&(Ny) were to lie in it, they would
have a convergent subsequence; but that convergent s@meeqwould
(by above) converge tB, a contradiction.

Finally, since 1
% (N)=v,(N) (1= Bi(N))*,
i
we conclude tha¥{ _ x.. 1
Let

pn(N(N)) = W’

(the unnormalised distribution @f(N)), and also let
1

mj(N) = Ci(N) - Airnr(N)

r

be the number of spare circuits on lifkn the Nth network. Let
B={j:Bj>0}, As=(A;, jL[B,rL[R).
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The matrixAg contains those rows & that correspond to links with posi-
tive entries ofB (i.e., intuitively, those we expect to have positive blogkin
probability).

Our next task is to show that the distribution 0fN), appropriately
scaled, converges to a normal distribution.

3.5.2 Limit theorems
Choose a sequence of statgbl) [CS(N), N=1,2,... and let

ur(N) = N™#(n(N) = %(N)), r [R,

Thus we are centering the vectay(N), r [CR) on the approximate mode
as found in the last section, and using the appropriate scédinconver-
gence to a normal distribution.

Theorem 3.8 The distribution olu(N) = (u.(N), r CR) converges to the
distribution of the vectou = (u,, r [R) formed by conditioning indepen-
dent normal random variables UN(0, X;), r [R, on Au = 0. Moments
converge also, and hence

1 -
NE[nr(N)] - X, r (R

Remark The proof proceeds by directly estimating the unnormalised
probability masgn(n(N)), and using Stirling’s formula in the form

n! = (2mn)“2 expnlogn — n+ 8(n)),

where = < 8(n) < 1. We'll not go through the more tedious parts
of the proof (controlling error terms in the tail of the difwition) but will

sketch the key ideas.

Sketch of proof RestriE}tention initially to sequencegN) [5(N),
N=12...,suchthat ,u(N)?is bounded above: them(N) CXI(N) [
XN asN - oo, By Stirling’s formula,
1
pv(N(N)) = (2mng(N) ™2

r

1
“exp (nr(N) logvr(N) = nr(N) log n:(N) + n.(N)) +O(N_1)

T T T T TETETEATETET. ]
X
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We now expandcK:

L1 n(N L1 L1 n(N
X=-n(N)log (( )) n.(N) log X’(N) n.(N) log (N)
r e [ T T IIIIIIIIIIIII [ 11 IIIII\IIIIIIIIIIIIIIIII\lIIIIIII\IIIIIIIIIIIIIIIII\-
first term second term

The first term, by the construction &f as a solution to an optimization
problem, is
I | | 1 I | 1 1
n(N)  yi(NA = yi(N)  Apne(N) = Y5 (N)(C(N)—m;(N)).
r j i r i

To deal with the second term, we note from its Taylor seriegegjon that
1
(L+a)(l-log(l+a)=1- éaz +0(a%) asa - 0,

and therefore

Ul v2 Y
“n(N)log 2 = ((N) + L (NN 1-';9(1+—ur(xN)§) )
-xr(N)% 1 “r(_N()l\':')m +0(N_1)%
2
=%(N) - ()':) +o(1)

(we absorb the error from replaciriy(N)/N by %, into the o(1) term).
Putting these together,

— 1 1 %)2

X= NG+ XN = FNm(N) - +o(1),
j r i
and thus
1 1
pn(N(N)) exp= X (N)—  ¥;(N)Cj(N)) =
IIIIIII|IIIIIIIIIIIIIIIIIIIIIIIIIIIIIIIIIIIII\III|IIIIIIIIIIIIIIIIIIIIIIIIIIIIIIIIII-
term 1 I:l u (N)2
@-B;(\N)™™  (2mn (N))™?exp ——=— +0(1)

Remark We established this form uniformly over all sequences
n(N) such that , u,(N)? is bounded above and thus uniformly ow&N)
in any compact set. To be sure that this is enough to deterttménémit dis-
tribution we need to ensure tightness for the distributiohg(®!): that is,



3.5 A central limit theorem 55

we need to know that probability mass doesn'’t leak to infiagN — oo,
so that we can compute the limit distribution by normalizihg above
form to be a probability distribution. We also need to enshed the prob-
ability mass outside of a compact set decays quickly endugfmtoments
can be calculated from the limit distribution. It is possibdeensure this,
by crudely bounding the error terms in Stirling’s formula aie Taylor
series expansion, but we shall omit this step.

Note that term 1 is a constant that does not depend @hdoes de-
pend onN, of course): it will be absorbed in the normalizing constant.
Similarly, sincen,(N) XN, term 3 can be absorbed in the normalizing
constant, with an error that can absorbed intodtl term. Term 4 looks
promising: we are trying to relate the probability distriimn of u(N) to
the form expﬁ;—i) corresponding to &l(0, X,) random variable. But what
about term 27?

We will now show that term 2 has thdedt of conditioning the normal
distribution on the sefgu = 0. Forj B, i.e. B; > 0, we consider the
gquantity

1 L m U
m(N)=Ci(N) = Ayne(N) =Ci(N) = Ay X(N) + u(N)NY?

r I:Ir 1
=Cj(N) - AprX(N) = é Ayr ur(N)%yz-

'
[ T T TTRTTATATIIII. ]

=0 for N large enough

Sincem;(N) = 0, we deduce tha%,_—ﬁlqr u(N) < 0for j (B andN large
enough. Further, term 2 decays geometrically wiitiiN), for eachj [B.
Thus the relative mass assigned fy(n(N)) to values ofm;(N) > mde-
cays to zero amincreases, and so the relative mass assigngal fry(N))
to values of- | Aj;u,(N) larger than any givei 3 O decays to zero as
increases. Therefore, the normalized limiting distribatis concentrated
on the sefdgu = 0, as required.

1

Corollary Forr [R, and as N- oo,

1
L(N) - L, =1- (1-B)*.

Here, L;(N) is the probability that a call on route r is lost (in network N).



56 Loss networks

Proof By Little’s law,

ST ‘ N ‘ l/ - L =
0

Therefore,

El(N)] _ Eln(NIN- % T

R (O R (7 A

(I

Remark Observe that if there is a link= {j}, then the Corollary shows
thatL,(N) - B;.

Example 3.9 Consider the system in Figure 3.8, with link-route incidence

matrix
E1I 0 1EI
A0 1 1°

$
\m A nm M n,

Ny
O O gm i
o ny

Figure 3.8 Shared communication link, and break-down of the
number of circuits in uséfree on each of the links

SupposeB = {1, 2}, soAg = A. Then prior to conditioning olgu = 0
we haveu, = ”J%" - N(O, X;), three independent normals. However, since
|B| = 2, the conditionAgu = 0 reduces the support by two dimensions,
constrainingu to a one-dimensional subspace, whayet n; = C; and
n, + n3 = C,.

The free circuit processas, andm, control the system: link blocks
calls if and only ifm; = 0. Thusm, andm, are often not zero. But in the
limiting regime m; andm, are onlyO(1), while ny, n,, N3, C; andC, all
scale a®©(N).
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3.6 Erlang fixed point

Consider the equations

C 101
Ei=EE-E)™* AN (1-E)™,C; (3.7)

r 1

(this is the generalisation of the Erlang fixed point equatimmatriceA
that may not be 0-1). Our goal now is to show that there existsquerso-
lution to these equations, and that in the limiting regiméheflast section
the solution converges to the correct lirBit namely that arising from the
maximum probability optimization problem.

Theorem 3.10 There exists a unique solutidi;, ..., E;) []0, 1]’ sat-
isfying(3.7).

Proof We will prove this theorem by showing that we can rewrite the
equations (3.7) as the stationary conditions for an optinaagbroblem
(with a unique optimum).

Define a functiorJ(y,C) : R« x Z, - R. by the implicit relation

U(=log(1-E(v,C)),C) =v(1-E(v,QC)).

The interpretation is thdtl(y, C) is theutilization or mean number of cir-
cuits in use in the Erlang model, when the blocking probgbik E =
1-¢€7. (See Exercise 3.4.) Observe thatvdacreases continuously from
0 to oo the first argument of) increases continuously from 0 ¢o, and so
this implicit relation defines a functiobl(y,C) : Ry x Z, - R.. Since
both the utilizatiorn(1 — E(v, C)) and the blocking probabilit§(v, C) are
strictly increasing functions of, the functionU(y, C) is a strictly increas-
ing function ofy. Therefore, the function

-
U(z C)dz
0
is a strictly convex function of.

Consider now the optimization problem

REVISED DUAL
C 1
min  v,e YA+ U(z Cj)dz (3.8)
r j 0

s.t.y=0.
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Note that this problem looks a lot like (3.5), except that weehaaplaced
the linear term in the earlier objective function by a stsiatbnvex term.

By the strict convexity of its objective function (3.8), the REBED
DUAL has a unique minimum. Diefentiating, the stationary conditions
yield that at the unique minimum

1
Apvies Y =U(y;,C), j=1,...,d (3.9)
;
Now supposé solves the Erlang fixed point equations (3.7), and defjne
byE; =1-¢€7 (i.e.,y; = —log(1- E;)). We can rewrite (3.7) in terms of
yas 1
EE© Ayve YA C)=1-€eY, j=1,...,J

r

or, moving things from side to side and multiplying by

C 1 —
ve_yi =V —_ E(eyl Aerre_ \yiAir,Cj) (310)

r

for any choice of the real variable But if we make the choice

C—1 —
v=¢i Apvie i YiAr
r
and use the definition &f then (3.10) will become precisely the statement
of the stationary conditions (3.9). Since the solution to tag@nary condi-
tions is unique, we deduce that there exists a unigue salttithe Erlang
fixed point equations. 1

We will now show that the objective function of the REVISED DUA
asymptotically approaches that of the DUAL problem: first shew that
U(z Cj) is close toC; (except of course for = 0).

Lemma 3.11

U(y,C)=C—(¢'-1)"+0(1)
as C - oo, uniformly over y [Jla,b] [{D, o) (i.e. y on compact sets,
bounded away from 0).

Proof Consider an isolated Erlang link of capadty [ered Poisson traf-
fic at ratev. Then

gk
\4

,K

n(j) = =

j
e

Letv,C - oo withC/v - 1- BforsomeB > 0. (That is, the capacity
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is smaller than the arrival rate by a constant factor, anddltie givesB.)

Then
1

C C(C-1
148+ 860D,

n(C) = - B,

since the denominator converges te- {1 — B) + (1 — B)? +.... Further,
the expectation (with respect &) of the number of free circuits is

] ]
f 1 —
mm(C —m) = n(C) 0+1-E+2-C(C—21)+... <
\ Vv
m=0
n(C) %=H(C) Ch_ Bl-B_1-B
vm (1—-C/v)? B? B

m=0

Indeed, we have monotone convergence: the elements of tties sen-
verge term-by-term upwards to the geometric bound. This méstsin
the limit we have equality in the place gf that is,
1-B ey

Ex[number of free circuits} —— =

l R

where, as usuaB =1—e¢e7. 1

=E@-1"

Let E;(N) be the Erlang fixed point, that is the solution to (3.7), for
network N in the sequence considered in the last section. As in the last
section, assumaA is of full rank, so that the solution to the conditions on
B (3.6) is unique.

Corollary As N - oo, Ej(N) - B;.
Proof The Erlang fixed point is the unique minimum of the REVISED

DUAL objective function, and from Lemma 3.11 we can write thigeax-
tive function as

| —
v (N)e™ YiAr + U(z C;(N))dz
i o

I 1
=N Vi€ ViR yiCi + o(1)

r ]

where the convergence is uniform on compact subsets ,06)0D That

is, the REVISED DUAL objective function, scaled Iy, converges uni-
formly to the DUAL objective function of (3.5). Since the DUAL dajtive

function is strictly convex and continuous, the minimum af REVISED

DUAL objective function converges to it & — co, as required.
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(I

Remark The corollary to Theorem 3.8 showed that the limiting loss
probability L, is as if links block independently, with link rejecting a
request for a circuit with probabilit3; where @y, ..., B;) is the unique
solution to the conditions oB. The above corollary shows, reassuringly,
that the Erlang fixed point converges to the same ve@agr. (., B;).

Exercises

Exercise 3.4 Lety andC be given. Consider a single Erlang link of ca-
pacityC, whose arrival rat® = v(y, C) is such that the probability of a lost
call is equal to 1- €. Use Erlang’s formula to relatg andv. Then use
Exercise 1.7 (or Exercise 2.15) to find the mean number of itgdni use,
U(y, C), and verify that it has the form given in proof of Theorem 3.10.

Exercise 3.5 Consider the isolated Erlang link of Lemma 3.11 under the
limiting regime considered there. Show that the distribatof the num-
ber free circuits on the link converges to a geometric distidn, whose
probability of being equal to 0 is the blocking probabilBy

Exercise 3.6 In section 3.2 repeated substitution was noted as a method
for finding the Erlang fixed point. A variant of repeated suiositon is to

start from a vectoB, perhaps (00, ...,0), and use the right hand side of
(3.1) to update the components Bfcyclically, one component at a time.
Show that, wher\ is a 0-1 matrix, this corresponds to finding the minimum
in each coordinate direction of the function (3.8) cyclicatlye coordinate

at a time. Hint: Show that solving thg™ equation (3.9) foy;, for given
values ofy;,i [Jl corresponds to finding the minimum of the function
(3.8) in thej™ coordinate direction.] Deduce from the strict convexity of
the continuously dierentiable function (3.8) that this method converges.

3.7 Diverse routing

The limit theorems of earlier sections concern networksviitcreasing
link capacities and loads, but fixed network topology. Negtlwiefly con-
sider a diiefient form of limiting regime, where link capacities and lsad
are fixed or bounded and where the numbers of links and roatéisei
network increase to infinity.

We begin with a simple example. Consider the star network wiinks,
as in Figure 3.9. An arriving call requires a single circudrfr each of two
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O

Figure 3.9 Star network with 6 links, and one of the routes.

randomly chosen links. Suppose we leave constant the ¢egsaaf links,
but let the number of links increase to infinity, and suppbsetotal arrival
rate of calls in the entire network increases at the same Tdten it is
possible to show that the Erlang fixed point emerges undetfirthie as
n - oo,

Note that the probability that two calls sharing a link adljuahare an-
other link tends to 0 aB - oo, since this will be true for a network with
all capacities infinite, and at any tintéhe calls present in a finite capac-
ity network are a subset of those present in the infinite aapaetwork
(under the natural coupling).

The Erlang fixed point also emerges for various other netwopolo-
gies, provided the routing is dicidntly diverse, in the sense that the prob-
ability that two calls through a link share a link elsewhard¢he network
approaches zero. This is unsurprising (although non-trigiarove), since
we would expect the assumption of diverse routing to leatequaturally
to links becoming less dependent, and the Erlang fixed peipased on a
link independence approximation.

The Erlang fixed point is appealing as an approximation gioeesince
it works well in a range of limiting regimes, and these regsncever net-
works with large capacities afat diverse routing, for which exact answers
are hard to compute.

3.7.1 Non-uniqueness

We've seen that under fixed routing the Erlang fixed point isjue. Next
we’ll consider an example of alternative routing intenegtin its own right
where the fixed point emerges from a diverse routing limit, isuhot
unique.

Consider a network which is a complete graphnamodes and symmet-
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ric: the arrival rate between each pair of nodew,i@nd the number of
circuits on each of the links i8. Suppose that an arriving call is routed di-

N

Figure 3.10 Complete graph topology, with 5 nodes. A route
(solid) and an alternative route (dashed) are highlighted.

rectly if possible, and otherwise a randomly chosen 2-linérahtive route
is tried; if that route happens to be blocked at either lingrthhe call is
lost.

We will develop an Erlang fixed point equation for this modelséd on
the same underlying approximation that links block indefsarily. In that
case, ifB is the blocking probability on a link, taken to be the same for
each link, then

P(incoming callis acceptedy (I + Bl ﬁr

can route directly can't route directly,
but can via 2-link detour

and the expected number of circuits per link that are busy(is- B) +
2vB(1— B)2. Thus, we look for a solution to

B = E(V(1+ 2B(1 - B)),C) (3.11)

(since if an arrival rate®(1 + 2B(1 — B)) is thinned by a factor + B we get
the desired expected number of busy circuits).

Remark An alternative way to derive this arrival rate is to just cotire
calls that come for linkj: we have an arrival rate of for the callsi - ],
plus for each other nodewe have a trd cdf vB(1—B)- nle forcallsi « k
which get rerouted vig (and the same for calls - k which get rerouted
viai). Adding these 2(—2) terms gives the total arrival raté1+2B(1-B)).

The solutions to the fixed point equation (3.11) are illugtmlain the
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Figure 3.11. The curve labelled = oo arises as follows. Suppose that
v,C - oo while keeping their ratio fixed. Then

lim E(N,CN) = (1~ C/v)*

wherex” = max(x, 0) is the positive part ok. The fixed point equation
(3.11) therefore simplifies to

L] LJ
B= 1-C/v(1+2B(1-B))™* |,

and the locus of points satisfying this equation is labelled oo in Fig-
ure 3.11. Observe that for some valuevy@ndC there are multiple solu-
tions (for example whe@ = oo we have a cubic equation f&;, which has
multiple roots).

0.6 7
0.5 1
0.4 1
B 0.3 1

0.2 1

0.8 0.9 1.0 1.1 1.2 1.3 1.4 1.5

nl<

Figure 3.11 Blocking probabilities from the fixed point equation
for C = 100,C = 1000 (solid) and the limitin§ = oo (dashed).

Simulations of the system withlarge show hysteresis, as in Figure 3.12.
When the arrival rate is slowly increased from 0, the blockngbability
follows the lower solution foB until that has an infinite derivative, then
jumps to the higher value. If the arrival rate is then slowlcrbased, the
blocking probability follows the higher solution fd@& until that has an in-
finite derivative, then jumps to the lower value.

An intuitive explanation is as follows. The lower solutionresponds
to a mode in which blocking is low, calls are mainly routededity and
relatively few calls are carried on two-link paths. The upp#uton corre-
sponds to a mode in which blocking is high and many calls améecbover
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P(losing a call)

v/C

Figure 3.12 Empirical probabilities of losing a call, as we slowly
increase or slowly decrease the arrival rate. The dashe cur
plots the solution of the Erlang fixed point equation on theea
axes.

two-link paths. Such a call use two circuits, and this addalalemand on
network resources may cause a humber of subsequent call®alttempt
two-link paths. Thus a form of positive feedback may keep théesysn
the high blocking mode.

And yet the system is an an irreducible finite-state Markovirgheo it
must have ainiquestationary distribution, and henceuaiqueprobability
of a link being full, at any given arrival rate.

How can both these insights be true? We can indeed recoheite, tby
observing that they concern twoldifent scaling regimes:

(1) if we leave the arrival rate constant and simulate the agtfor long
enough, then the proportion of time a link is full or the pragpar of lost
calls will indeed converge to the stationary probabilityming from the
unigue stationary distribution;

(2) if, however, we fix a time period [0], fix the per-link arrival rate
of calls, and let the number of links tend to infinity, then thmee to jump
from one branch of the graph above to the other will tend to ityfine.
the system will freeze in one of the two modes (low-utilisatiorhigh-
utilisation).

Remark In case (1), the unique stationary distribution for the chaiy ma
be bimodal, with a separation between the two modes thainbesonore
pronounced asincreases. If you're familiar with the Ising model of a mag-
net, a similar phenomenon occurs there. The Ising modeliderssparti-
cles located at lattice points with state&, which are allowed to switch
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states, and the particle is more likely to switch to a stateralit agrees
with the majority of its neighbours. The unique stationarstribution of

any finite-sized system is symmetric with mean zero; on therdtand, if

we look over a finite time horizon at ever-larger squares, fonsparame-
ter values the system will freeze into a mode where almostatigles are
+1 or almost all particles arel.

Remark Some further insight into the instability apparent in thiguex
ple can be obtained as follows. The fixed point equations (3athte the
stationary points of

[
U(z, C)dz (3.12)
0

non-convex!

(you will show this in Exercise 3.7). Since this is a non-convexcfion,

changing the parameters slightly can change the locatitmeo$tationary
points quite a lot. For an example of this phenomenon, seeré&ig.13,
which plots a family of non-convex curves (not this family, rewsr).

Figure 3.13 As we transition from the solid to the dashed and
then the dotted curve, the location of the minimum changes
abruptly. The value of the minimum will change continuously

The diverse routing regime can be used to provide a deep@rstashd-
ing of this example. LeQ,;(t) be the number of links with) busy circuits
at timet. Let Xy;(t) = n™1Qnj(t) and letX,(t) = (Xn;,j = 0,1,...,C).
Note that K.(t),t [JI0, T]) is a random function. But it converges to a
deterministic function am - . Indeed it can be established (Cram-
etz and Hunt (1991)) that iX,(0) converges in distribution tX(0) then
(Xy(t),t CID, T]) converges in distribution taX{(t), t C]D, T]) whereX(:) =
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(%0(*), X1(), ..., Xc(")) is the unique solution to the equations

d
dt =

X (OB (j + 1)xppa(t) = (v + o)X (t) j=0,1,...,C~1 (3.13)

o(t) = 2vxc(t)(1 = xc(1)).

An intuition into these equations is as follows: the sum onldfeis the
proportion of links withj or fewer busy circuits; this will increase when a
link with j + 1 busy circuits has a circuit become free, and decrease when
a call arrives at a link withj busy circuits.

Exercise 3.8 shows that if a probability distributi@r= (Xo, Xy, . . ., Xc)
is a fixed point of the above system ofléiential equations ther: =
B, whereB is a solution to the fixed point equation (3.11), and hence a
stationary point of the function (3.12). The upper and lowdutsons for B
in Figure 3.11 correspond to minima in Figure 3.13 and stékéel points
of the dilefential equations, while the middle solution correspadhie
intervening maximum in Figure 3.13 and to an unstable fixadtpa the
di Lerential equation.

3.7.2 Sticky random routing

Mismatches between tiaz_dnd capacity are common in communication
networks, often caused by forecast errors or link failuresn 8@me form

of alternative routing allow underutilised links to helpttwitra[C_dver-
flowing from busy links? The last section has shown what can gmg:
And if we allow calls to try more and more alternative routis prob-
lem becomesvorse as a higher and higher proportion of calls are carried
over two circuits. How can we control this given that dewant to allow
rerouting of calls? We describe a simple ariééétive method that was first
implemented in the BT network and elsewhere in the 1990st€Tdie two
key ideas.

First: trunk reservation A link will accept an alternatively routed call
only if there are= s circuits on the link, wheres [_C1ls a small constant
(for examples =5 for C = 100 1000). This is an idea with a long history,
and achieves a form of priority for directly routed calls ovéiematively
routed calls when the link busy.

Second: the followingsticky random schemé\ call i - | is routed
directly if there is a free circuit on the link between themh@&tvise, we
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try to reroute the call via a tandem no#@, j) (which is stored at). If
trunk reservation allows the rerouting, the call is accaptenot, the call

is lost, and the tandem nodté, j) is reset randomly. Note especially that
the tandem node is not reselected if the call is successhulied on either
the direct link or the two-link alternative route. The intait is that the
system will look for links with spare capacity in the netwoakd that trunk
reservation will discourage two-link routing except whehere is spare
capacity.

Dynamic routing strategies such as that described above [&gtive
in allowing a network to respond robustly to failures andntnads. Good
strategies éedtively pool the resources of the network, so that spare ca-
pacity in part of the network can be available to deal withessctra c 1
elsewhere.

Next we look at a very simple model to illustrate an interggttonse-
guence ofesource poolingConsider a number of independent and parallel
Erlang links, each with the same load and capacity. Whatdcbelgained
by pooling them, so that a call for any of the links could usereuii from
any of them? Well, to calculate the benefit we simply need taloailate
Erlang’s formulaE(v, C) with both its parameters increased by the same
factor, the number of links pooled. Thd@&it on the loss probability is
shown in Figure 3.14. Intuitively, the aggregating of loamt af capacity
lessens the ledt of randomness and this reduces the loss probabilityga ph
nomenon known in the telecommunications industrirasking e[cidncy
(If the loads di’eried from link to link, the reduction in loss probability from
pooling would be even greater.)

nl<

Figure 3.14 Erlang blocking probability fo€ = 100,C = 1000
(solid) and the limit a€ — oo (dashed).
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Thus as the amount of resource pooling increases, thatisrageases,
the blocking probability decreases for a given l0d@. Indeed, in the limit
asC - oo, the blocking probability approaches 0 for any load less than
This admirable state oflaifs has one unfortunate consequence. Imagine
the load on the network is gradually increasing, perhaps manths, and
that the blocking probability is used as an indication of liealth of the
network; in particular, suppose an increase in blockinged.to indicate a
need for capacity expansion, which may take time to implemafienC
is small the gradual increase in blocking as load increases glenty of
time for capacity expansion. But whéhis large there is a problem. In the
limiting case ofC = oo, nothing is noticed until the load passes through 1:
at this point the blocking probability curve has a discootis derivative,
and blocking increases rapidly. The moral of this discussahat in net-
works with very e[ cidnt resource pooling, the blocking probability alone
is not a good measure of how close the system is to capacitydditional
information may be needed, such as direct measurement af load

Exercises

Exercise 3.7 Show that the fixed point equations (3.11) locate the station-
ary points of the function (3.12)Hint: Use the definition of the function
U from the proof of Theorem 3.10. ]

Exercise 3.8 Show that if a probability distributiox = (Xo, Xy, ..., Xc)

is a fixed point of the system of Berential equations (3.13), then it is also
the stationary distribution for an Erlang link of capaciywith a certain
arrival rate. Deduce that necessardy = B, whereB is a solution to the
fixed point equation (3.11).

Exercise 3.9 Suppose that when a call- j is lost in the sticky random
scheme the tandem nodt§, j) is reset either at random from the set of
nodes other thanand j, or by cycling through a random permutation of
this set of nodes. Lai(i, j) denote the long-run proportion of calls- |
which are dered to tandem node and letq(i, j) be the long-run propor-
tion of those calls — | and olered to tandem nodewhich are blocked.
Show that

Pa(i, ))0a(i, J) = Po(i, Daw(, j), a b CL]j.

Deduce that if the blocking from - | is high on the path via the tandem
nodek, then the proportion of overflow routed via noklavill be low.
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Exercise 3.10 Consider pooling independent ¥M/1 queues, each with
the same parameters, into a singl&MM1 queue with capacit§. Show that
the mean sojourn time in the system of a customer is divided.8ketch

a diagram parallel to Figure 3.14, plotting mean sojourretagainst load.
Note that in the limiting case @@ = oo, the mean sojourn time is discon-
tinuous at a load of 1.

3.8 Further reading

Extensive reviews of work on loss networks are given by KE§91) and
Ross (1995); Zachary and Ziedins (2011) reviews recent workyoari-
cal behaviour. Sticky random routing is reviewed by Gibbenal. (1995).
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Decentralized optimization

A major practical and theoretical issue in the design of camication
networks concerns the extent to which control can be desired. Over
a period of time the form of the network or the demands placeil ay
change, and routings may need to respond accordingly.dtédyrthe case,
however, that there should be a central decision-makingessar, decid-
ing upon these responses. Such a centralized processoif gweere itself
completely reliable and could cope with the complexity c¢ tomputa-
tional task involved, would have its lines of communicatibnough the
network vulnerable to delays and failures. Rather, corghmluld be de-
centralized and of a simple form: the challenge is to undedsteow such
decentralized control can be organized so that the netvgalknghole reacts
sensibly to fluctuating demands and failures.

The behaviour of large-scale systems has been of greatshtermath-
ematicians for over a century, with many examples coming frowysjzs.
For example, the behaviour of a gas can be described at thesoapic
level in terms of the position and velocity of each molecéethis level
of detail a molecule’s velocity appears as a random progétsa station-
ary distribution as found by Maxwell. Consistent with thigalked micro-
scopic description of the system is macroscopic behavieat described
by quantities such as temperature and pressure. Similagybehaviour
of electrons in an electrical network can be described imseof random
walks, and yet this simple description at the microscopielléeads to
rather sophisticated behaviour at the macroscopic |lelrelptttern of po-
tentials in a network of resistors is just such that it mirdes heat dissi-
pation for a given level of current flow. The local, random babar of
the electrons causes the network as a whole to solve a rathgglex opti-
mization problem.

Of course simple local rules may lead to poor system behavidhe
rules are the wrong ones. Road I@detworks provide a chastening ex-
ample of this. Braess’s paradox describes how, if a new reatided to

73
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a congested network, the average speed dfdrehay fall rather than rise,
and indeed everyone’s journey time may lengthen. The atieafpndivid-
uals to do the best for themselves lead to everyori@sng. It is possible
to alter the local rules, by the imposition of appropriatisicso that the
network behaves more sensibly, and indeed roabfidrdetworks provided
an early example of the economic principle that exterreditheed to be
appropriately penalized for decentralized choices to leagood system
behaviour.

In this chapter, we discuss these examples of decentraijz@dization.
In Section 4.1 we discuss a simple model of the motion of mlestin
a network of resistors, and in Section 4.2 we describe a mofledbad
tral_.c.We shall see that our earlier treatment of loss networkzhiapter 3
can be placed in this more general context, and we shall wodugh
some examples which present ideas we shall see again irClaggters on
congestion control.

4.1 An electrical network

We begin with a description of a symmetric random walk on @ravhich
we will later relate to a model of an electrical network.

411 A game

Consider the following game. On a graph with vertex@geyou perform a
symmetric random walk with certain transition rates untiblyhit a subset

S LY. (A random walk on a graph with transition ratgs= yj is a
Markov chain with state spadg and transition rategjc = Yk if (j,K) is

an edge, andj = 0 otherwise. A symmetric random walk hag = vy;.)
The game ends when you reach some verté iand you receive a reward
that depends on the particular vertex you hit: if the verseix the reward

is vi. How much should you pay to play this game? That is, what is you
expected reward?

Figure 4.1 Random walk on a graph with transition ratgs
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Clearly, the answer depends on the starting position, sp; lee the ex-
pected reward starting from If j S then, of coursep; = v;. The random
walk with transition rateyj is reversible, and its invariant distribution is
uniform. By conditioning on the first vertexto which the random walk
jumps fromj, we obtain the relations

p; = %pﬁ for j CG\S.

i kY

We can rewrite this set of equations as follows:

j [B\S

P =V, j S

Interpretingp; as the voltage at vertex (nodejgndy;; as theconductance
(inverse resistance) of the edgg)( the first line is asserting that the sum
of the currents through all the edges into a given node0. These are
Kirchho[Cslequations for an electrical netwo€k, in which nodes and |
are joined by a resistance xagl, and nodeg [ are held at potential;.

Can we develop a better understanding of why KirchR&quations for
the flow of current appear in this game?

4.1.2 Button model

Vo = 0
Figure 4.2 Button model

Let us consider a variant of the game. We will look at the sexEse of
S ={0, 1} with v = 0 andv; = 1.

Suppose that on every node of the graph there is a buttonoriutn
nodesj andk swap at ratey; that is, associated to each edge there is an
independent Poisson clock which ticks at rag and when it ticks, the two
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buttons at the vertices of that edge swap places. When anbaittives at
node 1, itis painted black; and when it arrives at node 0gaisted white.
(A button may be repainted many times.) You should convinaerseif
that this defines a Markov process, whose state is the setdeflsnohere
the buttons are coloured black.

As you will show in Exercise 4.1, each individual button isfpeming a
symmetric random walk on the graph. Thus, for a given buttsking the
guestion “am | black?” amounts to asking whether that bigtmdividual
random walk has more recently been to 1 or to 0. Since the randalk is
reversible, the probability that the button is black is ddo&he probability
that the random walk started from that point will in the futuisitvnode
1 before visiting node 0. Thus, from the point of view of eachivitiial
button, it is playing the game we described above, \8ith {0, 1}.

Let us look at another equivalent model for this Markov precé&up-
pose that electrons perform a random walk on the graph withusian.
That is, an electron in nodeattempts to jump to a neighbouring nogle
at ratey;;, but if there is already an electron jn then that jump will be
blocked, and the state will be unchanged. Suppose also l#witans are
pushed in at node 1, i.e., as soon as an electron leaves nai®ther
one appears there; and electrons are pulled out at node,(gg.e00n as
an electron appears there, it is removed from the system. (Ythshow
the equivalence of the two models in Exercise 4.2.) This etlaer simple
model of electron movement in an electrical network, witlded. being
held at a higher voltage than node 0.

Let p; be the (stationary) probability that nogiés occupied by an elec-

tron. Then
Po=0, p1=1 p;= IErpi, j Q)1
i kyjk
Equivalently,
—1 _
0= _ Yii (P — pj) j 01
p; =v;j, ] =01

which are precisely KirchhbSlkequations for an electrical network in which
noded andj are joined by a resistants;vgl and nodes (A are held at a volt-
age ofvg = 0,v; = 1.

Thenetflow of electrons from nodeg to nodek is

YikP(j occupiedk empty)- y,;P(k occupied,j empty)
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Now, yjk = Ykj. Also, we can rewrite the diefence of probabilities by
adding and subtracting the event thandk are both occupied, as follows:
P(j occupiedk empty)— Pék occupied,j empty)

= P(j occupiedk empty)+ P(j occupiedk occupied
— P(j occupiedk occupied)+ P(k occupied,j empty)
=P~ P

Therefore, the net flow of electrons from nop® nodek is

Yik(Pj — Py,

i.e. we have recovered Ohm'’s law that the current flow frpta k is pro-
portional to the voltage diefence; the constant of proportionality is the
conductance (inverse resistange)

We could also prove a result that says that, during a long inmezval,
the net number of electrons that have moved fiidok will be proportional
to this quantity, and even give a central limit theorem for ‘tlgot noise”
around the average rate of electron motion frpto k.

4.1.3 Extremal characterization

Next we give another angle of attack on current flow in netwokkhich
was developed in the late 19th century.

Let ujc be the current flowing fronj to k, and letry = (1/yj) be the
resistance between nodgandk. Then the heat dissipation in the network
is

L TITT1
2
ik

NI =

(the factor of% is there because we are double-counting each edge). Sup-
pose we want to minimize the heat dissipation subject to engiotal cur-
rentU flowing from node O to node 1, and we are free to choose where
current flows, subject only to flow balance at the other nodlhe.problem
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is thus as follows.
1 2
ik

over Ui = —Uy;j, j, k (G

— j G
S.t. Uk = , j:0
k , le

We can write the Lagrangian as

Lo SR
L(up) =3 Ui+ P E ukE poU - pY;

j<k i k

we will see that the notatiop; for the Lagrange multipliers isn’t acciden-
tal. To deal with the conditiony = —uy;, we will simply eliminateu;, with
j > k, so that the Lagrangian involves ory, with j < k. (In particular,
we readuy; for k > j as—uj in the second term. Also the summation in
the first term is ovelj < k rather than over al| andk; this corresponds to
dividing the original objective function by 2.) Defentiating with respect
to Uik,

oL _

ij = TIjkUk + Pj — Pk
so the solution is

Uy = Pk — IOj.
Ik

That is, the Lagrange multipliers really are potentials irckho[’Slequa-
tions, and the currents, obey Ohm’s law with these potentials.

This is known ag’homson’s principlethe flow pattern of current within
a network of resistors is such as to minimize the heat disisipéor a given
total current. (The Thomson in question is the physicist ¥fil Thomson,
later Lord Kelvin.)

Extremal characterizations are very useful in deriving aartmono-
tonicity properties of current flows. For example, suppdee tve remove
an edge from the network (i.e., assign an infinite resistanitg what will
this do to the €edtive resistance of the network? Intuitively, it seemacle
that the dedtive resistance should increase, but how can we prove it?

This becomes an easy problem if we have found an extremal chara
terization. The éedtive resistance is the ratio of the heat dissipated to the
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square of the current, and so we will be done if we can showé&mabving
an edge increases the minimum attained in the optimizatiobl@m. But
removing an edge from the graph restricts the set of possifilg¢icns, and
so the minimal heat dissipation can only increase (or not gangdanyway)

if we enforceuy, = 0. It is quite tricky to prove this result without using
the extremal characterization.

If we evaluate the heat dissipation in the network in termthefpoten-
tial di Cefences rather than currents, then we are led to a dual forimeof t
optimization problem:

1 111
min > Yik(pi = P’
i k
over p;, | LG
S.t. po = 0} P1= 1

This gives the optimality conditions
oL 1 _ .
=== VYiPi—pd=0 LA
op; .

which are again Kirchhb'slequations.

You may recognise the problem of minimising a quadratic fouh-s
ject to boundary conditions as the Dirichlet problem. (Tothetclassical
Dirichlet problem on continuous spaces, imagine a netwuaakis a square
grid, and allow the grid to get finer and finer.)

Remark Itis interesting to note the parallels between the loss ogtof
the last Chapter and our model of an electrical network. Atrtticroscopic
level, we have a probabilistic model of call arrivals as asBon process and
rules for whether a call is accepted; this parallels our deson of elec-
tron motion as a random walk with exclusion. At the macrosctgvel, we
have quantities describing average behaviour over a pefitohe, such as
blocking probabilities or currents and potentials, witlatenships deter-
mining them, such as the conditions Bror Ohm’s law and Kirchh@’sl
equations. Finally, at what might be termed tekologicallevel, we have
for both networks an extremal characterization — an objedtiwmction that
the network is “trying” to optimize.

We saw, in Figures 3.12 and 3.13, that instability of altéwearouting
could be interpreted in terms of multiple minima of a functidfiewed
in this light, the bistability is a natural consequence af thrm of the
function that the network is trying to minimize. One way ofdrgreting
the trunk reservation, sticky random scheme is as an attengbign more
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closely the microscopic rules with the desired macroscopitsequences.
(For example, in Exercise 3.9 you showed that the proportiotraoc 1
rerouted from — j via nodek is inversely proportional to the loss rate on
this route.)

Exercises

Exercise 4.1 Convince yourself that, if we look only at a single button
in the button game, it is performing a symmetric random wallaagraph
with transition ratey .. (Of course, the random walks of [@rent buttons
will not be independent.)

Exercise 4.2 Convince yourself that, if we identify “electrorn® “black
button” and “no electron* “white button”, then the button model is equiv-
alent to the model of electron motion, in the sense that teesd¢h of nodes
occupied by a black button and the set of nodes occupied byeatran
both define the same Markov process. Why does swapping tves bla-
tons correspond to a blocked electron jump?

Exercise 4.3 Show that the €edtive resistance of a network of resistors
is not decreased if the resistance of an edge is increased.

4.2 Road tralchodels

In the last Section we saw that simple local rules may allovetavark to
solve a large-scale optimization problem. This is an ena@pogainsight;
but local rules may lead to poor system behaviour if the rateghe wrong
ones. We begin with an example that arises in the study oftredd:."1

4.2.1 Braess's paradox

Figure 4.3 depicts a road network in which cars travel fromtBéoiNorth.
The labels on the edges, or one-way roads, indicate the dedawill be
incurred by the cars travelling on that road, as a functionhef tral.c \
(number of cars per unit time) travelling along it.

Let us fix the total flow from South to North at 6 cars per unit time
The left-hand diagram of Figure 4.4 shows how the cars willrithiste
themselves. Note that all routes from S to N have the samedetay of
83 time units, so no driver has an incentive to switch route.

In the right-hand diagram of Figure 4.3, we have introduced@na
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Figure 4.3 A road network with delays.

=
=

=
=
=

Figure 4.4 Equilibrium when flow from S to N is 6 (left).
Equilibrium when a new road is added (right.)

road with its own delay function, and found the new distribatad tral[c_1
such that no driver has an incentive to switch route. Not¢ @flaoutes
again have the same total delay, but it is now 92 time unitsit ) adding
extra road capacity hascreaseceveryone’s delay. This is in sharp contrast



82 Decentralized optimization

to electrical networks, where adding a link could only makeadsierto
traverse the network.

Next we define and analyse a general model of a roaddmdetwork,
with a view to figuring out why the paradox occurs and how we hrhig
avoid or fix it.

4.2.2 Wardrop equilibrium

We will model the network as a sek of directed links. (If we want some
of the roads to be two-way, we can introduce two links, one g@ineach
direction). The set of possibleutesthrough the network iR 27 ; each
route is a subset of links (we will not need to know in what orterse are
traversed). LeA be thelink-route incidence matrixsoA; = 1if j Crland
A; = 0 otherwise.

Let x, be the flow on route, andx = (x,r [R) the vector of flows.
Then the flow on linkj is given by

Yi = Arx, J L3,
rRl
We can equivalently writg = Ax.

The delay that is incurred on a single lipks given by a functior;(y;),
which we assume to be continuouslyldientiable and increasing. (We
might also expect it to be convex, but we will not be using #ssumption.)
We will treat this delay as a steady-state quantity; it dadsmld up from
one time period to another. The end-to-end delay along a roillteimuply

D;(ys) possibly,
but not necessarily,
a vertical asymptote

often but not necessariI;)RO) =0

0 Yi

Figure 4.5 Possible delay as a function of ra_dn a link

be the sum of the delays along each link.
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The basic premise of our model is that the individual care @bout
getting from their origin to their destination, but don’t eaabout the route
they take. LetS be the set of source-destination pairs. For us, a source-
destination pair is simply a set of routes which serve it. 8teH be the
incidence matrix wittHg, = 1 if the source-destination pastis served by
router andHg, = 0 otherwise. (Column sums &f are one, i.e. each route
has a single source-destination pair that it servess(lgtbe that source-
destination pair for route.) The flow fs on a source-destination pasris
the sum of the flows along all the routes serving it:

1
fs = HeX, sLS.
r Rl

Equivalently, we writef = Hx.

We would like to answer the following question. Does theresgisvexist
a stable routing pattern, where none of the drivers has acgniive to
switch routes? If so, can we characterise this routing pattea way that
provides some insight into the paradox?

To illustrate the concepts of the link-route and route-desitm inci-
dence matrices, consider the network in Figure 4.6.

3
©__ _—©

4

@

Figure 4.6 Links on an example network. Routes aie= {1},
ac= {1, 3}, ba={2}, bc={3}, cal = {5}, ca2 = {4, 2}, cbl = {4},
ch2 = {5, 1}.

We will take it to have the link-route incidence matrix

ab ac ba bc ca ca2 chl ch2

1 1 0 0 O 0 0 1
2 0 1 0 O 1 0 0
A=3 1 0 1 O 0 0 0
4 0 0 o0 ©O 1 1 0
5 0 0 0 0 1 0 0 1
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and the corresponding route-destination incidence matrix

ab ac ba bc ca ca2 chl cbh2

ab 0 0 0 0
ac
_ba
" be
ca
cb

H

O O OO
[cNeoNol el
OO PFr OO
R OO OO
OPFr OO0OO0O
O OOOoO
O OOOOoO

0

(Note that we are omitting the potential two-link route segraand con-
sisting of links 3 and 5; our modelling assumptions allow agansider
any set of routes, not necessarily all the physically pdsgibes.)

Let us address what we mean by a stable routing pattern. @igen of
flows X, we can determine the delay of a driver on each of the routes. T
find the delay of a driver on route we find the trad_cyi along each link
of the network, evaluate the associated dédafy;), and add up the delays
along all the links of a given route. A routing pattern will bleif none
of the drivers has any incentive to switch: that is, for anyteauserving a
given source-destination pair and carrying a positive arhotitra Lc, he
aggregate delay along all other routes serving the sameealastination
pair is at least as long. Put into our notation, this becomes

1 1
X >0 =1 Dj(y)Ar < DjlyDAyo  r“CHr)
in) i

wheres(r) is the set of routes serving the same source-destinatiorapai
r.
Such a stable pattern has a name.

Definition 4.1 A Wardrop equilibriumis a vector of flows along routes
X = (X, r [R) such that

| I— | N B

% >0 =1 Dj(yj)Ar = min  Dj(y)Ajr
, ros)
& it

wherey = Ax.

From our definition, it is not clear that a Wardrop equilibriexists and
how many of them there are. We will now show existence of a Vdgrd
equilibrium, by exhibiting an alternative characteripatiof it.

Theorem 4.2 A Wardrop equilibrium exists.
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Proof Consider the optimization problem

min Dj(u)du
jn O
overx=0,y
s.t. Hx =1, Ax=y.

(Note that we are leavingunconstrained; we will get = 0 automatically,
becauss = Ax.)

The feasible region is convex and compact, and the objectivetifin
is diLedentiable and convex (becau3gis an increasing, continuous func-
tion). Thus, an optimum exists and can be found by Lagrang@miques.
The Lagrangian for the problem is

L(Xy;A W) = Dj(wdu+A- (f —HxX)—p- (y - Ax)
j 0

To minimize, we diefentiate:

oL oL 1
— =Di(y))—Hi, =— =-Agq+ A
dy; i) — 1 % S(r) j HjAj
We want to find a minimum ovex, = 0 and ally; [R. This means that
at the minimum the derivative with respectypis equal to 0, i.e. we can
identify u; = Dj(y;) as the delay on link. The derivative with respect to
X must be nonnegative, and 0xf > 0, so

1
. .A., >0
Asir) Iﬂ %
= KA, % =0

Therefore, we can interprat,) as the minimal delay available to the source-
destination pais(r).

Consequently, solutions of this optimization problem areme-to-one
correspondence with Wardrop equilibria. 1

Remark Canwe interpretthe functio?" Dj(u)duappearing in the above
optimization? Not that easily: the glib answer is that it fie function
whose derivative iDj(y;). The reader with a well-developed physics in-
sight might recall the relationship between potential gneand force: if
the force acting on an object is a function of position onlynttiee object’s
potential energy is the function whose derivative is the (tiegaf the)
force. Despite this indirect definition, we have a well-depeld intuition
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about energy, and of the tendency of physical systems to toawnimum
potential energy configurations.

Later, in Exercise 7.11, we shall touch on an economic paralhere
an abstract concept, utility, is defined as a function whosieatae gives
a measurable quantity, demand.

Remark |s the Wardrop equilibrium unique? Strictly speaking, riavé
assume that alD; are strictly increasing, then we can conclude that there is
a unique optimum for the link flowg in the optimization problem above,
since the objective function will be a strictly convex functiof y. How-
ever, for a general link-route incidence matrix, there is rasom to expect
unigueness ix. For example, in the network in Figure 4.7 we clearly can
shift tral.c Hetween the solid and the dashed routes while keepingafe tr
fic on each link the same.

Of course, as in the previous chapter, if we assume the existef
single-link routes, the Wardrop equilibrium will be uniqumit it is some-
what less natural to assume the existence of single-linkdidere.

Figure 4.7 Network with four links, two 2-link routes (solid),
and two 3-link routes (dashed). This network has many éral
patternsk giving the same link flowsy.

In the course of showing existence of the Wardrop equilioriwe have
arrived at a certain extremal characterisation of.it: it geaof tral ¢ flows
that optimizes, subject to constraints, the quantityy, 0,- Dj(wdu. If we
add an extra link (and, therefore, extra possible routingomgii, then this
quantity will decrease. However, this tells us nothing aliba changes to
the average delay.

How might we design a network so that the individual usergfen-
ences would line up with a societal goal of minimizing therage delay?
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Consider the same problem with alérent objective function:
1
min  y;Dj(y;)
i
overx=0,y
s.t. Hx=f, Ax=vy.

The quantity ;y;Dj(y;) is the rate at which total delay is incurred by users
in the system. (In our model, which has a constant flow of usecsigh the
system per unit time, this is the natural quantity to consjdepplying the
same techniques to this new minimization problem, we get #ygangian
1
LOGyiA W = yDjly) + A= (f = HX) — - (y — AX).
i

When we diefentiate it, we obtain

9 1

L 0
5y, = DI FYD) M G = At WAL
J

At the optimum, we still have

—1
As(r) Iﬁ 4 ' ,
i.e. A is the minimal total “something” along the route. The quinti;,
however, now has an extra term:

W = Dj(y;) +y;Djly)).

If we interpretT;(y;) = ijRyj) as a congestion toll that the users of link
j must pay, then; is their total cost from both the delay and toll, akg,
is the minimal cost available to source-destination gaiy.

This suggests that, by adding tolls on the links, we may be &bEn-
courage users towards collectively more desirable bebawids of course
still a very simple model of a complex social problem. Forragée, it as-
sumes that delay and toll are weighted equally by each diBigrthe op-
timization formulations do give us insight into the origir@dradox. The
pattern of tra_cih Figure 4.7 is optimizing a certain function, but it is not
the “right” one. So it should not surprise us that the soluti@s counter-
intuitive properties.
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Exercises

Exercise 4.4 Calculate the tollT;(y) = yDRy) on each of the links in
Figure 4.4. Observe that, if this toll is applied just aftee thew road is
built (i.e., while nobody is using it), there is no incentive &y driver to
use the new road.

Exercise 4.5 Inthe definition of a Wardrop equilibriurfy is the aggregate
flow for source-sink paiis, and is assumed fixed. Suppose now that the
aggregate flow between source-sink pig not fixed, but is a continuous,
strictly decreasing functioBs(As), whereAs is the minimal delay over all
routes serving the source-sink pairfor eachs [$. For the extended
model, show that an equilibrium exists and solves the ogttion problem

minimize Dj(u)du—G(f)
jn 0
over x=0,y, f
s.t. Hx= f,Ax=y,

for a suitable choice of the functio@(f). Interpret your result in terms
of an additional one-link “stay-at-home” route for each sourestithation
pair s, with appropriate delay characteristics.

Exercise 4.6 Recall the DUAL optimization problem for loss networks:
| — 1

- —_ .A.r
min viem A+ yC
0011 1
carried tralc_1
S.t. y=0

Thus the function being minimized does not readily align witr exam-
ple, some weighted sum of carried fra, Which we might want tenaxi-
mize Consider a three link loss network with

00
A= 10
011

with v; = C; = 100 j = 1,2,3. Show that ifvi,3 is large enough, then
reducing the capacity of link 1 to zero witicreasethe carried trd c.1
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4.3 Optimization of queueing and loss networks

Models similar to those of Section 4.2 have been used fdrdia commu-
nication networks: in this Section we consider a queueirigoik, where
the ideas cross over easily, and also a loss network.

4.3.1 A queueing network

Consider an open network of queues. As in the previous modelswill
assume that there are routes through this network; a rostmdy a set of
queues that the customer must traverse.¢;die the service rate at queue
j, and letv, be the arrival rate of customers on rounWe shall sulllp_o,?e the
mean sojourn time of customers in queuis — (p , WhereA, eV
(This model would arise from a network dIM/l queues an example of a
network with a product form stationary distribution.)

Suppose that a unit delay of a customer on raut®stsw;; then the
mean cost per unit time in the system is

C— 1T 1
W)= w
r rJHI‘(pJ - rD:j@VI'EI

There may be multiple routeshat serve the same source-destination traf-
fic, and we may be able to choose how we divide thd &ralcross these
routes. Can we tell if it would be desirable to shift fraffom one such
route to another?

Now, consider increasing the arrival rate on routdightly. The change
in total delay will be given by
dw o1y, . Clwo O
dve g P rg-ﬁ(% N2

extra delay at queug knock-on cost, or externality,

of another customer on route .
to later customers on routes through
of another customer on route

The expression gives the exact partial derivative, whigeahnotation be-
low the expression gives an intuitively appealing intetation: a single
extra customer on route will incur delay itself at each queue along its
route, and it will additionally cause a knock-on cost to othestomers
passing through these queues.

If two or more routes can substitute for each other, then thectiise
function W(v; @) can be improved by shifting tfac tbwards routes with
smaller derivatives. (Gallager (1977) describes an algoriit implement
this via routing rules held at individual nodes of a data roekn)
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4.3.2 Implied costsin loss networks

What happens if we explicitly attempt to align routing in a$metwork,
S0 as to optimize a weighted sum of carriedlfia® In this section, we use
the Erlang fixed point to conduct an analysis for a loss networklar to
that for the queueing network of the last section. The catmra are more
involved for a loss network, since an increase infcain a route &edts not
just the resources on that route: the knock-@adts spread out throughout
the network. Nevertheless we shall see that the equationdeviee still
have a local character.

Consider then the fixed point model described in Chapter 8.the
blocking probabilitiesB;, B,, . .., B; be a solution to the equations

Bj =E(pj,Cj) i=142...,3 (4.2)
where — Y —
pp=(1-B)™" Ay (1-B)™ 4.2)

r 1

and the functiork is Erlang’s formula

I

C W
E(v,C):%é ~E. (4.3)

n=0

Then an approximation for the loss probability on rouie given by
1

1-L = (1-B)". (4.4)
j

Suppose that each call carried on routis worthw,. Then, under the
approximation (4.4), the rate of return from the network will be
1

W(v;C) = w;Ar where A =v,(1-L,)
r

corresponds to the tdac_ darried on route. We emphasise the dependence
of W on the vectors of éered tralcsh = (v,,r [CR) and capacities
C = (C.,Cy,...,Cy), and we shall be interested in haW(v; C) varies
with changes in tr&c_dn dilerent routes, or with changes in capacity at
diCerent links. Erlang’s formula can be extended to non-integahles of
its second argument in various ways, but for our purpose tisatefinitely
a preference: we extend the definition (4.3) to non-integraleslbf the
scalarC by linear interpolation, and at integer values@fwe define the
derivative of W(v; C) with respect taC; to be the left derivative. (These
definitions are explored in Exercise 4.8.)
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Let
8 = pj(E(p;, Cj = 1)~ E(p;, Cy)) -

(This isErlang’s improvement formula the increase in carried tia that
comes from a unit increase in capacity.)

Theorem 4.3
d
G W0 =0-L)s (4.5)
V,
and
9 wWw:o) = (4.6)
dc; '

where s= (s,r [R) and c= (¢, ¢y, ..., C;y) are the unique solution to the
linear ion
ear equations —
S =W — CjAjr (47)
j

;; }\ +C
¢ = 51-;%5{*‘). (4.8)
r jr)\r

Remark We can interpres as thesurplus valueof a call on route: if
such a call is accepted it will eam, directly but at anmplied costof c;
for each circuit used from link. The implied costs measure the expected
knock-on dedts of accepting a call upon later arrivals at the netwomba
(4.6) it follows thatc; is also ashadow pricemeasuring the sensitivity of
the rate of return to the capacity; of link j. Note the local character
of equations (4.7) and (4.8): the right hand side of (4.7) inwlgests
c; only for links j on the router, while (4.8) exhibitsc; in terms of an
weighted average, over just those routes through jirf s, + c;. We can
interpret (4.8) as follows: a circuit used for a call on lifkvill cause the
loss of an additional arriving call with probabiliy; given that it does, the
probability the additional lost call is on routés proportional toA; A;; and
this will losew; directly but have a positive knock-on impact elsewhere on
router, captured by the terrs + c;.

Proof Note that in many ways this is not a complicated statemersllas
we are doing is dierfentiating an implicit function. However, we are going
to be somewhat clever about it.

We shall prove the Theorem for the case whekg)(is a 0-1 matrix.
Suppose, without loss of generality, that there exist mantates{j} R
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for j=1,2,...,J, with v = wg; = 0. For notational simplicity, we will
simply writev; for vg;;.

Exercise 4.8 shows that, in order to comp@@é it is suLcidnt to com-
pute instead. The key observation is that if, when we changeve
also approprlately change the values of all the othethen we can keep
the loadspyx and blocking probabilitie, on all linksk [jlunchanged.
This makes it easy to compute the resulting changé/ir(To avoid triv-
ial complications with what it means to have< 0, we can compute the
derivatives around some point where gllare positive; the algebraic ma-
chinery will be exactly the same.)

We proceed as follows. Alter thelerded tral c ;. This will aledt di-
rectly the blocking probabilitys; at link j, and hence the carried tfas\,
for routesr through linkj. This in turn will have indirect &edts upon other
links through which these routes pass. We can, howevergetaot these
indirect e[edts by judicious alterations g for k [jl The alterations to
Vi have to be such as to leave the reduced [macbnstant fok [J]since
then, from (4.1), the blocking probabili, will be left constant folk [l

Let us begin by calculating the directedt of the change im; on the
carried tral CAl, along a route through link. From the relation

1
A=V (1- Bk)Akr,
k
assuming we can arrange for BJl, k [JJto be unchanged, the directedt
is

0B;
d\ = —A;(1-B) I\ - =— - dv;.

a\)j

Here the patrtial derlvatlv%— is calculated by allowing; to vary, but hold-
ing the other trd.c dlered to linkj fixed. We can use Exercise 4.8 to relate
d; to this partial derivative, and deduce that

3—5; = iE(pj:CJ)
=(1-B)d;p;* P
Thus
d\, = —A; A;p; - dv;.
Next we calculate the necessary alterationgttor k []11n order that
px be left constant, for each routgpassing througk we must compensate
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for the changealA; by a change
v = —Aq(1-B) ™t dA,.

Indeed, from (4.2), reduced loag receives a contributioA (1 — B) ™A,

from router. Observe that, apart from marker routes, the only routes for
whichA; changes are routes through lipnkTherefore, we can calculate the
eledt of this combination of changes of theon W(v; C), since we have
computeddA, for those routes already. Putting the various terms together
we obtain

R E— — q -
o T AN Ad(l=BYT - WV C)
Vj ; kO Vi
—
== Air)\réjpj_lwr . (4.9)

r

Further, using (4.6) and Exercise 4.8, we obtain
ci=—-(1- Bj)‘1£W(v; C). (4.10)
i

Substituting (4.10) into (4.9) gives (4.8), where we use (4.7kfinés.
To calculate the derivative (4.5), compensate for the changge by
alterations ta; that holdp;, and hencé;, constant: that is

dv; = =A;(1-B)™  (1-B)™ dv,.
k
The change in carried tdac_dn router, worthw, is (1— L;)dv,. Thus
TR — = .
_— = A (1-Bj)” 1-B)™*— W(v;C
L G v
=(1-L)w .

The derivative (4.5) now follows from the identity (4.10).
Finally, uniqueness of the solution to the equations (4.7)}(4.8hown
in Exercise 4.9. 1

Remark If tra [c derving a source-sink pair can be spread over two or
more routes, then the derivatives we've calculated for gurguand loss
networks can be used as the basis for a gradient descenttlaigda find

a local optimum of the functioV. This form of routing optimization is
calledquasi-static it corresponds to probabilistically splitting tfa& dver
routes according to proportions that vary slowly, so thattita['c d[ered

to each route is approximately Poisson over short time gerim contrast
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dynamicschemes, such as the sticky random scheme of the last Chapter
route calls according to the instantaneous state of theankivimplied
costs can be calculated for dynamic routing schemes, whgrcdrehelp

with the dicult capacity expansion issues mentioned at the end of e la
Chapter (Key (1988)).

Exercises

Exercise 4.7 Show that the functiokV(v; ) defined in sub-section 4.3.1
for a queueing network is a strictly convex functionwfand deduce that
a gradient descent algorithm will eventually find the minfmuShow that
whenw; does not depend upan the queueing network can be recast in
terms of the final optimization in Section 4.2, and check thattoll T;(y)
defined there is just the externality identified in sub-sectic.1.

Exercise 4.8 For scalaw, C recall from Exercise 1.8 that
d
—EW,C)=EWV,C)-E(WVv,C-1
JCEW.C) =E(,C)—~E(.C—-1)

d
=—-(1-E 1_E :
(1-E(v,C) ™" 4 E(.C)
For vectorv, C show that
d d
—W(v;C) = —(1- B)) *—W(v; C).
Gc Wi ©) = (1 B) ! - Wi C)
Exercise 4.9 Show that the equations (4.7)-(4.8) may be rewritten in an
equivalent form as a matrix identity

c(l + AAATY) = wAATy

whe e define diagonal matrices- diag@,r [R)andy = diag@;/(1-
3;))( AirAr)). Note that [ + yY2ANATYY?) is positive definite and hence
invertible. Deduce that the equations have the uniqueisaolut

c= W)\ATVUZU + yUZMATyUZ)—lyUZ )

4.4 Further reading

For the reader interested in the history of the subject,igrid925) gives
an interesting insight into both Maxwell's law and its infhoe on Er-
lang’s thinking, while Doyle and Snell (2000) gives a bealliijfwritten

account of work on random walks and electric networks goiagkbto
Lords Rayleigh and Kelvin.
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Random access networks

Consider the situation illustrated in Figure 5.1. We havétiple base sta-
tions which cannot talk to each other directly because théhEs in the
way. (The diagram is not to scale.) Instead, they send messagesatel-
lite. The satellite will broadcast the message (with its add) back to all
the stations.

Figure 5.1 Multiple base stations contacting a satellite.

If two stations attempt to transmit messages simultangptist mes-
sages will interfere with each other, and will need to be redmaitted. So
the fundamental question we will be addressing hemigention resolu-
tion, i.e. avoiding collisions in such a set-up.

Further examples of the same fundamental problem occur wathile
telephones attempting connection to a base station, olesgedevices
communicating with each other. In all cases, if we couldan&ineously
sense whether someone else is transmitting, there would loelhisions.
The problem arises because the finite speed of light causetag de-
tween the time when a station starts transmitting and the tirhen the
other stations sense this interference. As processing speeckase, the
speed-of-light delays pose a problem over shorter and shastandes.

One approach might be to uséaken ring Label the stations in a cycli-
cal order. One by one, each station will transmit its messag¢he satel-
lite. When it is done, it will send a “token” message to indécthat it is

95
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finished; this lets the next station begin transmitting. Ktation has no
messages to transmit, it will simply pass on the token. Thjg@ach has
di Cculties if the token becomes corrupted, e.g. by ambientend@sit it
also does not work well in an important limiting regime whére number
of stations is large (and the total tra i$ small), since simply passing on
the token around all the stations will take a long time.

Our focus in this chapter will be on protocols that are usefuémwkthe
number of stations is large or unknown. These protocols asdamness
in an intrinsic manner in order to schedule the access totliharel, and
hence the title of the chapter.

5.1 The ALOHA protocol

The ALOHA protocol was developed for a radio broadcast netveon-
necting terminals on the Hawaiian islands to a central camguacility,
and hence its name.

We will assume that time is divided into discrete slots, aflidrans-
mission attempts take up exactly one time slot. Let the cklastate be
Z, {0, 1, )t CA4,. We putZ, = 0 if no transmission attempts were made
during time slott, Z; = 1 if exactly one transmission attempt was made,
andz; = [if more than one transmission attempt was made.

We will suppose that new packets for transmission arrive irnagon
stream of rate, so that in each time slot the random number of newly ar-
riving packets has a Poisson distribution with mgai/e will model each
packet as corresponding to its own station; once the pasleetdcessfully
transmitted, the station leaves the system. Thus, there gueueing of
packets in this model.

Let Y; be the number of new packets arriving during the time stofl.
These are all new stations, and we suppose each of them &téeps-
mission during time slot. In addition, stations that previously failed to
transmit their packets may attempt to retransmit them dyttie time slot.

A transmission attempt during time stowvill be successful only i%, = 1;
if Z, = [_there is a collision, and none of the packets involved wél b
successfully transmitted.

We have so far not described the retransmission policy. We define
it as follows. Letf [(D, 1) be a fixed parameter.

Definition 5.1 (ALOHA protocol) After an unsuccessful transmission at-
tempt, the station attempts retransmission after a delayithea geomet-
rically distributed random variable with meai*, independently of ev-
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erything else. Equivalently, after its first attempt, a statindependently
retransmits its packet with probabilitl in each following slot until it is
successfully transmitted.

Let N; be the backlog of packets awaiting retransmission, i.ekgtac
that arrived before time slat- 1 and have not yet been successfully trans-
mitted. Then, under the ALOHA protocol, the number of paskbat will
attemptretransmission during th&" slot is binomial with parametens,
andf. Consequently, the total number of transmission attemypisg time
slott is

A = Yy + Binom(N;, f).

The channel statg, is 0, 1, or Cdccording to whetheA, is 0, 1, or> 1.
The backlog evolves as

Nerr = Ne+ Yo — {Z = 1},

and under our Poisson and geometric assumptiris a Markov chain.
We will try to determine whether it is recurrent.

First, let’s look at thedrift of the backlog, that is, the conditional expec-
tation of its change:

E[Ners = NeINe = n] = E[Y; = {Z = 1}IN; = n]
=V- P(Zt = 1|Nt = n),

where the first term follows sinc¥, is an independent Poisson variable
with meanv. For the second term, note that= 1 can occur only ifY; = 1
and there are no retransmission attempts, &t i 0 and there is exactly
one retransmission attempt.Xf > 1 then we are guaranteed that= [
Thus

PZ=1N;=n)=¢"’ -nf(l-f)" +ve’ (1- )"

We conclude that the drift is positive (i.e., backlog is “onrage” grow-
ing) if
v>el(nf+(1-fv)@a- )t

For any fixed retransmission probabilify the quantity on the right-hand
sidetendsto O as — oo. Consequently, for any positive arrival rate of mes-
sagesy, if the backlog is large enough, we expect it to grow evendarg
This strongly suggests that the backlog will be transienbtangood sys-
tem feature!
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Remark The drift condition does not prove tha is transient: there
are recurrent Markov chains with positive drift. For exampulensider the
Markov chain where from each stai¢here are two possible transitions: to
n+ 2 with probability 1- 1/n, and to 0 with probability Zn. Then the drift
is1—2/n - 1, butP(hit 0 at some pointy 1 so the chain is recurrent.

For our process, the jumps are constrained, and it is eadyow that
E[(Ner1—N;)?N¢] is uniformly bounded; this together with the drift analysis
can lead to a proof of transience. We will not pursue this aagh.

We will see that the system has an even more clear failingaftgaowing
backlog.

Proposition 5.2 Consider the ALOHA protocol, with arrival rate > 0
and retransmission probability {0, 1). Almost surely, there exists a finite
(random) time after which we will always have Z [ Trhat is, ALOHA
transmits only finitely many packets and then “jams” forevrmally,

P(LIK o0 : 7 = CIER J) =1

Remark The timeJ is not a stopping time. That is, given the history of
the system up until timewe cannot determine if < t and the channel has
jammed.

Proof For each size of the backlog, consider the probability thethan-
nel will unjam before the backlog increases:

p(n) = P(channel unjams before backlog incredisgs= n)
=P([Ml< o0 :Ny,...,Nr=nZy =0o0r 1Ny =n).
To computep(n), let us think of this as a game. If at tiheZ; = 0 or 1 then
T =t and we “win”. If Z; = CAndNw1 > nthen no suci exists and we

“lose”. OtherwiseZ; = [AndNi;1 = n, and we are in the same situation at
timet + 1; call this outcome “try again”. In such a set-up,

P(win) _ P(Z;=0or1N; =n)

P() = 5win) = Pose)  1-P(Nes=nZ = 0N, = 1)
_e'@+v)(1-f)"+evnf(l- f)r?!
T 1l-ev(1-(1-f)"—-nf(d- )Y
— n-1
UCR)) asn - oo,
e—-1
As we expectedp(n) - 0 asn - co. Moreover, they are summable:
¢ 1
p(n) < co.

n=0
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Summable sequences of probabilities bring to mind the ficseBCantelli
lemma.

Theorem Eﬂfirst Borel-Cantelli Lemma) If (A;) is a sequence of events
such that 72, P(A;) < oo then the probability that infinitely many of the
events occur is 0.

Proof
1
E[number of events occurringt E[  I[A]
R — | —

= E[[All = P(A) <o

t t

Since the number of events occurring has finite expectationyst be finite
with probability 1. (I

We cannot apply the Borel-Cantelli lemma directly to the ssmep(n):
we need a sequence of events that occur once or not at alleaérere
may be many times when the backlog reaches levelstead, we will look
at therecord valuesSetR(1) = 1 and letR(r + 1) = inf{n > R(r) : N; >
Nr(r)}-

SN

$t$

Figure 5.2 A possible trajectory oN;, and its record values and
record times.

By definition, we hit each record value only once. Moreovathwerob-
ability 1 the sequence of record es is infinite, i.e. thekbog is un-
bounded. Finally, since we showed?, p(n) < oo, we certainly have

1 1
P(Nrpy)) < p(n) < oo,

r=1 n=0

Let A(r) be the event that the channel unjams after the backlog &it8 it
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record value. By the first Borel-Cantelli Lemma, only finitehany of the

eventsA(r) occur. However, since we hit tm& record value at a finite time,

this means that there will be only finitely many successfuignaissions:
P(LIk oo: Z = [Mf* J) =1,

for any arrival ratey > 0. 1

P(No)

N;

M

Figure 5.3 Qualitative behaviour of the equilibrium distribution
of the backlog with a finite number of stations.

Remark Suppose the number of stations is large but finite, Idayand
that stations that have a backlog do not generate new patkeist case,
the natural assumption is that the number of new arrivalstima period
has a binomial distributioly; [CHBinom(M — N;, q), rather than a Poisson
distribution.

SinceN; has a state space that is finite and irreducible, it can’tdoe- tr
sient. ButM f may still be large, in which case, the equilibrium distribuat
of the backlog has the form sketched in Figure 5.3. While theklog is
small it tends to stay small. However, if the backlog growgdaat some
point, it will tend to stay large for a really long time. Thisskability for
finite M corresponds to transience in the Poisson lilMt (- oo while
Mg =v).

Our next goal is to attempt to determine whether it is possiblcon-
struct a random access scheme that has a stable throughsainfierrate
v>0.
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Figure 5.4 A sequence of “random access” and “data” packets
from two stations. White transmits one random access packet
followed by the rest of the message; three random accesgisack
collide; black successfully transmits; white transmitaiag

Exercises

Exercise 5.1 In this exercise we show that if we can accomplish some
positive throughput, then with longer messages we can agltsima through-
put that’s arbitrarily close to 1.

Suppose that a message comprises a single “random accekst pad
a random numbekK of data packets. A station that successfully transmits
a random access packet is able to resdfvavailable slots for the rest
of the message. (For example, the station might announcel iusd the
nextK slots to transmit the data packets, and all the other sw#@onid
transmitting during those slots, as in Figure 5.4. Or thencled might be
time divided, so that every" slot is is used by random access packets, and
a successful random access packet reserves slots at timdwisidle by
k.) Indicate why, if a random access scheme achieves a stableghput
n > 0 for the random access packets, then a stable throughput of

EK
EK +nt

should be expected in such a hybrid system.

5.2 Estimating backlog

The problem with the ALOHA protocol is that when the backlogtg
large, the probability of successfully transmitting a pdaets very small
because packets almost invariably collide. Now, if theisiat knew the
backlog (they don't!), they could reduce their probability efransmission
when the backlog gets large, thus reducing the number asuib.

Let us now not distinguish between old and new packets, anplgilet
N; be the number of packets that await to be transmitted. Sehas each
of them will be transmitted or not with the same probabilityand let us
compute the optimal probability of retransmission for a gibacklog size.
The probability of exactly one transmission attempt giveat the backlog
is Ny = nis thenN f(1 — f)N-1. If we maximize this with respect t, we
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will get

0= aif =n(l-f)™ —n(n-f(L- )" =k %

in which case the probability of a single retransmissioarafit is

0t

1_— —»e_l
n

asn - oo,

Thus, if the stations knew the size of the backlog, we woulgeekthem
to be able to maintain a throughput of up te% 0.368.

Now suppose that stations don’t know the backlog size, bubbtserve
the channel state. We will assume that all stations are vinggthe channel
from time 0, so they have access to the sequeficg,,.... They will
maintain a countes; (which we hope to use as a proxy fidf), the same
for all stations, even those with nothing to transmit. Oncéaien has a
packet to transmit, it will attempt transmission with probigy 1/S;.

Intuitively, the estimateS; should go up ifZ; = [ because a collision
means that stations are transmitting too aggressiveliolsl go down if
Z; = 0, because that means the stations aren't being aggressivgle
and have wasted a perfectly good time slot for transmissiézs 4 1, we
might letS; decrease (there was a successful transmission), or stay gbnsta
(the transmission probability is about right). So, for example might try

X(1S—-1), =0
Sni1 = 5, Z =1 (ndve values) (5.1)
+ 1, Z =[]

(We don’t wantS; to fall below 1, because we are usin{SS] as the trans-
mission probability.) More generally, we will let

Spe1 = max(1, Sy + al{Z = 0} + bl{Z, = 1} + cl{Z, = O} (5.2)

for some triplet 4, b, c), where we exped < 0, andc > 0.

Our hope is that ifS; can trackN;, then we may be able to achieve
a positive throughput. Notice th&f; alone andS; alone are not Markov
chains, but the pair§;, N,) is a Markov chain (why?). We next compute
the drift of this Markov chain.

Computing the probability of 0, 1, or more than 1 transmissittempts
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during a time slot, we have (check these!)

L] Q I__I,I@ N EY
E[St1 =SSt =sNi=n]=a 1—— +b— 1——

L R

a

E[N1 — Nt|St—SNt_n]_v__ 1_g

and

Consider now a deterministic approximation to our systemalpyair of
coupled dilerential equations: that is, trajectoriest], n(t)) with

ds dn
ot = E[St+1 — StSt = s, Ny = n], at = E[Ne1 — NSy = s, N =n].
We shall investigate the drifts as a functionkgf) = X, for large values

. L. s(t)?
of n, swhen, in the limit,

ds dn —
pr =(a—-c)e"“+(b—cke™ +c, a—v—Ke. (5.4)

We aim to show that trajectories of solutions to thedeedential equations
converge towards the origin, as in Figure 5.5.
Suppose we choose, p, ¢) so that

0, k<1
—ce“+(b-cke ™+ % ’ 5.5
(a—-c)e (b - c)ke C 0 k>1 (5.5)

Then‘j—f‘ < or > 0 according a%(t) < or > 1, and trajectories cross the
diagonak = 1 vertically, and in a downwards direction provide& 1/e.
This looks promising, since once the trajectory is below 1 we have
g—f < 0. But we need to know more whe(t) > 1.

Suppose we insist thad,(b, c) also satisfy

L]
vV —Ke <K I?a— e+ ((b-cke*+c, fork>1 (5.6)

Then (Exercise 5.2) the derivati\ﬁK(t) < 0 fork(t) > 1, so that in the
regionk > 1 trajectories approach and cross the diagarall.
For either of the choices

(ab,c)=(2-¢0,1)or(1—-e/2,1-¢€/2,1) (5.7)

(or many other choices) and any valuevof €71, both of these conditions
are satisfied (Exercise 5.2), and we can deduce that all toaiestapproach
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the origin. In Figure 5.5, we plot the vector field whenlg, ¢) = (1-5, 1-
£,1)andv = 1.
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Figure 5.5 Vector field of (s, n) when
(ab,c)=(1-€e/2,1-¢/2,1)andv = 1/3.

Remark Suppose the tripleta(b, ¢) satisfies the conditions (5.5) and
(5.6), and thav < 1/e. Then along a trajectory(t) converges to a value
Ky < 1,andk, t 1asvt /e

The triplet @, b,c) = (-1, -1,1) suggested in (5.1) does not manage to
satisfy the conditions, and its maximal throughput is leasitife (but still
positive). In Figure 5.6, we show the vector field of the equaforv = %
(now unstable) and = % (stable).

Note that the tripletd, b,c) = (1 - 5,1 - £, 1) only requires the sta-
tions to know whether a collision occurred — it does not regjaistation to
distinguish between channel states 0 and 1.

Just as in Remark 5.1 drift analysis didn’t conclusively grénansience,
here we have not conclusively proven positive recurrende Negative
drift does mean that the chain will not be transient (Meyn an@dave,
1993, Theorem 8.4.3), but the expected return time may ehsilinfi-
nite, as the following argument easily shows. Consider a Blaithain
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Figure 5.6 Vector field of (s, n) with the “nave” parameters
(ab,c) =(-1,-1,1). Left:v = 1/3 (now unstable). Right:
v = 1/6 (stable).

that jumps from 0 to 2— 1, forn = 1, with probability 2", and forn > 1
transitions deterministicallp — n— 1. Then, starting from 0, the return
time will be 2" with probability 2", and so the expected return time will
be infinite.

In order to prove positive recurrence, we will be usingfoster-Lyapunov
criterion. It is similar to a drift condition, but somewhat more strict.

Theorem 5.4(Foster-Lyapunov criterion) Suppose we can find some func-
tion L = L(s, n) with the following properties:

e L(sn)=0always;
e For some K= 0 and [ 0, the drift of L satisfies

E[L(St+1, Ni+1) = L(St, N)I(St, Np)] < O if B, Ni) (= K
< Finally, the drift starting from small states is bounded:

E[L(St+1, Nix1) = L(St, N)I(St, Np)] < 00 if [(By, Ny) X K.
In that case, the Markov chaiis;, N;) will be positive recurrent.

The proof of Foster-Lyapunov criterion is in Appendix D.

In our case, we might expect a Lyapunov function with two terms
measure of the size of the backlog, and a measure of the |eysot n|
Specifically, we will take

L(sr) = n+ (k.S 1), (p(u)=%' 0susM® g )

(2u—M?), u>M?
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for some su_cidntly large constan¥l. (This choice ofl. is adapted from
(Hajek, 2006, Proof of Proposition 4.2.1).) M and [(;, N;) Care both
large, then the drift will be negative: eith8r = N; (and then\; drifts down
while @(|S; — Ny|) is roughly flat), ofS; — Ny is large (and thep(|S; — N|)
has a large downward drift). On the other hand, since the dirévaf ¢

is bounded, the one-step drift bfis bounded as well. You will check the
details in Exercise 5.4.

Exercises

Exercise 5.2 Show that condition (5.6) is dicidnt to ensure thad(t) is
decreasing wheki(t) > 1.

Show that either of the choices (5.7) satisfy both conditionS)(&nd
(5.6) providedv < 1/e.

Exercise 5.3 Show that ifc < 0 then the conclusion of Proposition 5.2
holds for the scheme (5.1).

Exercise 5.4 Recall thak, < 1 was defined as the limiting valueiit) =
ds

% for a solution of (5.4); we can solve for it explicitly by settir%g = Kg
in (5.4).

Check that the Lyapunov functidn in (5.8) satisfies the conditions of
the Foster-Lyapunov criterion (Theorem 5.4) for both of the sé{param-
eters &, b, ¢) suggested at (5.7).

Hint: You may wish to begin by showing that solutions to the drift dif-

ferential equation (5.4) satisfy, forandslarge,

K <Ky =I:%£>KV :I:(%lkvs—nko, n, slarge
K> Ky =I:%E<K\, =I:§,!|K\,s—n|<0, n, slarge

For the latter case, observe that the maxim%%;dfor K > K, are atk = K,
andk = oo,

and

Exercise 5.5 Repeat the argument for backlog-sensitive channel access
with the “ndve” parametera = —1,b = 0, c = 1 of (5.1). Check that

the drift of S is negative ifN; < kS;, and positive ifN; > kS, for Kk =

1.15. What throughput should this system allow? Can you findaplLyov
function to prove it?
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5.3 Acknowledgement-based schemes

Often it is not possible for stations to observe the channelekample, a
machine using the Internet typically learns that a sent @tés been suc-
cessfully received when it receives anknowledgement packetr ACK.
We will now consider what happens when the only informatiortadien
has concerning other stations or the use of the channel isistary of its
own transmission attempts.

Let us model the situation as follows. Packets arrive from fhrmawards
in a Poisson stream of rate> 0. A packet arriving in slot will attempt
transmission in slots+ Xg, t + X1, t + X, . .. until the packet is successfully
transmitted, where E Xg < X1 < % < ..., andX = (X, X,...) is a
random (increasing) sequence. (Thus the packets that Asharahoice
of the sequenck is independent from packet to packet and of the arrival
process. (We could imagine the packet arrives equipped \Wwihset of
times at which it will attempt retransmission.) Wrhiéx) for the probability
thatx [X, so thath(1) = 1.

Example 5.5(ALOHA) For the ALOHA protocol of Section 5.1h(x) =
f forall x> 1.

Example 5.6(Ethernet) Theethernetprotocol is defined as follows. Af-
terr unsuccessful attempts a packet is retransmitted after adoefitime
chosen uniformly from the s€1, 2, 3, ..., 2}. (This is callecbinary expo-
nential backd. )l

Here, there isn't an easy expression Ifigx), but we can enumerate the
first few values. As alwaysh(1) = 1; h(2) = 3; h(3) = 2; h(4) = ;

64’
h(5) = 2% and so on. (Check these!)

We are interested in the question of whether, like ALOHA, thannel
will eventually jam forever, or if we can guarantee an infimtember of
successful transmissions.

For the purpose of argument suppose that the channel ismeltgammed
from time 0 onwards, so that no packets are successfully trigtesinand
henceall potential packet retransmissions of the arriving packetsuo
Let Y; be the number of newly arrived packets that arrive duringtstol
and are first transmitted in slotthenYy, Ys, ... are independent Poisson
random variables with mean

Since the packets’ retransmission sequeicare independent, the num-
ber of transmissions occurring in slowill be Poisson with mearh(1) +
...+ h(®))v. (The number of packets arriving in slot 0 and transmitting in
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slott is Poisson with meamnh(t), the number of packets arriving in slot 1
and transmitting in slatis Poisson with meavh(t — 1), and so on.)
The probability of less than two attempts in any given tince sls

1

P, = P(Poissorf(h(1)+ ...+ h(t))v) =0or1)= (L+v  h(r))e’ =",

r=1

Let ® be the the set comprising those slots in which less than tieonats
are made in this externally jammed channel. Then the expectmber of
such slots is
_ 1
HVv)=E|P = P;.
t=1
(The numbers of attempts in Idrfent slots are not independent, but the
linearity of expectation is all we've used here.) The praligs P;, and
henceH(v), are decreasing in. Let

Ve = inf{v : H(V)} < co.

Thus ifv > v, thenE|®|< oo and hence is finite with probability one.

Now, let's remove the external jamming, anddebe the set comprising
those slots in which less than two attempts are made. Thénd, since
any element ofb is necessarily an element of

Consider an arrival rate > v.. Subject the system to an additional,
independent, Poisson arrival stream of riaf€here is a positive probability
that the additional arrivals jam every slot in the @etsince® is finite with
probability one. Thus there is positive probability, ga 0, that inevery
slot two or more transmissions are attempted, even withoytexternal
jamming.

Suppose that did not occur, and consider the situation jtest the first
slot, say slotry, in which either 0 or 1 transmissions are attempted. It looks
just like time 0, except we likely have a backlog of packetsady present.
These packets only create more collisions; so the prolpatilat the chan-
nel will never unjam from time; onwards is at leaga.

Remark This style of argument is known asupling in order to show
that the jamming probability from time; onwards is at leagp, we con-
sider realisations of “system starting empty” and “systdartmg with a
backlog” where pathwise the backlog can only create moiésmis.

Similarly, following each time slot in which either 0 or 1 trsmissions
are attempted, the probability that the system jams forewen fihis time
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onwards is= p. Therefore, the number of successful packet transmissions
is bounded above by a geometric random variable with parmiet p.
Sincev and [Care arbitrary subject to > v, > 0 it follows that for a
system with arrival rat® > v, the expected number of successful packet
transmissions is finite. In particular, the number of susttépacket trans-
missions is finite with probability one.

Next we show that if\; > 0 and the arrival rate satisfi®s< v, , then
the setd is infinite with probability one. Suppose otherwise: theearthis
positive probability that the seb is finite. Now subject the system to an
additional, independent, Poisson arrival stream of fakderev + [ X v..
Then there is a positive probability, sgy> 0, that ineveryslot two or
more transmissions are attempted. Indeed, the earlierdioguargument
shows the number of such slots is bounded by a geometric nanddable
with parameter * p. But this then implies that, for the system with arrival
ratev + [ E|®|< oo and hencé|d|< oo, But this contradicts the definition
of v.. Hence we deduce that the setis infinite with probability one for
any arrival ratey < v..

Does this imply that there are infinitely many successfuldgnaissions?
To address this question, I&% be the set comprising those slots where
retransmission attempts are made, for 0,1. Then® W, [®; (the
inclusion may be strict, since the definition'8§, ¥, does not involve first
transmission attempts). Now

| J—
|®}= (It [y, Ye = 0]+ 1[t [Wo, Yy = 1] + [t [Wo, Y = 0]).
t=1

But Y, is independent offft [W,] and so with probability one

1
(I[t Ijy()lYt::I-]-Fl[t IE?OlYt:o]):OO
t=1
&1
=1 [t [, Y, = 1] = .
t=1

Since|®|= oo with probability one we deduce that

1
(It T, Yo = 0] + I[t [Wo, Yy =1]) =
t=1
with probability one.
We have thus shown the following result.
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Theorem 5.7 If v (D, v.) then with probability one an infinite number
of packets are successfully transmitted.

If v > v, then with probability one only a finite number of packets are
successfully transmitted; further, the expected numb@aokets success-
fully transmitted is finite.

Thus, the question we would like to answer is: What baélsbhemes
(equivalently, choices of the functidifx)) havev, > 0?

Example 5.8(ALOHA) Recall that for the ALOHA scheméy(x) = f
for all x = 2, and soP, [uffte™f. HenceH(v) < o for anyv > 0. Thus
Ve = 0; as we already saw, with any positive arrival rate, theesysivill
eventually jam. More generally = 0 whenever

1

(logt)™ h(x) -~ o0 as t - oo, (5.9)

x=1
since this implieslglpt < oo for anyv > 0 (Exercise 5.8). In this
sense, the expected number of successful transmissionstésfén any
acknowledgement-based scheme with slower than exponbati&bl. ]

Example 5.9 (Ethernet) For the Ethernet protocol described above, as
t — 00,
1
h(r) [Idg,t.
r=1
(It is easy to see that the expected time for a packet to rkaktransmis-
sion attempts is roughlyd Therefore,

eV IElh(f) = t~V/log2+o(1)

hence
P, = Vt—v/ log 2+0(1) |ng t,

and %‘Pt < oo Or = oo according av > or < log2 = 0.693. That is,
Ve = log 2.

Remark Notice that this doesn’t mean that the Markov chain desuegibi
the backlog of packets is positive recurrent. Indeed, ssppee had a pos-
itive recurrent system, with, the equilibrium probability of O retransmis-
sions, andt, the equilibrium probability of 1 retransmission in any give
time slot. Then the expected number of (new and old) packesitnéssions
in a slotis

me "’ + mpve Y,
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while the expected number of arrivalsvisNow, o + 1; < 1 and clearly
v<1,someY +mveY < e, and we get

v<e' =[ vk 0567

Thus, for 0567 < v < 0.693 an acknowledgement-based scheme is most
definitely not positive recurrent, even though Ethernet ndlve an infinite
number of packets successfully transmitted in this range.

In fact, (a geometric version of) the Ethernet scheme will reopbsitive
recurrent for any positive arrival rate.

Theorem 5.10(Aldous (1987)) Suppose the backdlfter r unsuccessful
attempts is distributed geometrically with me&n(This will give the same
asymptotic behaviour of(t), but a nicer Markov chain representation.)
Then the Markov chain describing the backlog of untrangdigackets is
transient for allv > 0. Further, if N(t) is the number of packets successfully
transmitted by time t, then with probability onétNt — Oast - oo.

Itis not known whether there exists any acknowledgemenedhasheme
and arrival ratesv > 0 such that the scheme is positive recurrent. (In prac-
tice, acknowledgement-based schemes generally discakdtsadter a fi-
nite number of attempts.)

Remark The models of this Chapter assumed that the time axis can be
slotted. In view of the very limited amount of information #dshle to a
station under an acknowledgement-based scheme, it is wotithgnwvhat
happens without this assumption. Suppose that a packetrtiads at time
t R, is first transmitted in the intervat,¢ + 1); the transmission is un-
successful if any other station transmits for any part of theriral, and
otherwise the transmission is successful. Suppose thatraftesuccess-
ful attempts, the packet is retransmitted after a period oé taimosen uni-
formly from the real interval (1 O Then it is known that the probability
infinitely many packets are transmitted successfully is areec accord-
ing asv < v. orv > v, wherev, = %Iogb (Kelly and MacPhee (1987)).
Comparing this with Exercise 5.7 we see that moving from aesioto a
continuous time model halves the critical valye

Exercises

Exercise 5.6 Theorem 5.7 left open the case= v.. Show that this case
can be decided according BKv.) is finite or not. Hint: Is the additional
Poisson arrival stream of rataleally needed in the proof of the Theorem?]
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Exercise 5.7 Consider the following generalization of the Ethernet pro-
tocol. Suppose that afterunsuccessful attempts, a packet is retransmitted
after a period of time chosen uniformly froff, 2,3, ..., [0 ] Thusb = 2
corresponds to binary exponential baék&how thaw. = logb.

Exercise 5.8 Check the claim that. = 0 if condition (5.9) is satisfied.
Show that if

1

h(x) < oo

x=1
then a packet is transmitted at most a finite number of timesi(akpntly,
it is discarded after a finite number of attempts), and tQat co. [Hint:
First Borel-Cantelli Lemma.]

Suppose that a packet is retransmitted a tkagter its first transmission
with probability h(x), independently for eackuntil it is successful. Show
that if

1
h(x) = X=2

~ xlogx

then no packets are discarded agd: co.

Exercise 5.9 Any shared information between stations may aid coordi-
nation. For example, suppose that in an acknowledgemeptsheme

a station can distinguish even from odd slots after its firgignaission.
Show that if a station transmits for the first time as soon aant but only
attempts retransmissions in even slots, then the numbexalds success-
fully transmitted grows at least at rate™/2.

5.4 Further reading

Our treatment of the Foster-Lyapunov criterion follows Hgj2806), which
is an excellent text on several of the topics covered in timeses. Bram-
son (2006) is an advanced text for the reader looking to learreron
criteria for stability. Goldberg et al. (2004) provides a mviof work on
acknowledgement-based schemes.
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E [edtive bandwidth

Until now, our model of communication assumed that indialdequests
request some amount of bandwidth and use all or none of it. f&e t
used this model to develop the Erlang formula and our anabfsless
networks.) However, it is possible that the bandwidth peodif a request
is dilerfent, and in particular it might be random in time. Thus, pleak
rate which a user may require may be greater than the meaacdhteved
throughout the transmission.

bandwidth

a telephone call

bandwidth

Figure 6.1 Possible user bandwidth profiles; mean and peak rates

Our goal now will be to understand how we should admit suchsuse
into the system, so as to achieve an acceptable balancedretuitzing

113
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the capacity of the resources and the probability that tte tequired rate
will at some point exceed the capacity (causing packets tdogét At

one extreme, we could use the model of loss networks, asguimin each
user requires her peak rate all the time. This will mean tlzatkpts do
not get lost, but will require a lot of excess capacity in teeaurces. At
the other extreme, we could use the model of loss networks;ading to
each user the mean rate required (and letting packets quéheréfis not
enough capacity). With intelligent management of queuedqtacit may
be possible to have all messages go through, but at the clasgefdelays
in packets being delivered. Our goal is to find a strategy betwthe two
extremes.

6.1 ChernoChbund and Crameér’s theorem

Our intuition for not wanting to use the peak rate for every uséased on
the fact that if the bandwidth requirements of théeflent users are inde-
pendent, then the total bandwidth requirement when we hamyrsers
should scale approximately as the mean. We will now attempinder-
stand the deviations: that is, withindependent users, how much larger
can their total bandwidth requirement get than the sum ofrtban rates?

Let Xy,..., X, be iid copies of a random variabk. (When we apply
this result,X; will represent the deviation of the bandwidth requrement of
useri from its mean.) DefindVi(s) = log Ee®*, thelog-moment generating
function When we need to indicate dependence on the vardplee will
write Mx(s). We will make the technical assumption thd(s) is defined
forall s [R.

Now, for any random variabl¥ and anys = 0 we have the bound

P(Y = 0) = E[I[Y = 0]] < E[e*"]. (6.1)

This is illustrated in Figure 6.2.
Optimizing over alls gives us theChernd_blound

logP(Y = 0) < inf log E[e®]. (6.2)

Applying this to the sequencg (which are iid), we get

IogP(X1+...+Xn20)sniggM(s).

(See Exercise 6.1.)
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eSY

I[Y > 0]

I

Figure 6.2 Y > I[Y > 0]

We can easily put a number other than 0 in the right-hand side:

logP(Xy+ ...+ Xy, =nc) = logP((Xy—c)+...+ (X, —¢) = 0)
< nlsgg Myx-c(S) = ngg(Mx(s) - C9.

This gives us an upper bound on the probability that the Xy . .+ X
is large; we will next show that this upper bound is asymptily exact as
n - oo,

Theorem 6.1(Cranér's theorem) Let X, ..., X, beiid copies of XE[X] =
0, and let the log-MGF Nis) := E[e%*] be defined for all £ R.

1 .
lim = logP(Xy +...+ X, =nc) =inf M(s) —cs
n =0

n- oo

Proof We showed< already; let’'s show the lower bound. Letbe the
value that achieves the infimum.

We will usetilting. We will define a new set of iid variableX;, . . ., X,
whose density is written in terms of the densityaf We will haveE[X,] =

¢, so by the central limit theorem
OJ O

1. ~ 1
Pﬁ(Xj_"""Xn)ZC —»E asn - oo,

Since the densities 0 andX; are related, this will allow us to bound from
below the corresponding probability fof. y
Let fx(:) be the density oX;. We will define the density oX; as

fg(x) = e MSVeS % fy ().

We need to check two things: first, that this is a density fumgti.e. inte-
grates to 1; and second, thét has meart, as advertised. We first check
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that fx(:) is a density function:
S
fr,()dx= e MV eiy (x) = e MEOE[eN] =1

by definition ofM. We next check thaX; has mear. To do this, we recall
that s~Was chosen as the point that minimizes- M(s); therefore, as"
the derivative of this function is 0, i.e.= M'(s". We now consider

1 1

E[X] = xfx(gdx= xe™Te  fy, (xdx
= E[X 80 M = MY(sy = ¢

as required.
We now bound the probability tha¢; + ... + X, = ncfrom below as
follows:

P(X1+...+Xn2nc?2P¥nch1+...+ann(c+ D)
= fxl(X]_)d X... fxn(Xn)an
R A |

= Ve fy (xa)dx .. €V By (),

N —
= e e Sttty (xa)dx . T, (xa)d%
ne<xg+...+X,<n(c+ 01

> enM(s‘¥e—s'ﬂ(c+EIP(nc < )Zl + ...+ )N(r, <n(c+ ).

The probability, as we discussed earlier, converged ) 40 we conclude
%IogP(Xl+ ...+ Xy =no) = (M(sH'- st6) - s+ % log 2

Lettingn - co and[CL 0O gives us the result we wanted. 1

An equivalent way of thinking about tilting is that we are obang the
underlying probability measur@to Q, with 53 = e™(=Ye**. (This means
that, for any measurable s8t Q(S) = ,e™(Ve**dP(x).) UnderQ, we
haveEqgX; = c. The random variabl&; is simply X with respect to the
new measur€). We have

1 1
Q(H(X1+...+Xn)2c) -3 asn - oo,

and this allows us to bound tlemeasure of this event. This way of think-
ing about it doesn’t requir&; to have a density, which can be useful.
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Remark Inthe proof above, we have assumed that the infimurivigpfs)—
sxis attained. It is a fact that, ¥1(s) is defined for alls R and bounded
below, then the infimum is attained. ¥ > O (the case we care about)
and Mx(s) — sxis not bounded below, then Exercise 6.1 implies that
ess supX; in which case, of cours@(X; +... + X, >nx) = 0.

We know more from the proof than we have stated. Suppose the eve
X1 +...+ X, > ncoccurs. Ifnis large, then conditional on that event we
can be reasonably certain of two things. First, the inetpalivery close
to equality. Second, the empirical distribution X{, ..., X, is very close
to the distribution of iid random variablesampled from the distribution
of X;. That is, when the rare event occurs, we know exactly howdtios;
results from the theory of large deviations often have thisoilav

Exercises

Exercise 6.1 Inthis exercise, we show some properties of the log-moment
generating functionMy(s) = loge®*.

1. If XandY are independent random variabl®.y(s) = Mx(s)+My(9).

2. £ Mx(9)ls=0 = E[X].

3. Mx(9) is convex.

4. lims. e tMx(s) = essinfX = sup{x : P(X < x) > O}; lims . tMx(s) =
esssuX = inf{x: P(X > x) > O}.

5. If Xis a standard normal variable with dens«i&% exp(—’g), thenMy(s) =
&

E.
6. If X is a Bernoulli random variable witA(X = 1) = p=1-P(X = 0),
thenMx(s) = log(pe® + (1 — p)).

6.2 EL[edtive bandwidth

Consider a single communication link with total bandwi@hwhich is
being shared by types of users. (The types might be “Skype calls”, “file
transfers”, “web pages”, and so on.) Lgtbe the number of requests of
typej = 1,...,J. We denote the bandwidth requirements of the requests
of type j by Xj1, Xj2, ..., Xjn,; within each type, these will be iid (but the
distributions may, of course, be ldrent for diCefent typeg). Let
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be the total bandwidth requirement of the requests. A8Gri, we will
write

M;(s) = log E[e%*"].
We should clearly expect to ha&S < C. We will investigate what it
takes to derda service guarantee of the foR(S > C) < [or small [

GivenC and information about the number and type of users, CHesiho
bound (6.1) implies for ang,

1
logP(S > C) <logE[e®>™ @] = n;M|(s) - sC
j=1

In particular,

1
anj(s)—scé -y =CPIS=C)<e. (6.3)
1

inf
s=0

This is useful for deciding whether we can add another call afsk
and still retain the service quality guarantee. Let

1
A= n;Mj(s) — sC< -y for somes = 0
j=1
By (6.3),n CA =[P{S > C) < €Y. We will think of A as the acceptance
region.

Remark Cramer's theorem suggests that, if we are looking at large values
of C andn, then the converse is true, iR(S > C) < €Y is approximately
equivalent ton [CA. Making this precise requires some work, which we
won't go into; for more details, see Kelly (1996).

What does the acceptance regidiook like? We have defined its com-
plement as the intersection of half-spaceRjr{one pers), SOA has convex
complement. A possible example, fde= 2, is in Figure 6.3.

Suppose that the system is operating at close to capaeitgtisomen™
near the boundary &. How can we tell whether we can accept another call
of classk? To answer this question, we would like to be able to appratém
the boundary ofA near the poinnh*’

The tangent hyperplane atis given by

1
nM;(sh'-s'€ = -y,

=1
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N

Ny

Figure 6.3 The convex complement of the acceptance region.

wheres-attains the infimium in (6.3) fon = n"”We would like the system,
after the addition of the extra call, to remain in the half-space
qj y

n, sff <c-L, (6.4)

=1

If this inequality holds, then we are guaranteed to (&> C) < eV,

Letaj(s) = M’T(S) = %Iog E[e>5]. We call a;(s) the elettive bandwidth
of a source of clas$, and we callC — ié the elettive capacityf the link.
We have shown that if for some value of the parametthie total d edtive
bandwidth required by all the calls is smaller than thedive capacity of
the link (with the sames), thenP(S > C) < €Y. Moreover, each point on
the boundary ofA has a parametes™5o0 that “total dedtive bandwidths
eledtive capacity” is the correct description of the boundzr.

This looks similar to the admissions control for a link in adogtwork,
where a new call was allowed into the system if and only if ¢heras
capacity for it on each link. We can therefore expect that if we qur
links into a network, results on loss networks will carry ove

Remark Suppose we want to change the paramgiarthe service guar-
antee. It will not dedt the dedtive bandwidths of the individual sources,
only the e edtive capacity of the link. This makes our policy easy taatj

Remark If we want to implement this policy in practice, we need tdlset
on a single value ofto use (we might, perhaps, allasto vary in time, but
we certainly need a value at each single time step). How do ekeitd We
have already seen that, if our operating point'igind is near the boundary
of the acceptance region, then the most sensible choiseis(hY)! It's
quite likely that the operating point will be changing slgwif at all), so
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we can periodically estimate it from data and then chaascordingly. Of
course, if we are very wrong about the operating point, wé lade some
capacity.

Ny

Figure 6.4 Approximating the acceptance region by a half-space
bounded by the tangentat’ The shaded regions are Anbut will
not be admitted into the loss-like network.

Exercises

Exercise 6.2 In this exercise, we consider the relationship between our
notion of “eledtive bandwidth” and other possible definitions of band-
width.

1. Use Jensen’s inequality to show the) = ilog E[e5*] = EX. Show
also thata(s) < esssuX = sugx : P(X > x) > 0}. Thus, dedtive
bandwidth lies between the mean and the peak rates. Wheredoak
ity hold?

2. Show thati(s) is increasing as a function af (Note that dedtive ca-
pacityC — £ also increases i)

3. Show thatling_oa(s) = EX and limg_ . 0(s) = ess sugX. (Assume that
everything is well-defined.)

Exercise 6.3(Gaussian case) Let us suppose Kahas a normal distri-
bution with mear); and variance?. (This model can often arise in various
limiting regimes. We will ignore the fact that such a normatiable can
be negative, because it is more instructive than it is ammpyi

1. Showa(s) = A; + 307%s.
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2. Show that the optimizing parameter

1
s~=argmins  nja;(s) - sC
=1

associated to a given operating pairttas the form

C- i=1 nm]‘
L J
st ——=——,
j=1 ;0]

and conclude that the capacity regiéifor the criterionP(S = C) < ¥
has the description
A= nA+(@Ry nod)Y?sC
i j

1
3. Definep = %‘A’ the tra [c_ihtensityassociated to the configuration
n. For a configuratiom on the boundary of the capacity region, write
the eledtive bandwidtto;(sY) of j source (at the optimizing levef)
in terms ofp, A;, and 01.2. Also derive an expression for thtive

L2
n;o’

capacityC= C — ¥, [Hint: a;(s)'= A + y%, Ct=C-vy =t
The quantityC(1 - p) appearing in the expressions above isrtiean

free capacity The expression fou;(s")'shows that the Eedtive band-

width of a source doesn’t vary very much withunlessp is very close

to 1. Now, tral_ Cimtensity very close to 1 is only sustainable if the vari-

ance of the load is very small, so our model may not be veryrateu

for nearly deterministic tr&c.1

6.3 Large deviations for a queue with bu_ering

A more realistic model of a network will include a that way, we can
allow the total bandwidth requirements of all the requestexceed the
capacity for a little bit.

We will consider the following model. There is an infinite geein
which unprocessed work resides. As long as the queue isvyensfte work
is removed from it at rat€; when the queue is empty, work is processed at
rateC or as quickly as it arrives. The system experiences “paindgded
packets, lost calls, etc.) when the queue level excBetlgs event is called
buledoverflow. We would like to give a description of the set oftegsn
(giving the number of calls of each type) for which the probiapdf bu [en
overflow is small.
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My

D, o=
e

Figure 6.5 Three users (of three Herent types) feeding through
a buled

Because the biedintroduces a time component into the picture, we will
need slightly more notation. Leg; [ty, t,] be the workload arriving fronith
source of typg during the interval{;, t;]. We will assume that the random
processesXj) are independent, the distribution depends only on the type
j, and each process hatationary incrementghat is, the distribution of
Xii[t1, tz] depends on time only through— t;.

Example 6.2(Processes with stationary increments) X[t to] = (t2—
t1)Xi, whereX; is some random variable. That is, each user has a con-
stant (but random) bandwidth requirement, whose distidoudiepends
q;_;tﬂe user typg. This essentially reprod& the lmidess model: if

J |

i < C, buledoverflow never occurs; it X;; > C, buled overflow
will definit%ccur, no matter how large the
2. X;[0,t] = I7vi, whereN(t) is a Poisson process agdare some iid
random variables. This models the arrival of work inMAG/1 queue:
the interarrival times are exponential (hence the fi#$tand the service
requirements of diedent “jobs” are iid but not necessarily exponential
(hence thes).

Remark We might be more interested in the case of a truly finitéda

in which work that arrives when the is full is never processed. We
might expect that bler overflow would occur more rarely in this system,
since its queue should be shorter. However, we will see thtitd regime
where the blier rarely overflows (this is the regime we’d like to be in!),
the overflows that do occur will be small; so there is not muickedence
between dropping this work and keeping it. This can be madeigg; see
Ganesh et al. (2004).

We will now derive the steady-state queue size, assumingtbatystem
is stable (i.e.E[S] < C). Let us imagine that the queue has been evolving
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from time —co, and look at the queue size at time 0; because the arrival
processeX are time-homogenous, this will be the steady-state queue size
Assume that the queue was empty at some point in the past ti@egneue
size at time 0O is given by
CT1T 11
Q(0) = sup X[-T,0] —Ct whereX[ty, tp] = Xii[t, o] (6.5)
O=t<eo =1 i=1

(see Exercise 6.4.)

Let L(C, B,n) = P(Q(0) > B) when service rate i€ and the number
of users of each type is given loy= (ny,...,Nn;). This is the probability
we would like to control. We are going to look at this in theireg where
everything — capacity, number of users, and@isize — is large, while the
number of user types is fixed.

Theorem 6.3 (Botvich & Du Leld, Courcoubetis & Weber, Simonian &
Guibert)
1

1 .

lim —logL(CN, BN,nN) = supinf st  nj(a;(s t) — S(B+ Ct))

N - o0 N t>0 =0 i
where

1
) = = |og Ees%ilot]
aj(s 1) st ogEe
is the dedtive bandwidth.
Sketch of proof
P(Q}) > BN) = P(XN[-t,0] > (B + Ct)N for somet)

This is bounded fr elow bR(XN[-t, 0] > (B + Ct)N) for any fixedt,
and from above by o P(XN[-t, 0] > (B + Ct)N).
For any fixedt, Craner’s theorem gives

1 T 1 1
N logP Xi[-t,0] > (B+ Ct)N inf st nja;(s,t)—s(B+Ct).
S .

=1 0=t =1

This gives us the lower bound directly.

The upper bound can be derived by noticing that the termsdrstim
fort CTttecay exponentially ilN, and therefore we can ignore all but the
largest term; making this precise takes some work. 1

The proof presents us with parametstsandt™’let us assign them an
interpretation. The result asserts that iflled overflow occurs, then with
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high probability this happens because durifigjme units, the total work
that arrived into the system was greater tiBnCt"'Thus,t™s the typical
time scale for blied overflow. In fact, given some distributional assump-
tions on the processe§;, it is possible to derive the most likely trajectory
for the amount of work in the bied over the time scale-t50] (where

t = 0 is the time of the blierd overflow event). Figure 6.6 sketches some

possibilities, as well as what the actual lafgerajectories might look like.
Q Q

B B

AN
t t =

Figure 6.6 Most likely trajectories leading to Hied overflow.

The most likely trajectory is linear (left) iX(t) does not have
long-range correlations, e.g. a Brownian motion. The imaige
the right corresponds to a fractional Brownian motion wittrst
index> 1/2; this is a process with long-range dependence. The
thick line is the limit asN - oo, the thin line is a possible
instance for finiteN.

Givent"'the parametes™is the same parameter as in the section on un-
bulered networks, and gives théedtive bandwidth for the work arriving
over a time period{t-0].

Exercises

Exercise 6.4 Convince yourself that equation (6.5) really describes the
steady-state size of a queuBlirjt: the inequalityQ(0) = X[-T1,0] — Ct is
easy to see. For whatwill equality be achieved?]

6.4 Further reading

Ganesh et al. (2004) give an elegant account of how large til@véathe-
ory can be applied to queueing problems. For a treatmenkedteze band-
widths within a more general setting of performance guaes)teee Chang
(2000).
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e Asmussen (2003), Applied Probability and Queues.
< Isitworth commenting about heavier tails here? E.g., Vifitochastic-
process limits?
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Internet congestion control

In the previous Chapter we looked at organising a networksefrsi with
time-varying bandwidth requirements into something thaérebles a loss
network, by finding a notion of Eadtive bandwidth. In this Chapter we
consider an alternative approach, where the users acteticipate in the
sharing the network resources.

7.1 Control of elastic network flows

How should available resources be shared between compstemms of
elastic tralc?1There are at least two aspects to this question. First, why
would one allocation of resources be preferred to anothec@rigty, what
control mechanisms could be implemented in a network toesehany
preferred allocation? To make progress with these questisaseed to

fix some notation, and define some terms.

Figure 7.1 A model network with end users, resources, and
flows.

Consider a network with a sel of resourcesand letC; be the finite
capacity of resourcg (We occasionally refer to the resourcediaks.) Let
aroute r be a non-empty subset &, and writeR for the set of possible
routes. As before, we will use thimk-route incidence matrix Ao indicate

129
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which resources belong to which routéss a|J | x|R| matrix with A = 1
if j [r] andA; = 0 otherwise.

We will identify a user with a route. For example, when Elenahat
University of Michigan downloads the web pagevatv.google.com, the
corresponding “user” (route) is sending data along 16 limkduding the
link from Elena’s laptop to the nearest wireless access piiiiiena also
downloads the web pagew.cam.ac.uk, this (dilferfent!) “user” is using
18 links; five of the links are common with the route to Google.

Suppose that if a rat® is allocated to user then this has a utility
U, (%). We formalize the notion of elastic tiac Ay assuming that thetil-
ity function U () is increasing and concave, and that our objective is to
maximize the sum of user utilities. For convenience we wabaassume
U, (") is strictly concave, continuously Berentiable on (), and satisfies
UH0) = o andU{eo) = 0.

Remark Elastic tralc,dhat is concave utility functions, captures the no-
tion of users preferring to share. The aggregate utility ad twgers both
getting a medium download rate is higher than if one of themageery
high rate and the other a very low one. If more users come rgystem,
then it is better for all the users to decrease their rate ofisgndata, so
that everyone has a chance to use the network. This isn’ofraktypes of
traCc_For real-time voice communication, the utility functionght have
the form shown on the right in Figure 7.2 if speech becomesteltigible
at low rates. In this case users may require a certain setsolrees in
order to proceed, and attempting to share would decreasegajg util-
ity. If there are too many users then some should get servéd@me not;
in a loss network the implicit randomization ige@dted by the admission
control mechanism.

utility, U(X) utility, U(x)

rate,x rate,x
elastic tral ¢, prefers to share inelastic k&, prefers to randomize

Figure 7.2 Elastic and inelastic demand

LetC = (Cj, j [23) be the vector of capacities, lex = (U,()),r [R)
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be the collection of user utilities, and let= (x.,r [R) be an allocation of
flow rates. The feasible region is then givensg 0, Ax < C, and under
the model we have described the system optimal rates savielibwing
problem.

SYSTEMU, A, C):
1
max Uy (x)
r(RI

st.Ax<C (7.1)
overx = 0.

While this optimisation problem is mathematically tradeafwith a strictly
concave objective function and a convex feasible region)yilires utili-
tiesU that are unlikely to be known by the network; further, evenrttarix
A describing the network topology is not likely to be knownts éntirety
at any single point in the network. We address the issue ofiawk utili-
ties first, by decomposing the optimization problem intoen problems.
We leave the second issue for later sections.

Suppose that usemay choose an amount to pay per unit timg, and
will then receive in return a flow rate proportional tow;, where ¥A, is
the known constant of proportionality. Then the utility nrakzation prob-
lem for user is as follows.

USER (Ur; Ar):
OO

maxU, \;\ﬁ - W (7.2)
r

overw, = 0.

Here we could interpret;, as user’s budget and\; as the price per unit of
flow; note that no capacity constraints are involved.

Suppose next that the network knows the veetor (w,,r [R) and
solves a variant of the SYSTEM problem using a particularo$ettility
functions,U,(x) = w; log %, r [R.



132 Internet congestion control

NETWORK(A, C; w):
| I |
max  w; logx
r[Rl

s.t.Ax<C (7.3)
overx = 0.

We can find a pleasing relationship between these varioudens, sum-
marized in the following theorem.

Theorem 7.1(Problem decomposition) There exist vectord = (A;,r [
R), w= (W, r [R) and x= (%,r [R) such that

1. w=AXforallr (R
2. w solves USERU;; A,) forallr (R
3. xsolves NETWORK, C; w).

Moreover, the vector x then also solves SYS{EM, C).

Remark Thus the system problem can be solved by simultaneously solv
ing the network and user problems. (In later sections we sitaltess the
issue of how to solve the problems simultaneously, but ya@htanticipate
that some form of iterative procedure will be involved.)

There are many other ways to decompose the SYSTEM problem. Fo
example, we might pick a version of NETWORK problem that usel-
ferent set of “placeholder” utilities, instead of the familylog(-). As we’ll
see, the logarithmic utility function occupies a privilegeakition within
a natural family of scale invariant utility functions, andt@rresponds to a
particular notion of fairness.

Proof Note first of all that there exists a unique optimum for the SYS-
TEM problem, because we are optimizing a strictly concavetion over

a closed convex set; and the optimum is interior to the p@sibirthant
sinceUX0) = oo. Our goal is to show that this optimum is aligned with an
optimum for each of the NETWORK and the USER problems.

The Lagrangian for SYSTEM is
1

LsvstemMX Z 1) = Ur(x) +u (C— Ax—2)
r Rl
wherez = (z;, j [J) is a vector of slack variables, apd= (i;, j CJ)isa
vector of Lagrange multipliers, for the inequality constitai By the strong
Lagrangian principle, there exists a vectosuch that the Lagrangian is
maximized at a paix, zthat solve the original problem, SYSTEM.
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In order to maximize the Lagrangian ovgr, we dilerentiate:

9 | I |

a_I—SYSTEM(Xa zZw=Ufx)- I
X _
jod
since dilefentiating the termp” Ax will leave only thosey; with j [Tl
The Lagrangian for NETWORK is
—1

Lnerwork(% Z ) = W logx + i (C — Ax— 2),

rRl
and diCefentiating with respect tg, we obtain
P w 1
— Lnetwork(X, Z 1) = — - Hj-

0X% i
(There’s no reason at this point to believe thatndl have anything to do
with each other; they are simply the Lagrange multiplierstfor di Cefent
optimization problems.)
Finally, for USER the objective function 13, (w,/A;) —w;, and
O

, Q0 o =)
r _ | r
2oy Wy =z g

w U n W RV

Suppose now that useralways picks her budget; to optimize the
USER objective function. Then we must have

IZVIV |
ur- )\—f =\.
Therefore, if we pick
N [ I | B W,
B=y, A=, w=AUIN), x-= =

joa
then the NETWORK and SYSTEM Lagrangians will have the samieale
tives. Hence, ifu; are optimal dual variables for the SYSTEM problem,
then this choice of the remaining variables simultaneosslyes all three
problems, and establishes the existence of the vestoraindx satisfying
conditions 1, 2 and 3 of the theorem. Conversely supposensctw and
x satisfy conditions 1, 2 and 3: thersolves the NETWORK problem, and
SO can be written in terms @f, and settingt = {i shows thaix also solves
the SYSTEM problem. 1

We can identifyy; as theshadow priceper unit flow through resourcg
The price for a unit of flow along routeis A;, and decomposes as a sum
over the resources involved.



134 Internet congestion control

Next we determine the dual problem. The value of the NETWORK L
grangian is
1
ng(LNETWORK(Xx Zy = w; log

-Iﬁl— +u'C.
ey

rRl

1 . .
If we subtract the constant, w; logw,, and change sign, we obtain the
following optimization problem.

DUAL(A, C; w):
I 1 5 I 1
max w/logH W E W C;
IRl | o
overp = 0.

This rephrases the NETWORK problem as a problem of settingrices
H; per unit of flow through each resource so as to optimize aioagaenue
function.

The treatment in this section suggests that one way to sleéveesource
allocation problem SYSTEM without knowing the individuaar utilities
would be to charge the users for access to the network, and alers to
choose the amounts they pay. But, at least in the early day® dfiternet,
charging was both impractical and likely to ossify a rapidgveloping
technology. We will next discuss how one might compare a#téve re-
source allocations using the ideas in this section but withesorting to
charging.

Exercises

Exercise 7.1 Inthe USER problem, useracts as a price-taker: she does
not anticipate the consequences of her choice;afipon the price\,. In
this exercise we explore thdedt of more strategic behaviour.

Consider a single link of capaci€y, shared between usersikn Suppose
that user choosesv,: show that under the solution to NETWORK, user

receives a rate
= ¢

sriWs

Now suppose user anticipates that this will be the outcome of the
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choicesw = (wg, s [R) and attempts to choos® to maximize
O

1
U 5 c -w,
srIWs
overw; > 0, for given values ofvs, s [ 1] Show that there exists a vector
w that solves this problem simultaneously for eachR, and that it is the
unigue solution to the problem
1
max U (x)
j —
s.t. X <C
rRl
overx =0

where
X o o % H L t
= - — + — — .
Urx) = 1= 5 Ur(x) + = v U, (y)dy
Thus the choices of price-anticipating users will not in gahenaximize
the sum of user utilities, although if many users share adinétx, [Cl]

the eledt is likely to be small.

Exercise 7.2 In this exercise we extend the model of this section to in-
clude routing.

Let s S now label a user (perhaps a source-destination pair), and sup-
posesis identified with a subset d&?, namely the routes available to serve
the users. Define an incidence matrik as in Section 4.2.2, by setting
He = 1if r CdandHg, = 0 otherwise. Thus if; is the flow on route and
y = (y,r [R), thenx = Hy gives the aggregate flows achieved by each
users [S. Let SYSTEM({, H, A, C) be the problem

1

max  Ug(Xs)
s[S]

s.t.x=Hy,Ay<C
overx,y=0

and let NETWORKH, A, C; w) be the problem
—1

max  Wslog Xs
rRl

s.t.x=Hy,Ay<C
overx,y = 0.
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Show that there exist vectorss = (A;,s [5), w = (ws, s [B) and

X = (X, S [B) satisfyingws = Agxs for s [, such thatws solves
USER(Usg; As) for s [C3 andx solves NETWORKH, A, C; w); show fur-
ther thatx is then the unique vector with the property that there exasts
vectory such that , y) solves SYSTEMY, H, A, C).

7.2 Notions of fairness

We would like the allocation of flow rates to the users to be ifaisome
sense, but what do we mean by this? There are several widety s
tions of fairness; we will formulate a few here. Later we willcennter a
generalized notion of fairness which encompasses all detlaes special
cases.

Max-min fairness. We say that an allocation= (x;, r [R) is max-min
fair if it is feasible (that isx = 0 andAx < C) and for any other feasible
allocationy

[y, >x =L I3ys < X < X.

That is, in order for user to benefit, someone else (usgwho was worse
o[fhanr needs to get hurt. The term “max-min” comes from the fact that
we’re maximizing the minimal amount that anyone is gettitigt is, the
max-min fair allocation will give a solution to
max (minx).

xfeasible’ r
Actually, the max-min fair allocation will give more: once we fixed
the smallest amount that anyone is getting, we then maxithesecond-
smallest, then the third-smallest, and so on. The compacamesconvexity
of the feasible region imply that such a veckaxists and is unique (Check
this!).

The concept of max-min fairness has been much discussed ibiggiol
philosophers. IMPA Theory of Justic&kawls (1971) proposes, if one were
to design society from scratch without knowing where in it omight end
up, then one would want it to be max-min fair. However, for ourguses
it seems a bit extreme, because it places such overwhelmiphasis on
maximizing the lowest rate.

Proportional fairness. We say an allocatiox = (x,r [R) is propor-
tionally fair if it is feasible, and if for any other feasible allocatigrihe
aggregate of proportional changes is nonpositive:

r X
Xr

<0
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This still places importance on increasing small flows (for athihe de-
nominator is smaller), but it isn't quite as overwhelming.

There may bea priori reasons why some users should be given more
weight than others: perhaps a route is providing a flow ofe&tua number
of individuals (these lecture notes are being downloaded ¢tass), or
di Lerent users invested defent amounts initially to construct the network.
Letw = (w;,r [R) be a vector of weights: thexn= (x,,r [R) isweighted
proportionally fairif it is feasible, and if for any other feasible vectpr

X <o (7.4)

In Figure 7.3 we show the max-min and the proportionally fdocations
for a particular network example with two resources, eachagfacity 1,
and three routes. The throughput-optimal allocation is sirtgpaward all
the capacity to the single-resource routes; this will haverauighput of 2.
The proportionally fair allocation has a total throughp@itlc67, and the
max-min fair one has a total throughput 061

=1

ﬁ}s
{15

J;'}s
{15

" max-min fairness “proportional fairness

Figure 7.3 The dilerence between max-min and proportional
fairness. Note that the allocation maximizing total thropgt is
(1,1,0).

There is a relationship between the notion of (weighted) qribgnal
fairness and the NETWORK problem we introduced in the lastice.

Proposition 7.2 A vector x solves NETWORK C; w) if and only if it is
weighted proportionally fair.

Proof The objective function of NETWORK is strictly concave and €on
tinuously diCerentiable, the feasible region is compact and convex, ad th
vector x that solves NETWORK is unique. Consider rturbatior,of

y = X+ 3x (soy; = X + 0%). The objective function |, zw; logx. of
NETWORK will change by an amount

W, — + 0(0X).
r[Rl
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But the first term is simply the expression (7.4). The resulofeli, using
the convexity of the objective function to deduce the ineiqydV.4) for
non-infinitesimal variations front. 1

Remark The proportionally fair allocation has various other rethin-
terpretations, including as a solution to Nash’s barggmroblem and as
a market clearing equilibrium.

Bargaining problem, Nash (1950). Consider the problem of several
players bargaining among a set of possible choices. The basgjfaining
solution is the unique vector satisfying the following axioms

0. Invariance under scaling. If we rescale the feasible redglee bargain-
ing solution should simply rescale.

1. Pareto dcidncy. An allocation is Pareto ifecidnt if there exists an
alternative allocation that improves the amount allocéteat least one
player without reducing the amount allocated to any othayels.

2. Symmetry. If the feasible region is symmetric, then the/@ta should
be allocated an equal amount.

3. Independence of Irrelevant Alternatives. If we restitiet set of feasible
allocations to some subset that contains the original maxinthen the
maximum should not change.

A general set of weight& corresponds to a situation with unequal bargain-
ing power; this will modify the notion of symmetry.

Market clearing equilibrium , (Gale, 1960, Chapter 8.5). A market-
clearing equilibrium is a set of resource prices,(j [.J) and an allocation
(%, r CR) such that

e p=0,Ax< C (feasibility);

= p'(C — Ax) = 0 (complementary slackness): if the price of a resource is
positive [.h_exi the resource is used up;

* W =X P, r CR:if userr has an endowment,, then all endow-
ments are spent.

Exercises

Exercise 7.3 In this exercise, we will show that the Nash bargaining so-
lution associated with the problem of assigning flowsubject to the con-
straintAx < C is the solution of NETWORKA, C; w) with w, = 1 for all

r [R.
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1. Show that the feasible %%n can be rescaled by a linessfoanation
so that the maximum of | X, is located at the point (1..,1).

2. Argue that this impli t the reparametrized regiostia entirely
below the hyperplane ; X, = |R|, and hence that (1..,1) is a Pareto
e [cidnt point.

3. By considering a suitable symmetric set that containddhsible re-
gion, and applying Independence of Irrelevant Alternaj\argue that
the bargaining solution to the reparametrized problem rbastqual to
1...,2).

4. Conclude that the bargaining s@n to the originabtean must have
been the point that maximizes, x;, or, equivalently, the point that
maximizes ,log X.

Exercise 7.4 Show that a market-clearing equilibriurp, k) can be found
by solving NETWORKA, C; w) for x, with p identified as the correspond-
ing dual variables.

7.3 A primal algorithm

We will now look at an algorithm that can accomplish fair shgrof re-
sources in a distributed manner. We begin by describing thehamics of
data transfer over the Internet.

The transfer of a file (for example, a web page) over the Intereet b
gins when the device wanting the file sends a packet with setda the
server that has the file stored. The file is broken up into packed the first
packet is sent back to the device. If the packet is receivecessfully, then
an acknowledgement packet is sent back to the server, angrtimpts fur-
ther packets to be sent. This process is controlled by T@R;ahsmission
control protocolof the Internet. TCP is part of the software of the machines
that serve as the source and destination for the data padketsgitver and
the device in our example). TCP regulates the rate at whickgiaenter
the network, decreasing it when there is congestion. Thergéapproach
is as follows. When a link within the network becomes heawbded, one
or more packets is lost or marked. The lost or marked packeken as an
indication of congestion, the destination informs the sepand the source
slows down. TCP then gradually increases the sending railétuaceives
another indication of congestion. This cycle of increastdacrease serves
to discover and utilize available capacity, and to sharetivieen flows.

A consequence of this approach is that “intelligence” andtrcd are
end-to-end rather than hidden in the network: the machindsmiite net-



140 Internet congestion control

work forward packets, but the machines that are the sourcéesithation
regulate the rate. We will now describe a model that atterptsapture
this notion of end-to-end control.

Consider a network with parameteisC, w as before, but now suppose
the flow ratex (t) on router is time-varying. We define thprimal algo-
rithm to be the system of derential equations

d i % -
O =k E-x® o

jod

r (R (7.5)

where

l

1
M =p g xbF i3, (7.6)

[s1

S

w;, K, > 0 forr R and the functiorp;(-) is a non-negative, continuous,
and increasing function, not identically zero, fofJ.

The primal algorithm is a useful caricature of end-to-end aantion-
gestion indication signals are generated at resoyiraerate;(t); these
signals reach each usemwhose route passes through resoujcand the
response to this feedback by the usas a decrease at rate proportional
to the stream of feedback signals received together withaalgtecrease
at rate proportional to the weight,. We could imagine that the function
p;j(-) measures the “pain” of resourgeas a function of the total trac_do-
ing through it. (For example, it could be the probability of @cket being
dropped or marked at resour¢g

Note the local nature of the primal algorithm: the summatequation
(7.5) concerns only resourcgghat are used by route and the summa-
tion in equation (7.6) concerns only routeghat pass through resource
j- Nowhere in the network is there a need to know the entire-lmke
incidence matrixA.

Starting from an initial state(0), the dynamical system (7.5)-(7.6) de-
fines a trajectoryX(t), t = 0). We next show that whatever the initial state,
the trajectory converges to a limit, and that the limit sgleecertain opti-
mization problem. We shall establish this by exhibitingyapunov func-
tion for the system of diefential equations. (A Lyapunov function is a
scalar function of the state of the systex(t), that is monotone in time
along trajectories.)
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Theorem 7.3(Global stability) The strictly concave function
 — =
U= wlogx - p;(y)dy.
rRl jra O
is a Lyapunov function for the primal algorithm. The uniquue maxi-
mizingU (x) is an equilibrium point of the system, to which all trajedésr
converge.

Proof First, we observe that(:) is concave, since;(-) is increasing,
and strictly concave, from the first term. Furthei(x) —» —oo asx -
0 from the first term, andJ(x) - —o asx, — oo since none of the
functionsp; are identically zero. Thereforé)(x) has a uniqgue maximum,
which is interior to the positive orthant and is attained.rbtaver,U(X) is
continuously dLerentiable with
I
Suw=%-
jod

Xs
[s]

« ([
(HITI

and setting these derivatives to zero identifies the maximusay. The
derivative (7.5) is zero at, and hence is an equilibrium point.
Further

d .
FU00) = a0

rm]axr dt
[T4]

= (t) (t)% 0. (7.7)

= P % (t Pj Xs =0, :

rER]Xr(t) jd sjlsl

with equality only atx. This almost, but not quite, proves the desired con-
vergence toc. we need to make sure that the derivative (7.7) isn’t so small
that the system grinds to a halt far away fratnHowever, this is easy to
show.

Consider an initial stat&(0) in the interior of the positive orthant. The
trajectory K(t),t = 0) cannot leave the compact $&t: U(x) = U(x(0))}.
Consider the complemeng, within this compact set of an openrball
centred orx. ThenC is compact, and so the continuous derivative (7.7) is
bounded away from zero di Hence the trajectory can only spend a finite
time in C before entering thé-ball. Since the infimum ofJ(x) over the
=ball approache&J(x) as [1- 0, we deduce that(x(t)) - U(X) and
hence thak(t) —» X. 1

We have shown that the primal algorithm optimizes the fumctix).
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Now we can view

]

Cj Xs
sjLs] 0

sjsXs

p;(y)dy

as a cost function penalizing use of resouyck we take

B y>Cj
P;(y) % y<C,

then maximizing the Lyapunov functidd (x) becomes precisely the prob-
lem NETWORK@A, C; w). While this choice ofp; violates the continuity
assumption orp;, we could approximate it arbitrarily closely by smooth
functions, and so it would seem that this approach will geeeaebitrarily
good approximations of the NETWORK problem. However, wdlsee
later that, in the presence of propagation delays in the orétviarge val-
ues opr-) compromise stability, so there is a limit to how closely veac
approximate the NETWORK problem using this approach.

Exercises

Exercise 7.5 Suppose that the parametgrin the primal algorithm is
replaced by a functior (x(t)), forr [R. Check that Theorem 7.3 remains
valid, with an unaltered proof, for any initial stax€0) in the interior of the
positive orthant provided the functiong(),r [R, are continuous and
positive on the interior of the positive orthant.

[In Section 7.7 we shall be interested in the chaige, (t)) = K, X (t)/w;.]

Exercise 7.6 Suppose there realig a costC(2) = z/(C; — 2) to carrying

a loadz through resourcg, and that it is possible to choose the functions
p;(-). Show that the sum of user utilities minus costs is maximizgthe
primal algorithm with the choicepi(z) = C;/(C; — 2% j [J.

The above functior€;(-) arises from a simple queueing model of a re-
source ¢f. Section 4.3.1). Next we consider an alternative simple mofiel
aresource.

Suppose we model the number of packets arriving at a resas@e
Poisson random variable with meanand that if the number is above a
limit N there is some cost to dealing with the excess, so that

C—1 »
Cid=e* (n- N)ﬁ'

n>N
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Show that the sum of user utilities minus costs is maximizethb primal
algorithm with the choices

p(d=€e* —.
n=N n!
Observe thap; will be the proportion of packets marked if the following
mechanism is adopted: mark every packet in any time slot iiciwN or
more packets arrive.

Exercise 7.7 In this exercise we generalize the primal algorithm to the
case where [S labels a source-destination pair served by routes as
in Exercise 7.2.

Let 5(r) identify the unique source-destination pair served by route
Suppose that the flow along routevolves according to

I II_I =
dgtyr(t) =K %s(r) - % Ya(t)g Ui(t)
alslr)

jd

(or zero if this expression is negative ayp) = 0) where

(HIT

L =p g v
r;jl
and let —
— ==
U(y) = ws log Va=} Pj (9dz
s[S1 risl jLa 0
Show that

d
FUO®) >0
unlessy solves the problem NETWORIK{, A, C; w) from Exercise 7.2.

7.4 Modelling TCP

Next we describe in slightly more detail the congestion dance algo-
rithm of TCP, due to Jacobson (1988). LJetthe round-trip time be the
time between a source sending a packet, and the sourceingcaiv ac-
knowledgement. The source attempts to maintain a windowiefcsind)

of packets that have been sent but not yet acknowledged .atér of our
model represents the ratbwnd/T. If the acknowledgement is positive then
cwnd is increased by Z&cwnd, while if the acknowledgement is negative (a
packet was lost or marked) themwnd is halved.
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Remark Even our more detailed description of TCP is simplified, emit
ting discussion of timeouts (which trigger retransmissjavigh binary ex-
ponential backd) and the slow start phase (during which the sending rate
grows exponentially). But the above description id sidnt for us to de-
velop a system of dierential equations to compare with those of the pre-
vious section.

Figure 7.4 shows the typical evolution of window size, inrgroents of
the round-trip time, for TCP.

25

Congestion
20 | i

15

10

5 /
‘"Slow start” (exponential)
rrrrrrrrrrr 11111 111 1 1T 1T T T T 1

5 10 15 20 25 30
Time (in roud-trip times)
Adapted from Gibbens and Key (2000)

Packets per RTT ("window”)

Figure 7.4 Typical window size for TCP

Modelling this behaviour by a derential equation is at first sight im-
plausible: the rate is very clearlynotsmooth. It's helpful to think first of a
weighted version of TCP, MulTCP due to Crowcroft and Oechd®08),
which is in general smoother. Latbe a weight parameter, and suppose:

« the rate of additive increase is multiplied ly so that each acknowl-
edgement increasesnd by w/cwnd; and

< the multiplicative decrease factor becomesgk, so that after a conges-
tion indication the window size becomes—(]z\i,v)cwnd.

The weight parametewx is designed to imitate the user sendinglitavia
w distinct TCP streams; the original algorithm correspords t= 1. This
modification results in a smoother trajectory for the rafer larger values
of w. Itis also a crude model for the aggregatevafistinct TCP flows over
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the same route. (Observe that if a congestion indicationcisived by one
of wdistinct TCP flows then only one flow will halve its window.)

Let us try to approximate the rate obtained by MulTCP by Bedén-
tial equation. Letp be the probability of a congestion indication being re-
ceived during an update step. The expected change in thestoig win-
dow cwnd per update step is approximately

cwnd
CWnd( “P 5P (7.8)

Since the time between update steps is approximdiétnnd, the ex-
pected change in the rakeper unit time is approximately
O

%(l _ p) cwnd p /T DW X2 ]
T/cwnd

w

— - =+—p
T2 T2 2w

Motivated by this calculation, we model MulTCP by the systefndlif-

ferential equations

d W, I:vlv 2 U
oW oW X
where —
pe(t) = Ui(t)
jEl

andy;(t) is given by (7.6). HereT, is the round-trip time andy, is the
weight parameter for route If congestion indication is provided by drop-
ping a packet thep; (t) approximates the probability of a packet drop along
a route by the sum of the packet drop probabilities at eacheofésources
along the route.

Theorem 7.4(Global stability)

L Iﬁlmxs
L arctan L p;i(y)dy

rRl r 2w, jL 0

U(x) =

is a Lyapunov function for the above system dEdential equations. The
unigue value x maximizing (x) is an equilibrium point of the system, to
which all trajectories converge.

Proof Observe that

E\,'\,r v 4 :g
() + - pj Xs

T2
FTE 2w M@ sjE
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and so -
L T AR A WS
dt g 0% dt o TP 2w dt
The proof proceeds as before. 1
At the stable point,
_w 20-m)
Tr Pr

If we think of x, as the aggregate af; distinct TCP flows on the same
route, then each of these flows has an average throughpus thiaen by
this expression withy, = 1.

The constant #? appearing in this expression is sensitive to the dif-
ference between MulTCP anddistinct TCP flows. Withw distinct TCP
flows the flow dedted by a congestion indication is more likely to be one
with a larger window. This bias towards the larger of thevindows in-
creases the final term of the expectation (7.8) and decrdasesnstant.

Remark Itisinstructive to compare our modelling approach in thie@-
ter with that of earlier Chapters. Our models of a loss nekvimChapter 3,
and of an electrical network in Chapter 4, began with dedgilbabilistic
descriptions of call acceptance and electron motion resedg and we
derived macroscopic relationships for blocking probaiesitand currents
such as the Erlang fixed point and Ohm’s law. In this Chaptehese
not developed a detailed probabilistic description of aileg behaviour
at resources within the network: instead we have crudelynsarized this
behaviour with the functiong;(-). We've adopted this approach since the
control exerted by end-systems, the additive increase aftipiuative de-
crease rules for window sizes, is the overwhelming influend¢beapacket
level on flow rates. It is these rules which lead to the paldictorm of a
flow rate’s dependence an andp;, which we’ll explore in more detail in
the next section.

Exercises

Exercise 7.8 Check that ifp; is small, corresponding to a low end-to-end
loss probability, then at the stable point
1
w, 2
X == —+o(p).
T (pr)



7.5 What is being optimized? 147

Check that ifx, is large, again corresponding to a low end-to-end loss prob-
ability, then
V_ OO

w T o owe A
U/ (x) = T rarctan—é’ﬁ = const.— T2>;r +0 X (7.9
r r r

7.5 What is being optimized?

From Theorem 7.4 we see that TCP (or at least oliedéntial equation
model of it) is behaving as if it is maximizing the sum of uséilities,
subject to a cost function penalizing proximity to the capaconstraints.
The user utility for a single TCP flown = 1) is, from Exercise 7.8, of the
form
_ 2

U (%) = const.— Trz_xr
Further, the rate allocated to a single flow on rouig approximately pro-
portional to

_1
T.p’?

so that the rate achieved is inversely proportional to thmdetrip timeT,
and to the square root of the packet loss probabjgity

The proportionally fair allocation of rates would be invelss propor-
tional to p, and would have no dependenceTnRelative to proportional
fairness, the above rate penaliZEsand under-penalizeg,: it penalizes
distance and under-penalizes congestion.

For many files downloaded over the Internet, the round-triges are
negligible compared to the time it takes to download the fiile:round-trip
time is essentially a speed-of-light delay, and is on the orfl@0es0ms.
It would be reasonable to think that, in many contexts, tlegsigould not
care very much whether this figure is in fact 1ms or 10ms — andvaudd
not expect a big diefence in user utility.

Another way to illustrate the relative impact of distancel amonges-
tion is the problem otache locationConsider the network in Figure 7.5.
On the short route, from a user to cache locatigrthe round-trip time is
T = 2T4, and the probability of congestion indicationps= 2p; (we are
assumingp; and p, are small). On the long route, from the user to cache
locationB, we havel =T, + T, andp = p; + p..

Suppose now that link 2 is a high-capacity long-distance apfibre.

(7.10)
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user

(:%%é,pl cacheégfaﬂoﬂs
ST T2, P2

O 1 P1

cache locatior

Figure 7.5 A network with three links, and two routes: long
(solid) and short (dotted). The round-trip times and packep
probabilities are indicated on the links.

Plausible parameters for it a@ = O (resource 2 is underused), bt =
100T;. Then the ratio of TCP throughputs along the two routes is

v
Ti+Ty pitp _ 101

v—= = 36.
2T, 2p1 2 2

That is, the throughput along the short route is much highen &long the
long one, even though the short route is using two congestairces, and
the long route only uses one.

Suppose that we want to place a cache with lots of storage Suswe-
where in the network, and must choose between putting & at at B.
The cache will appear moreledtive if we put it atA, further loading
the already-congested resources. This is an interestinghingito con-
sequences of the implicit optimization inherent in the fornil(j — the
dependence of throughput on round-trip times means thahttadieed de-
cisions on caching will tend to overload the congested edtje network
and underload the high-capacity long-distance core.

Exercises

Exercise 7.9 What is the ratio of throughputs along the two routes under
proportional fairness?
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7.6 A dual algorithm
Recall the optimization problem DUAIX C; w):

I 1 5 I 1
max wlogg wE  KC
Rl jme L

overp = 0.

Define thedual algorithm

d : ] %
d—tllj(t) = KjHj(t) E %(t) - Cj

where

andk; > 0, ] [CJ. That is, the rate of change pf is proportional toy;
and to theexcess demaridr link j. In economics, such a process is known
as a “htonnement process” @tonnement” is French for “groping”). It is
a natural model for a process that attempts to balance supgldemand.

For the dual algorithm, the intelligence of the system isatresources
j D, rather thanliqhe users [R. That is, the end systems simply
maintainx (t) = I/ 1k(t) and it is the resources that have the trickier
task of adjustingy;(t). In the primal algorithm, by contrast, the intelligence
was placed with the end systems.

Let us check that the dual algorithm solves the DUAL probléva’ll do
this by showing the objective function of DUAL is a Lyapunov &tion.
Let _

1 1
V= wlogH W w;Cj,

rRI flr=i il

and lety(0) be an initial state in the interior of the positive ortharten

-

(v 1 51

d%V(u(t))= T%Ui(t)= KJUJ(t)E Xr(t)‘CJéZO
jrn OHi i rjm

with equality only at a point which is both an equilibrium pbof the dual
algorithm and a maximum of the concave funct\ifu). If the matrixA is

of full rank than the functiorV/ () is strictly concave and there is a unique
optimum, to which trajectories necessarily converge.
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Exercises

Exercise 7.10 Suppose that the matrii is not of full rank. Show that
while the value ofu maximizing the concave functiow/ (1) may not be
unique, the vectop™A is unique, and hence the optimal flow patteris —
unique. Prove that, along any trajectop(t], t = 0) of the dual algorithm
starting from an initial statg(0) in the interior of the positive orthar(t)
converges tox.

[Hint: Consider the set of poin{s maximizing the functior\ (), and
show thatu(t) approaches this set.]

Exercise 7.11 Consider a generalized model of the dual algorithm, where

the flow rate is given by
] ]

x®) =D 5 M
jr

The functionD,(-) can be interpreted as the demand forlicadn route
r: assume it is a positive, strictly decreasing function oftttal price on
router.

Let
1

V() = DEdE-  pC;

r[Rl jLa

By considering%, show thatS V/((t)) will be nonnegative provided we

set
L1

d :

—M;(t) (Olaccordingas  x .

dt y

r:jl
This suggests we can choose from a large family of price updatda-

nisms, provided we increase the price of those resourcesatihe capacity
constraint is binding, and decrease the price of those resswhere it is
not. We shall see that in the presence of time delays thisdraaslactually
somewhat limited.

7.7 Time delays

In earlier sections the parameteysr [R, ork;, j L3, were assumed to
be positive, but were otherwise arbitrary. This freedom wassfble since
the feedback of information between resources and sourcessgasned
to be instantaneous. In this section we briefly explore whaplkens when
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feedback is assumed to be fasiy.at the speed of light, but nonetheless
finite.

Consider first a very simple, single resource model of thengkialgo-
rithm, but one where the change in flow rate at tirdepends on congestion
information from a timeT units earlier. (In the Internet, a natural value for
T is the round-trip time; information about the fate of packetsrouter
takes approximately that long to reach the source.)

O
%x(t) =Kkw-—Xxt- T)pr(t - T)@
This system has an equilibrium poix{t) = X, which solves

W = XeP(Xe)-

Our interest is in how the system behaves if we introduce dl $lmetua-
tion about this rate. Write(t) = X + u(t). Let pe = p(Xe) and p’= p{xe).
Linearizing the time-delayed equation abegitwe find

Ll
9y = ow= S ue=) o+ pite =)= ot sepfue =)

Now, the solutions to a single-variable lineafdiential equation with
delay,

d = - —_—
U0 = —aut=T), (7.11)

are quite easy to find. Figure 7.6 plots the qualitative bituaof the so-
lutions, as thegaina increases from O teo.

u(t u(t u(t u(t

AN VAR N

a small

t
o large

Figure 7.6 Solutions of the diefential equation for dierent
values ofa

To find the valuen, that corresponds to the periodic solution, try using
u(t) = sin(At). Then

ACOSAt = =0 SINA(t = T) = =0 (SINAt COSAT — COSAL SINAT),

which gives codT =0, anda, = A = The periodic solution marks the

nl
27"
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boundary between stability and instability of equation {J,Jand hence
local stability and instability of the earlier non-linear system.

Remark Note that we could have gotten E%]from dimensional anal-
ysis alone: given that the critical value farexists, it has dimension of
inverse time, and is the only time parameter in the problem. For our sin-
gle resource model, the condition for local stability abdwg equilibrium
point becomes

T
KT (pe + Xep5 < >
Thus a larger derivative_requires a smaller gain

The argument suggests that the gain the update mechanism should
be limited by the fact that the produg® should not get too large. Of
course, in the absence of time delays, a larger valug farresponds to
faster convergence to equilibrium, so we would likeo be as large as
possible.

We briefly comment, without proofs, on the extension of theleas to
a network. For each r such thatj [tllet T,; be the time delay for packets
from the source for routeto reach the resourcg and letTj; be the return
delay for information from the resourgeto reach the source. We suppose
these delays satisfy

T+ Ty =T, jLdr [R,

whereT, is the round-trip time on route
Consider the time-delayed dynamical system

]
d _ B B B X (t)
E[Xr(t) =KX (t—T:) 1—-p(t)—pe(t) m (7.12)
where 1 O
pr(t)zl_ 1_“i(t_Tjr)
e
and -

1
Hit) = p B Xs(t-Tsj)%
sjs]
andk; > O,r [R. (This model arises in connection with variants of TCP:
comparing the right-hand side of equation (7.12) with expoest’.8) we
see that (t — T;)(1 — p:(t)) andx (t — T;)p:(t) represent the stream of re-
turning positive and negative acknowledgements.) If pckee dropped
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or marked at resourcgwith probability p; independently from other re-
sources, them, measures the probability that a packet traverses the entire
router intact. To see where the delays enter, note that the feedleackat
the source for route at timet is carried on a flow that passed through the
resourcej a timeT;; previously, and the flow rate on rousdhat is seen at
resourcej at timet left the source for route a timeTs; previously.

A plausible choice for the marking probabilify(-) is

this is the probability of finding a queue of sizeB in an M/M/1 queue

with arrival ratey; and service rat€;. (While we don’t expect the indi-
vidual resources to behave precisely like independ®&i¥l/1 queues with

fixed arrival rates, this is a sensible heuristic.) It can bewa that the

system of dlefential equations with delay will be locally stable abdst i
equilibrium point provided

mEB<g, [FTR.

This is a strikingly simple result: the gain parameter forteauis limited
only by the round-trip timel,, and not by the round-trip times of other
routes.

For the dual algorithm of Section 7.6 the time-delayed dycahsystem

becomes
d—tuj(t) = KjH;(t) X (t=Tij) = Cj
r:jcd
where
W
X (t) = )
® ket (t = Tr)

andk; > 0, j [CJ. It can be shown that this system will be locally stable
about its equilibrium point provided

MQﬂ<g, 13, (7.13)
where 1
_ . T
Tj = —@,
r:jIIIXr

the average round-trip time of packets through resoyréegain we see a
strikingly simple result, where the gain parameter at res®ii is limited
by characteristics local to resourge
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Exercises

Exercise 7.12 In the single-resource model of delay (7.11), find the value
of a that corresponds to the transition from the first to the segwagh in
Figure 7.6. Hint: Look for solutions of the formu(t) = e with A real.
Answer a = =.

Exercise 7.13 Check that at an equilibrium point for the system (7.12)
1-p

X =W ,
" opr

independent of,.

Exercise 7.14 The simple, single resource model of the dual algorithm
becomes . ] . O

—u(t) =ku(t) ——-C

MO KM)UU—U
Linearize this equation about its equilibrium point, to @htan equation
of the form (7.11): what i&1? Check that the conditiomT < /2 for local
stability is a special case of equation (7.13).

7.8 Further reading

Srikant (2004) and Shakkottai and Srikant (2007) provide aengoiten-
sive introduction to the mathematics of Internet congestontrol, and
survey work up until their dates of publication. The revieyw@hiang et al.
(2007) develops implications for network architecture.(vhich functions
are performed where in a network). Johari and Tsitsiklis (2a828t the
strategic behaviour of price-anticipating users, a topicted upon in Ex-
ercise 7.1. For more discussion of the particular primal dndl models
with delays of Section 7.7 see Kelly (2003a); a recent text taydsability

for networks is Tian (2012). There is much interest in the ergying and
implementation of congestion control algorithms: see \6ombe (2002)
and Kelly (2003b) for the TCP variant of Section 7.7, Ramamuethal.

(2010) for a dual algorithm using the condition (7.13), and Wiset al.

(2011) for multipath algorithms.
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Flow level internet models

In the previous chapter we looked at packet-based congestinnol in a
network where the number of users wanting to send files wad.fikeus,
we had a fixed seR of users, or routes, a sétof resources, and an inci-
dence matrixA measuring which routes passed through which resources.
However, in a real-world network users come and go; when sagisaveb
page finishes downloading, that user i=étively gone from the system.
Thus, the seR and the matrixA will be changing in time — when a user
leaves the system, the corresponding elemerR ahd column ofA get
removed.

We expect the download rates elsewhere in the system totddjtlss
change very quickly; the time scales here are the speed-dfdajays. We
will now look at the time evolution of the tripleA; J, R) on the time scale
where the user requests come and go. That is, we analyZétirdevel
process, in which we are interested in the files being dovad@ddacross the
network. Each route may have several ongoing flows on it; for example,
a user may be downloading several files from Dropbox. A flow sie®f
a certain number of packets, and leaves the network oncéthk packets
have been transmitted. (We will think of the routes as stilhgdixed, and
let the number of flows on the route vary — possibly, to zero.)

8.1 a-fair bandwidth allocation

To formally model the idea that the system reaches equilibficery quickly”,
we will assume that, given the information on the number of §lan each
route, the system finds its equilibrium rates instantanigobsr example,
if we had a single resource, then we would be looking at a sisglver
queue running (some form of) processor sharing discipline.

Write n, for the number of active flows on routgr [R), and letx, be
the rate allocated to each flow on route

155
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SupposeX;,r [R) is (always) chosen as the optimum of
1 Xl
max Wrnrm
—
s.t. nx <Cj, j (8.1)
r:jl
Xx =0 r R
This is known as the-fair allocation policy.

Remark 1. Fora =1 we will define’l‘l__; = x%=logx.

2. The fairness criterion for & a < oo collects the following information:

e asa - 0withw, = 1, this is maximizing the total flow, or through-
put;

e for a = 1 withw, = 1, we recover proportional fairness;

e fora = 2 withw, = % we get “TCP fairness” (recall from (7.9)
that the TCP algorithm produced flow rates that solved a iceoia:
timization problem);

e asa - oo with w; = 1, we converge to max-min fairness.

3. We can rewrite the objective function as
(nx)'

wynt————

ST 1-a

wheren, x, = X, is the total flow rate on route

Write x(n) for the unique solution of (8.1).
Now supposa = (n,,r [R) is a Markov process with transition rates

n. - n +1atratev,, n. - n,—1atrateynx(n).

Remark 1. This model corresponds fitesarriving on router at ratev;.
Each file has a work requirement (size distribution) that ijsomential
with parameteg,. All files on router are transmitted at rate = x,(n)
(wheren changes either at an arrival or at a departure).

2. We are assumingime-scale separatiorthat is, givenn (the number
of flows), the packet-level mechanisimstantly achieves the fairness
criterion with the rate,, r [R.

3. Although to define the Markov process, we want the file stpeke
exponential, the results we get for the model hold more byoad.,
this model isnsensitiveto the service-time distribution.

Letp; = v/, be the load on route
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Theorem 8.1(Bonald, Massoué) The Markov process is positive re-
current (i.e., has an equilibrium distribution) if and only i
1

pr <Cjforall j CI (8.2)
r:jcd

Sketch of proof First, if the stability conditions (8.2) are violated for some
j, we argue that the process is transient by comparing it toglesM/M/1
gueue on linkj. (If j were the only capacity constraint on the network, i.e.
all other links had infinite capacity, then the resultingteys would look
like a transientM/M/1 queue. Now, the actual capacity constraints cannot
increase the rate at which work is processed on firkthey can slow it
down, if a bottleneck elsewhere forcgto idle some of the time.)

Now, suppose the stability conditions are satisfied, andidenthe drift
of n:

Eln;(t +0t) = n (O)IN()] = vi — 1 X (1)

Recall thatX = (X;, r [R) is the unique solution to the optimization
problem

st. X <=Cj j[J (8.3)
r;jl
X =0 r [R

Let

Py = Mg 47
o w a1

We will show thatF(n(t)) is a Lyapunov function for the system. Note that

oF _ W _, 4

— = —p u, r (R
aur Ll,— pr r
and therefore,
m I:_I
E[F(n(t+dt)—F(n(®)In(t)] = u—rpr“n?(vr—urxr)= WP, N (pr=X)
r r (8.4)
Consider now
 —
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the objective function of the optimization problem. Sinkeattains the
maximum ofG() in the feasible region of (8.3), we have that for every
u in the feasible region,

GX)-(u-X)<0
and sinceG is concave,
Gu) - U-X)<0 (8.5)

Now, if the stability conditions (8.2) are satisfied, thEn¥ 0 such that
u=(p@Q+0jr IZB) is in the feasible region. Therefore, by (8.5),

Wrng(pr(l +0) % (pr(1+ D= X) <0

r

Combining this with (8.4), we get
—1
E[F(n(t +8t)) = F(@®)In(®)] = -1 wenfp, ™.

;
That is, whemn(t) is large, the drift ofF(n(t)) is negative. To apply the
Foster-Lyapunov criterion (D), we also need to show that tHeidithounded
above whem(t) is bounded; this follows from the fact tha(t) cannot

change too quickly. 1

8.2 Max-weight routing

Suppose now that we are looking for an algorithm that accahes rate
sharing between derent flows on a packet-by-packet level. How might we
arrive at a sensible flow allocation to the various resouitasany time
our decision consists only of which set of packets we forwdki@ will
think of the flow allocationX; as the long-range proportion of time that the
packets belonging to useiget forwarded.)

Consider a somewhat more general set-up. We have a set ofgjueue
dexed byR; packets arrive into these queues at some rate$Ve can’t
serve all of them simultaneously; instead, at each timevgtdhave a finite
set of possiblschedulesA schedule is a vector, indexed Byof the num-
ber of packets we may remove from the head of the correspomyliage.
We call the set of schedules, we'll assume that ifo [C$ andn < ©
componentwise, them [S. That s, if it is possible (say) to serve 3 pack-
ets from queue 1 and 2 packets from queue 2, then we can alsos&rve
packets from queue 1 arxl 2 packets from queue 2. Our goal is to pick
a feasible schedule i8 at any given time point, so that the whole set-up
ends up positive recurrent.
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I
I
I
-
I
[

Figure 8.1 Input-queued switch with three input and three output
ports. One set of possible pairings is highlighted in bold.

Example 8.2 Inthe internet modeR s the set of routesS is determined
by the constraints that we may not process more tDapackets on any
link j at any given time.

Another example is the internal workings of a switch, whichnards
packets from source to destination. A switch Nagput portsandN out-
puts; at any given time slot, it will move some packets fromitipeit queue
to their destination among the output ports. During any tgtos, at most
one packet can be using any input and at most one packet casrigeamy
output. Therefore, the s& of possible schedules is the set of all possible
matchingsbetween inputs and outputs. (See diagram in Figure 8.1.) The
indexing seRis the set of all input-output pairs.

We would like to determine theapacity regionof this system, i.e. the
set of arrival rate vectors\{),  for which there is some algorithm that
keeps the queues from growing to infinity.

The following proposition is quite intuitive: it says thatyafeasible set
of arrival rate vectors must be a convex combination of sooedules.
Let A be the convex hu@; that is, if A A tIlle_I:LIthere exist constants
Oy, 0 [3,withag; =0, oy =1,suchthah < 0,0.

Proposition 8.3 If the arrival rate vector doesotbelong toA\, then there
is no algorithm that will stabilize the network.

You will prove this in Exercise 8.1.
For each vector of arrival rates insidg it seems plausible that there
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should be some algorithm that keeps the system stable vadethrrivals.
We will show in this section that there is actually a singlgaaithm that
works for all arrival rates im\; such algorithm are often calleédroughput-
optimal The algorithm we consider is calleédaxWeight and was intro-
duced in Tassiulas and Ephremides (1992). The algorithm lavkbe
queue sizes on all of the users, and picks a schedule thasssovne of
the longest queues. Specifically, at every time step, theritthgn picks a
schedules which maximizes

1

o Cargmax  o(r)qg’.

rRI
Here, a is a tunable parameter, which determines how we split servic
among all of the queues. If we take - 0, then the goal will be to max-
imize the number of distinct queues that receive servichatext time
step; ifa = 1, we are weighing queues by their lengthcas, o, we are
giving the most weight to the longest queue. This is in manysasmi-
lar to notions ofa-fairness that we encountered earlier, but it's important
to notice the diierence: here, we are interested in maximizing things over
only the single upcoming time step.

Theorem 8.4 For anya [(D, c0), and any arrival rate vectofA, ), mthat
lies in the interior of/\, the MaxWeight algorithm stabilizes the system.
That is, the Markov chain describing its evolution will besjive recur-
rent.

Proof We will construct a Lyapunov function for this system. By defini
tion, if-Alies in the interior of/\, then there exist constartig = 0, o [S,
with ag = 1, such that —

A < 0g0;.
(e}

Now, consider the Lyapunov function

L@= i1
We can approximate its drift as follows:
[
E[L(a(t+ 1)) = L@)Ia®] = o7 Elq(t + 1)*™* = ()" Ha()]
i B |

= QE[a(t+1) - a.[Ola®)].
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Remark We should clarify what means here. Foster-Lyapunov criteria
mean that we will be interested in the drift bfwheng; is large. Now, the
increment; (t+1)—q;(t) is small: the queue can decrease by the number of
packets which have been served (which is bounded), and cazaseby
the number of packets that have arrived (which isn’t bountdatiPoisson

is almost as good). Therefore, what we mean is

L1 L1
E[L(q(t+ 1)) - L@®)la®] =  o'E[q/(t+1)—a®la®] +o(  a).

r r

We’'ll now show that, when queues are large, this drift is negaBy
the definition of the MaxWeight algorithm,
1 11
Elg(t+)-a®a®l= M- o),

r r r

1 .
wherec(t) [drg maxrs , 0:q:(t)°. Note that this means that

I 1 I 1
org()* = 0s0:Gr(1)°

r (o)

for any other convex combination of feasible schedules.
Since we know there is a convex combination of feasible sdeedhat
dominates\, we must have
1 1
o g ()" > Argr (D),

r r

and we conclude

E[L(q(t + 1)) - L(q(®)la(®)] < -1

for all suLcidntly large initial queue sizes.

For the Lyapunov criteria to apply, we need to also check thad(t) Cis
bounded, then the drift df is bounded above. This follows because each
gueue size cannot increase by more than a Poisson numbeivafsarand
can only decrease by a constant amount. Since all moment$oisaon
random variable are finite, the expected changgtfis bounded wheq,
is not too large. 1

Remark The Lyapunov functions for the MaxWeight and tdair poli-
cies look remarkably similar. Recall thatfair sharing could be thought of



162 Flow level internet models

as solving the optimization problem

X =0 r (R

Here, 6;X) was the total flow rate allocated to routen, was the size
of the queue of files that needed to be transmitted along mquaed w;
were arbitrary weights. If we set, = 1 for all r, then we can think of
MaxWeight as myopically trying to optimize the derivativigtlois objective
function at every time step, except that instead of a contiawset of flow
rates we have a discrete set of schedules.

Exercises

Exercise 8.1 Prove Proposition 8.3 by considering the inner product of
the queue length vector with the arrival rate vector, andmaning it to an
unstable queue.

Exercise 8.2 In the proof of Theorem 8.4, we used the approximation

Efar (t + )™ = ar()*Ha®] = o’Elar(t + 1) — g (Dla(t)].

Show that there exists a constaptsuch that if[q(t) > Q, then the in-
equality

E[L(q(t + 1)) - L(a(®)la®)] < -1

genuinely holds without the approximation.
Check also that, ifg(t)Ck Q, then there exists a constadtsuch that

E[L(q(t + 1)) - L(q(®))la®)] < K.

8.3 What can go wrong?

Consider a system with just two resources and three rowtesiie-resource
routes and one route using both resources. Withcafgir allocation of the
tra[c rhtes, as we saw last time, the stability conditiopdst p; < 1,
Po + p2 < 1. Provided this condition is satisfied, the Markov process d
scribing the number of files on each route is positive recurre

Let us consider a diefent way of allocating the available capacity. Sup-
pose that streams 1 and 2 are given absolute priority atrsdurces: that
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P2

N
1
1
1
1

----000 =

—= 000

Po No : =1 ; =1

Figure 8.2 A system with three flows and two resources

is, if ny > 0 thenn;x; = 1 (and hencegxy = 0), and ifn, > 0 thennyx, = 1
(and agaimpxy = 0). Then stream 0 will only get servednf = n, = 0,
i.e. there is no work in any of the high-priority streams.

What is the new stability condition? Resource 1 is occupigetldw 1 a
proportionp, of the time; independently, resource 2 is occupied by flow 2
a proportionp, of the time. (Because of the absolute priority, neither flow
1 nor flow 2 “sees” flow 0.) Therefore, both of these resourcedrae for
flow O to use a proportion (% p;)(1 — po) of the time, and the stability
condition is

Po < (1= p1)(1—p2).

This is a strictly smaller stability region than before. Figu.3 shows a
slice of the stability region for a fixed value p§.

1-po p1
Figure 8.3 Stability regions undea-fair and priority schemes
The system is failing to realize its capacity, because trgestarvation

of resources: the high-priority flows prevent work from reachsome of
the available resources.
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Remark e Suppose that we put a very largellai between resources 1
and 2, allowing jobs on route 0 to be served by resource 1 agrdlait
for service at resource 2. This would recover throughputroality, and
might be an adequate solution in some contexts. Howeveheinter-
net the buersizes at internal nodes have been scaling more slowly than
flow rates. Also, putting blering between the resources would increase
the round-trip time; as we saw, this makes the system mucleh&wd
control.

< Another way of giving priority to customers on routes 1 and Gu¥d
be to use the weighted-fair scheme and assign these flows very high
weight; as we know, any weightedfair scheme results in a positive re-
current Markov process. Why are the results we get for the themes
so dilefent? In both schemes, the number of packets on roukg @jll
eventually get very large. In am-fair scheme, that means that route 0
will eventually receive service; in the strict priority §ag n, doesn’t
matter at all. (Note that from the point of view of positive re@uce, it
doesn’'t matter what happens whenis small.)

Exercises

Exercise 8.3 Inthis exercise, we will explore another way in which things
can go wrong when we introduce stability. Consider the netvilo Fig-
ure 8.4. Jobs in the network need to go through stations 1-edder, but

a single server is working at stations 1 & 4, and 2 & 3. Consatjyeat
any time, either jobs at station 1, or jobs at station 4, batadh, may be
served; similarly for jobs at stations 2 and 3.

1 2
L L
4 3 >
L L

Figure 8.4 The Lu-Kumar network. Jobs go through stations 1-4
in order, but a single server is working at stations 1 & 4, ar&d 2
3.

We will assume that jobs at station 4 have strict priority rostation 1,
and jobs at station 2 have strict priority over station 3.{liaif the server
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at stations 1 & 4 can choose a job at station 1 or at station & wsh
process the job at station 4 first, letting the jobs at statigueue.

We will assume that jobs enter the system deterministicatlyimes 0,
1, 2, and so on. We will also assume that the service timed tiajobs
are deterministic: a job requires time 0 at the low-prioriigt®ons 1 and 3,
and time Z3 at the high-priority stations 2 and 4. The O-time jobs are, of
course, an idealisation, but we’ll see that they still makiel@rence due to
the priority rules.

We will assume that service completions happen “just befonedule”.
In particular, a job completing service at station 3 at timeill arrive at
station 4 before the external arrival at timeomes to station 1.

1. Check that each of the two servers individually is not maated, i.e.
work is arriving for them at a rate smaller than 1.

2. LetM be large, and consider this system starting at time 0 Witjobs
waiting to be processed by station 1, and no jobs anywhege&tsime
0, these jobs all move to station 2. What is the state of thiesyat time
2M/3? At time M? When will the system first start processing jobs at
station 3?

3. Once the jobs are processed through station 3, they mote siation
4, which has priority over station 1. When will jobs be proses next
through station 1? What is the queue at station 1 at that time?

The above example shows that, if we start the system at timehOaw
gueue ofM jobs waiting for service at station 1, then at tim®l 4here
will be a queue of 1 jobs there. That is, the system is not stable. This is
happening because the jobs starve some of the servers,gdham to be
idle a large portion of the time.

8.4 Linear network with proportional fairness

In this section, we will analyse an important example of apd@metwork
running proportional fairness. A linear network (illustdtin Figure 8.5)
is what a more complicated network looks like from the pointieiv of a
single file; consequently, it is an important model to getriderstand.

We will takea = 1 andw; = 1 for all i, i.e., the simple proportionally

fair model. The optimal allocation is
n
noXo = —t—=1-nx, 1=1,...,L.

Let us check that this optimizels%’ogxi. Clearly, if n, > 0 thenngxy +
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N1, X1 N2, X2 L, Xo
1 1 1

No, Xo

01202:...=CL=1

Figure 8.5 Linear network withL resources and + 1 flows

nx = 1, as otherwise we can increaseTherefore, the optimization prob-
lem becomes

O] O
19 nx
maxnglogx, +  nlog
I=1 n
Di [erentiating, at the optimum we have
1
o _
— = =CTknx =X N
X g 1% ’ =1 |
or
1 n
X = —E—, No¥Xo= —Ft— =1-nx.
Mo+ = N No+ =N

We now compute the equilibrium distribution for this systexplecitly.
The general formulas are

qin,n+e)=v, qgn,n-e)=xn)np

and therefore for us

n
q(n,n - &) = po——t—, no>0

N+ 1z N
and
: n
ann-e)=p—F=-, n>0i=1...L
N+ 1z N

Claim The stationary distribution is given by
O L0 —
no + =1 nl 116) n
Po P
Mo =1

n(n) =B

where B is a normalisation constant.
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Proof We check the detailed balance equations.

() G

n(n) " LTI 1 .
no+1 o no+

‘:1n|+1

and

)

Vi

n+1 vi

L
n(n) fof iz ! ,
oL M g+l m+l

as required. 1

In this case, we can also compute the normalization conBtant
'ZnE' +n+...+n H
A AR
0
m— e T o |
0 Py, negative binomial expansion
0
n n 1
O
_ 1 I_—El—bl P2 . PL w
— 1-po 1-po 1-po
- ,—(l._ pO)L_l - B_l.
(L= po—p1)
Putting everything together, in this example we have
C1 L1 0
=1 1_p0_pl) 1=o0 NI L1

A-p)t e "

providedp; < 1—pg foralli

n(n) =

forn 2%

Remark 1. This is an example of a quasi-reversible queue. That is, if
we draw a large box around the linear network, then arriviésach file
type will be Poisson processes by assumption, and the depsmvill
be Poisson as well. (We saw this for a sequendd4il/1 queues at the
beginning of the course.) This lets us embed this into a biggavork
as a unit, in the same way we did wiNMi/M/1 queues (so we could
build an open migration network of these, say). It also candasluo
show insensitivity, i.e. that the stationary distributid@pends only on
the mean service rates.
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2. This model has the neat feature that the mean time that aggb &
the system is proportional to its size. Indeed, from the poiniew of
this system it doesn’t matter whether we send a file of 100 gigclor
sequentially send 100 small files of 1 packet each. (One casgdye
imagine a rate allocation algorithm that took file size intoc@unt, for
which such a statement wouldn't be true.)

3. Let us define th#ow throughpun router as

average file size on route
average time required to transmit a file on route

The average file size we know §s. The average time can be derived
from Little’s formulaL = AW, which tells us

E(n;) = v, - average time required to transmit a file on route

Combining these, and recallimpg = v, /|, we get

Pr
throughput= —.
ghp En,
Since we knowrt(n), we can calculate this throughput; models for which
the calculation can be done exactly are somewhat uncomradhissis

a valuable feature.

Exercises

Exercise 8.4 Show that the flow throughpu&, for the linear network is
given by

0
1=0 1-pg—p|

Note that 2-po—p; is the proportion of time that resourtss idle. Thus, the
throughput is as if the file on routegot the entire idle resource to itself a
proportion 1-py—p, of the time. (On route O it is a little more complicated,
as some of the resources on the route may be forced to idle Igestian
on other resources.)

8.5 Further reading
e Bonald and Massoudi(2001)
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e Tassiulas and Ephremides (1992) The Lu-Kumar network in Es@&:3
was introduced in Lu and Kumar (1991).

Analyzing the set of arrival rates for which a given queueiagnork
with a given scheduling discipline will be stable turns owtoe a sur-
prisingly nontrivial problem. The book of Bramson (2006)dalisses in
detail a method of showing stability usifigid modelswhich generalise
the drift analysis we have seen in several chapters.






Appendix A

Continuous-Time Markov Processes

Let T be a subset oR. A collection of random variablesX(t),t [T)
defined on a common probability space and taking values iruataeble
setS has the Markov property if folp <t; <... <ty <tpgallinT

P(X(th+1) = X+ | X(tn) = Xn, X(tn-1) = Xp-1, .. ., X(to) = Xo)
= P(X(the1 = Xne1 | X(tn) = Xn)

whenever the evefiX(t,) = x,} has positive probability. This is equivalent
to the property that fotp <t; <...<tyallin T andforO< p<n

P(X(t) = %, 0 <i<n[X(tp) = Xp)
=P(X(t) = x,0<i < p| X(tp) = Xp)P(X(t) = X, p<i = n|X(tp) = Xp)

whenever the ever{iX(t,) = X} has positive probability. Note that this
statement has no preferred direction of time: it states tratditional on
X(tp) (the present),X(;),0 < i < p) (the past) andX(t;), p < i < n) (the
future) are independent.

Our definition in Chapter 1 of a Markov chain corresponds ®thse
whereT is Zsg or Z, and where the transition probabilities are time homo-
geneous. Our definition of a Markov process correspondsetodie where
T is Rsg or R, where the process is time-homogeneous, and where there is
an additional assumption we now explore.

A possibility that arises in continuous, but not in discreime isexplo-
sion Suppose the matrix of transition rates is given by:

1
0

o N
[@ RN

Then the expected time that the process spends inkstatis (3)*, which

171
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is summable: so we we expect the process to have run outdtistra by
time 2. The trajectories will look something like the follavg figure. In
particular, there will be an infinite number of transitiongrithg a finite
time period.

Figure A.1 Trajectories of an explosive process (TO APPEAR)

A related possibility is a process “returning frowi’: consider a process
that at time & is in state 0, then “jumps teo”, and then runs a time-
reversed version of the above explosion. Then at anytime, the process
is (with probability 1) in a finite state; but, ds— 0 from aboveP(X; =
n) - 0 for any finiten. In particular, this process spends a finite time
in state 0, but “goes nowhere” once it leaves state 0 (in thasngte, all
Qo; = 0). Such a process is known asnconservative

Throughout this work we assume that any Markov process witlthv
we deal remains in each state for a positive period of time amttapable
of passing through an infinite number of states in a finite tiiflgs as-
sumption excludes both of the above phenomena, and enseresdcess
can be constructed as in Chapter 1 (from a jump chain and a segjoén
independent exponential random variables). It will usub#yclear that the
assumption holds for particular processes, for example, flendéfinition
of the process in terms of arrival and service times.

When an equilibrium distribution exists, the process carexgicitly
constructed fot < O by constructing the reversed proce¥gt),t = 0),
using the transition rates)(j, k), j, k, C$) given in Proposition 1.1. For
example, in Figure 2.1, given the number in the queue at time0, we
can use the Poisson point proces8emndD to construct the process both
before and after time 0. This provides an alternative to sigitthe process
with the equilibrium distribution at timé&,, and lettingty —» —co.

Consider a Markov procesX(t),t [CI1) whereT isRso orR. A random
variableT is astopping timgfor the process) if for each [T the event
{T < t} depends only onX(s), s < t); that is, it is possible to determine
whetherT < t based only on observing the sample pattXaip through
timet. A fundamental result is thetrong Markov propertyif T is a stop-
ping time then conditional o < oo andX(T) = X, the pastX(t),t < T)
and the futureX(t),t = T) are independent. [T is deterministic then this
becomes our earlier restatement of the Markov property: fadft, the
distribution of X(t),t = to) is determined by and determines the finite di-
mensional distributions, i.e. the distributions &({;),0 < i < n) for all
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to <ty <... <ty and any finiten (Norris (1998), section 6). Finally we
note that our construction of a Markov process from a jumprchalowed
the usual convention and made the process right-contindotighis was
arbitrary, and is a distinction not detected by the finite elisional distri-
butions.



Appendix B

Little’s Law

Let X1, Xy, ... be independent identically distributed nonnegative ramdo
variables. These will represent times between successiawals. Let

N({t)=maxn: X;+...+ X, <t}

be the number of renewals that have occurred by tims(t) is called a
renewal process

Suppose that a rewany, is earned at the time of thath renewal. The
rewardY, will usually depend orX,, but we suppose the pairk{ Y,), n =

1,2,..., are independent and identically distributed, and ¥aas well as
Xn, IS non-negative. Theenewal reward process
NO—1
Y(t) = Y,
n=1

is the total reward earned by tinhe

Theorem B.1(Renewal Reward Theorem)f both EX,, andEY, are finite
then
Y(t) wp1 . Y(t) _ EYq

lim —= IimE—= = .
teoo t tooo EX,

Remark In some applications the reward may be earned over the course
of the cycle, rather than at the end. Provided the partiabrdvearned
over any interval is non-negative the theorem still holdse Titeorem also
holds if the initial pair ¥y, Y1) has a dlerent distribution from later pairs,
provided its components have finite mean. For example, isjls¢em un-
der study is a Markov process with an equilibrium distribatithe system
might start in equilibrium.

The reader will note the similarity of the “with probabiligne” part of
the Theorem to the ergodic property of an equilibrium disttion for a
Markov process: both results are consequences of the si@angf large
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numbers. Let's prove just this part of the renewal rewardiém (the “ex-
pectation” part needs a little more renewal theory).

Proof (of the w. p. 1 part)Write (X,Y) for a typical pair K, Y,); we
allow (Xy, Y1) to have a dierent distribution. FirstN(t) — o ast - oo
with probability one, since th¥s have finite mean and are therefore proper
random variables. Now

N[O 1 NEFL 1]
Xn < t < Xn

n=1 n=1
by the definition ofN(t), and so

I@Xn t Im*1xn N +1

n < < n=1
P NO P e P
X

=1
-E -EX -1

where the convergences indicated are with probability usSEAN(t) —
EX with probability 1, and sdN(t)/t — 1/EX with probability 1. But

NDO_1 N
Yo Y(t) < \A
n=1 n=1
and so
'*’T*‘Z'Y NO _ YO _ vy, N +1 N
i i 0 L 45w Wi 1 91 W
~EY - /EX ~EY -1 - /EX
and thusy(t)/t - EY/EX with probability 1. 1

To deduce Little’s Law in Section 2.5, we needed to make thpgdica-
tions of the renewal reward theorem. Consider first a renegvaard pro-
cess where each customer generates unit reward per uniefttispends
in the system. Then we used this process, together with theeaheorem,
to defineL in terms of the mean rewards earned over, and the mean length
of, a regenerative cycle. Our definition of the mean arrivaival rate A
used a dierent reward structure, where each customer generatesednit
ward when it enters the system. Finally, to defitieve construct a discrete
time renewal process, as follows. Note the points in time wleastomer
enters the system. Then the first customer to enter the syfstiéawing
a regeneration point of the system marks a regeneration paithis dis-
crete time scale. If each customer generates a reward oindgédne system
equal to its time spent in the system, then we defiédh terms of the
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mean reward earned over, and the mean length of, a regermecgtie on
the discrete time scale.



Appendix C

Large Deviations

Consider the following problem. Suppose that we have mahygers try-
ing to share a communications channel, and the bandwidthrezgents
of the users are random; say for simplicity iid with mgar_aw of large
numbers implies that, if we haveusers in the system amds “large”, then
the bandwidth that all of them require will be approximately

However, if we are planning the communication link, or if we alan-
ning admissions of new customers to an existing link, we @aterésted in
finer details than that. Specifically, we would like to bounafrabove)
the probability that the total required bandwidth is morarthhe channel
capacity by some small number SPECIFIC VALUES? REFERENCES?

As a first approximation, we could use the central limit tlegor if n is
large enough, lettin®, be the bandwidth requirements of all the users, and
K ando be the variance of the requirements for each individual wser,
expect B, — nu)/( no) to be approximately the standard normal. Thus, if
we go out su_ciantly far along the normal distribution, we should be safe.

However, the central limit theorem is only an asymptotiate@t's exact
only if the individual users’ requirements are Gaussian) of-asymptotic
result is the Chebyshev inequality, but it's too conseweati

Also, since we are not interested in the asymptotic distidiouof By,
only in the behaviour of the probability that it will be largemakes sense
to try to estimate that probability directly.

Formally, letXy, ..., X, be the (iid) service requirements of theusers.
We will assume that thenoment-generating function (¢) = E[gX] is
well-defined (at least on some neighbourhood of 0). We fave L, X;;
recallE[X;] = & __M(s) = .

dss=0
Now, for any random variabl¥ we have the following easy bound.

Proposition C.1 (Chernd_bbund)

P(Y = 0) < inf E[e®"].
=0
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Proof
P(Y = 0) = E[LY = O}].

Since for anys = 0 we have pointwise

e =1, IR,
the inequality follows. 1

Using this bound, in Section EFFECTIVE BANDWIDTH we provesth
following. Suppose that a communications channel with toggdacityC
has users of several dent type, say; users of typej. Users of typej
have iid bandwidth requiremen¥ s, ..., X;n,, with log-moment generat-
ing fﬁﬂgﬂ((\j(s) = log E[e¥*1]. Let the total bandwidth requirement be
S= ; 2 X Then, foranys=0,

1
logP(S > C) <logE[e*™®] = njAj(9 —sC
j=1
We would like to know whether this bound is exact: that ist tsuie that
1
logP(S>C) = Lr;g njA;j(s) — sC?
=1
We will now show that this is in fact true.

It is more convenient to center everything around 0. Thuswiliebe
considering iid random variables§, . .., X, with E[X] < 0, but a positive
probability of being positive; and we will be try to estimake probability
thatX; +...+ X, > 0.

Note that ifP(X; > 0) = p > 0 thenP(Xy + ... + X, > 0) = p". This,
together with the Chernlobbund, means

nlogp<logP(X;+...+X,>0)< nisgg/\(s),
Thus, we could hope that
%IogP(X1+...+Xn20)

converges to some constantras. oco. We will show that the constant is in
fact infeq A(S).

Theorem C.2(Craner’s theorem) Let X, ..., X, beiid, with density ;f,
moment-generating function (8) = E[e%], and log-moment generating
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function/A(s) = log M(s). Assume that info/A(S) is achieved. Assume fur-
ther thatE[X;] < O, butP(X; > 0) [0l Then

1 .
lim ﬁlogP(X1+...+Xn =>0)= QB/\(S).

n- oo

Proof We already showed

lim sup% logP(X; + ...+ X, > O)quigg N(S).

N- oo

We will now show the lower bound. Rather than working dingatlith
X1 +... X, we will divide everything through bg and look at the average,
IXy+..., %)

The first thing we show is that, for ariy? 0,

1 = 1 H
liminf - logP -k E(X1+ LX) < O= ISQB/\(S).

Nn- oo

Assuming inf A(s) is achieved, les~be the value where it is achieved:
thenA{st)’= 0. On the other hand,

_d oo EDXae ™
/\I%SL_)l_ dslogE[e ]lszs‘:'— E[es%]

Note that the denominator M (s = €*?: then we have
0= AYsY = E[X,e5 ] (C.1)
Consider a random variabléwith probability density function is
fz(x) = €M £y (X).

Assuming this is indeed a density (see Exercise C.1), we sé¢hthax-

pectation ofX is precisely the quantity we had just computed:
1 1

E[)’Z] = X f)”((X)dX = Xe—)\(sqjesq fxl(X)dX — E[Xlesql_/\(s[—_}j
and henc&[X] = 0.
Now, law of large numbers implies that, if we average mangpehdent
copiesXy, .. ., Xy, then as — oo,

1. ~
P(—Cx E(X1+...+Xn)<E)]a 1

On the other hand, if we look at the change of measure reqtorgetX
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from X;, we see

1
P (Xt ...+ X) < D= B (x)dx ... fx,(a)d%,
_?%fjia—,,,+xn<m:l
= eMsVgsh fr, (x0)dxg ... Mg s f, (Xn)d X
ety

- Mg turm s (x)dxq ... i, (xa)dx,

B E—
> er'l(/\(sl‘_)]‘@"_)J 1_n|3xl+,,,+xn<nljc)~(1(xl)dxl T ff(”(xn)d)qﬂl
= -
= @NS-Ep [k ﬁ(kl +...+ >~<n) <t

Consequently, for ani/> 0,
1 1
liminf %IogP -[x %(x1+...+xn) < O=2 A(SY- &

Now, this isn’t quite what we were looking for, because we \gdrb
estimateP(X, +...+ X, > 0). Suppose that, instead of doing the calculation
for Xy, ..., Xn, we doitforXy. .., X5 whereX™= X;— Cf Cis suLciantly
small, we will still haveP(X> 0) QO Now,

| |
liminf %IogP -[x %(Xlz'+...+ XN < 0= AHsH'- &
whereAXs) = logE[e%] = —[3F A(9). In particular,s=Will be the same
for AtandA. Also, -k 1(X[+...+ XY < Ok, by construction, the same
event as %(Xl +...+ X,) < 2[Jso we conclude
L] |
liminf % logP 0< %(x1+ LX) <202 A(SY- F

n- oo

Since this holds for everi/® 0, we finally get
1 O

1 1 .
liminf = logP 0< ﬁ(xl o0+ X)) =AY = |Sr21£/\(s).
L1

Exercise C.1 Check thatfy really is a probability density, i.e. integrates
to 1.
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There are two important consequences of the proof. First, hveaved
that almost all of the probability mass associated vﬁ(t}‘il +...+X,)>0
sits on%(xl +...+ X,) (D, Ol That is, if we overshoot, we are likely to
overshoot by a small amount. Second, we have derived thelikelstbe-
haviour of theX;, assuming we do overshoot. Conditional on overshooting,
the X; most likely look like the iid variable&, ..., X,, which areexpo-
nentially tiltedto have mean 0. The exponential tilting is determined by
the optimal parametes™’

Let us now derive another application of the large deviatitireory, to
gueues with bliering. Suppose that our communication link is preceded by
a buler of sizeB. Files from sources of diefent types arrive and sit in the
buled before being sent through the link; the link can process élerate
C. We will assume that files that arrive when there is not enaogm in
the bulenddo not get lost, but have to use some other, more expeffisive,
of storage; so that we would like to limit the probability thlis occurs.

Let X [t1, to] be the number of packets arriving froith source of type
j during the intervalfy, t;]. Assume thatXj); ; are independent, and that
each process hasationary incrementghat is, X;i[t;, t;] depends only on
t, — t1. Let X[ty, t;] be the total arrival rate of the packets of all types. For
simplicity, we may think of theVl/G/1 queue, where “G” refers to the file
size distribution. We will assume that average total atnigge of packets
is smaller tharC, so that there is a stationary queue size.

Suppose that the queue starts out empty at tiee Then at any fixed
time, say 0O, the queue size is at least

Q)= X[-1,0] - Ct

for anyt > 0. We may have a strict inequality because when the queue is
empty, it is not serving work. Looking since the most recanetwhen the
gueue was empty gives equality, because while the queuaémmty, it is
draining at rateC; so

Q(0) = sup X[-1,0] - Ct.
0<t<co
Let L(C, B,n) = P(Q(0) > B) when service rate i€ and the number of
users of dlefent types is1 = (ny, ..., ny).

Consider the limiting regime where the arrival rates, cépes; and
bulerdsize are all large.

Theorem C.3(Botvich & Du [eld, Courcoubetis & Weber, Simonian &
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Guibert)
1 1
lim —logL(CN, BN,nN) =supinf st  n;(a;(s,t) — (B + Ct))
[\ ) N t=0 =0 JE]]
where

1
aj(st) = S log Ee¥il01

is the dedtive bandwidth.
Sketch of proof
P(QY > BN) = P(X"[-t,0] > (B + Ct)N for somet)

This is bounded fr elow bp(XN[-t, 0] > (B + Ct)N) for any fixedt,
and from above by -, P(XN[-t, 0] > (B + Ct)N).
Now, for any fixedt we have by Crar@r's theorem
1 ]  —
NIogP Xji[-t,0] > (B+ Ct)N irlf st nja(s t)—s(B+Ct).

=1L i=1 =1

This gives us the lower bound directly.
For the upper bound, we have

1 C— 11
NlogP(...) < ir;f st njaj(s;t) — s(B+ st).
t=0 =1
For well-behaved processes, only the largest term on thé higihd side is
going to matter (see Exercise C.2 for the idea, and (Ganes 4,
Lemma 1.5) for a proof). Consequently, we can safely replagg by
SUPRso- 1

Exercise C.2 [Principle of the Largest Term] Consider two sequenrggs
by, with

1 1
— - ~logb, - b.
If a= b, show that
1
HIOQ(an"' b)) - a

Conclude that if
1 1
—logp, < f(1),
n t=0
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then in fact

lim sup} log pn < max f(t)
noe N "7 ost<T '

First of all, this tells us that the probability of overflow is ap-
proximately exptcN) for some constarnt (which can be computed from
knowing the dedtive bandwidth of the source, the @i capacity, and the
speed of the channel). This is useful in designing the systegpeaific
service guarantees.

Second, the quantities—andt~that achieve the infimum tell us how
bulenoverflow occurs when it does occur. The quartfitig acharacteris-
tic timescalelt tells us that, when biedoverflow occurs, it occurs because
the buled size has been growing linearly from OB over timet~' That
is, until time—t~éverything was going normally, and then over the time pe-
riod [-t50] the arrival procesX behaves as if it had the higher-than-usual
mean arrival rate of + &,

In order to have a higher-than-usual total mean arrival rateackets,
some of the sources need to be sending more packets thanragevAs
we saw in the proof of Craér’s theorem, this means that each of the
sources will have some parameﬁ'and the distribution of its workload
will be exponentially tiltedusing thissjE.' However, the fact that we have a
single parametes-here means that alll tmT:Dare the same: that is, the most
likely path to overflow is to have too many packets of evenetyp
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Foster-Lyapunov Criteria

Our interest here is to be able to prove that certain Markairchare pos-
itive recurrent without explicitly deriving the stationadistribution for
them. We will borrow an idea from the analysis of ordinanfelential
equations.

In Chapter 7 we studied the long-term behaviour of the trajées of
systems of ordinary diefiential equations. We were able to establish con-
vergence without explicitly computing the trajectoriegitiselves by ex-
hibiting a Lyapunov function, that is a scalar function of thats of the
system that was monotone in time.

[

Consider an ordinary dierential equation,

d o _
d—tx(t) = f(x).

Suppose that we want to prove that trajectories of this eguabnverge
to some equilibrium poinky, without explicitly computing the trajecto-
ries themselves. If we can find a continuous scalar fund¥iEr with the
properties

e V(X) =0 forall x(i.e.,V is bounded below), witNV(xg) = 0 andV(x) >
0 for x [Xx§;

. d%V(x(t)) <0 (i.e.,V decreases along trajectories);

e For every[®> 0 there exist® > 0 such that, ifx(t) is more than_away
from xo, then &V (x(t)) < -3;

then we can concludgt) - xp ast - oo,

Exercise D.1 Show this, by considering successively smaller balls adoun
Xo, @and demonstrating thaft) cannot remain outside of them forever.

]

We will now argue that a similar phenomenon holds for Markoaiob.

184
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Consider an irreducible countable state-space Markov q&@iaso, with
states indexed b¥-q. Assume for simplicity thak, is aperiodic. Suppose
that we find a functior(X) with the properties

e L(X)=0forall X (i.e.,L is bounded below);

e E[L(Xy1) — L(Xp)|Xq] < —1 for all X, > 0 (i.e., from all “large” states,
L will on average decrease);

e E[L(Xnhe1) — L(X0)|Xn = 0] < oo (i.e., L can't increase too much once
we've reached state 0);

then we can conclude that the Markov chain is positive recuriVe can
rephrase the positive recurrence as follows, to bring outsih@larities
with the ODE formulation: Starting from any state, the expédime to
reach state 0 is finite.
This is the form in which the result appears in Foster (1953). We w
now prove a slightly more general version.
Let the transition matrix of the Markov chaiX be P, with entriesp;.
For a nonnegative functioh defined orZ.g, let P f be the function
—1
Pfi)= mif(i)
J
(possibly,P f(i) = +co for somei). We can think of this ag[ f (X+1)|Xn =

i].
For the Lyapunov functio. above, we calE[L(Xq.+1) — L(X,)[Xn] the
drift d(X,). If X, =i, then the drift takes the form

d(i) = E[L(Xn+1) = LOX0)IXn = i] = PL(i) = L(i).

Proposition D.1 (Foster-Lyapunov stability criterion for Markov chains)
Let (Xn)n=0 be an irreducible, aperiodic Markov chain with state spagg
and transition matrix P. Suppode: Z,;.9 — Rxo is a function such that,
for some constants® 0, K > 0, and b,

_ i>K;
E[L(Xne1) = L)X =] < %: i <K

Then X is a positive recurrent Markov chain.

The main change from the previous formulation is that we noavall
an arbitrary finiteexception sebn which the drift may not be negative.
(The condition that the drift isc —[CHather than< —1 is simply a matter of
rescaling the function.)
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Proof We will show that, starting from any stateghe mean time to return
to the set{i < K} is finite. This implies (and is equivalent to) positive
recurrence (Asmussen, 2003, Lemma 1.3.10).

Lett = min{n = 1 : X, < K}. IF WE KNOW ABOUT HITTING
TIMES: (Note thatr isn’t quite the hitting time ofj < K}, becausa = 1.)
Our goal is to shovE[T|Xy = i] is finite for all i < K; we will actually end
up showing that it is finite for all starting states

Consider the inequality

E[L(Xi+1)|X] + [ LX) + bly<,
which holds for all timed. Add this up overalt : 0 <t < 1 -1 and take
expectation to get

1 1
E[L(X)IXo, ..., Xia] + [B[T] = E[L(X)IXo, ..., X-a] +b (D.1)

t=1 t=0
Now, if we could cancel the like terms in the sums, we would get
H[T] < L(X) = L(Xy) +b < L(Xp) + b. (D.2)
This means thaE[1] is bounded.
Unfortunately, the sums in (D.1) may be infinite, and if

1 1
E[L(Xt)le, ey xt_]_] = E[L(xt)le, ey xt_]_] = oo
t=0 t=1

then cancelling like terms is fishy. We can get around this éiyngithe
following trick. Let t" be the first time wheh (Xy) = n, and let

Tp = min(t, n, ).

Then in the equation

1 w1
E[L(X)Xo, ..., X=t=1]+ [H[t] =  E[L(X)Xo,..., X-a] +b
= =0
- t (D.3)
all terms are finite, so cancelling like terms is ok:
H[1,] < L(Xo) — L(X,) + b < L(Xp) + b. (D.4)

Increasingn — oo will increaset” - oo, hencer, - T; and the mono-
tone convergence theorem now implies (D.2). 1

Remark
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The proof is fairly similar to the original proof in Foster (89), although
this version of it has been adapted from Hajek (2006).

Sometimes we want to work with (continuous-time) Markov pssess,
rather than (discrete-time) Markov chains. The Foster-Lyapustability
criterion is very similar, except that the role of the difi. — L is played
by QL (whereQ is the generator of the Markov process). This is because,
looking over a small time interval of length

o ' ' L1
o L(E Li)=  ayL0)

i

E[L (Xeen) = LOQX = 1] _
h

Thus,QL plays the role of the expected time derivativeLqiX;).

Proposition D.2(Foster-Lyapunov stability criterion for Markov processes)
Let (X0 be atime-homogeneous, irreducible, continuous-time, rpoex
sive Markov process with state spatg and generator matrix Q. Suppose
L : Z,ge9 — Rsois a function such that, for some constanis 0, K > O,

and b,
. i >K

Then X is positive recurrent.

We could get rid of the nonexplosive condition by requiringtead that
{i : V(i) < K} is finite for all K.

Proof The proof will be similar: we will show that, starting from any
statei, the expected time to enter or return to the{set K} is finite. (We
need the continuous-time analog of (Asmussen, 2003, LemmniD). &
conclude positive recurrence.)

We will need to look at the jump chain o, which we callX’. This is
the Markov chain obtained by looking 2t just after it has jumped to a
new state. (The jump chain is formally definedXs= X;(,, where j(n)
is the time of thenth jump of X.) The transition probability matrix of the
jump chain is-giyen by’ = | + D1Q, whereD is the diagonal matrix with
entriesq; =  qj; (see Exercise D.2). Léi = min{n = 1 : XJ < K}, and
T = j(N). Equivalently,t = inf{t : X; [Xb, X; < K}.)

Now, we can rewrite the condition

) i >K
s 17
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as
)t i>K
H=bg) ™, i<K

whereq, = ;. Looking at the jump chain, the argument for discrete-
time chains gives

PIL(>) - L(i) <

Y — 3
E[ Td]l = L(Xo) + by,

n=0
Now, (q)! is the expected time it takes the Markov proc¥s® jump
from statei. Therefore, the inequality above can be rewritten as
(B[] < L(Xo) + by,
SOE[T] < co. 1
Exercise D.2 Show that, ifX is a continuous-time Markov process with

generatorQ, then its jump chaiX’ has transition probabi'lji/_lmatri?J =
| + D7'Q. Here,D is the diagonal matrix with entrieg = ;.

DO WE NEED A VERSION WHERE THE TIME THAT PASSES IS
PROPORTIONAL TO THE SIZE OF THE STARTING STATE? (proba-

bly, yes...)



Notes

189



References

Aldous, David. 1987. Ultimate instability of exponential back-g@rotocol for
acknowledgement-based transmission control of random accessgaoation
channelslEEE Transactions on Information Theoiy-33, 219-223.

Asmussen, Soren. 2008 pplied probability and queue&nd edn. Springer.

Baccelli, F., and Bremaud, P. 200Blements of Queueing Theor$pringer.

Bonald, Thomas, and MasscglliLaurent. 2001. Impact of fairness on Internet perfor-
mance.SIGMETRICS Perform. Eval. Re29(1), 82-91.

Bramson, Maury. 2006Stability and Heavy Tr&c llimits for Queueing Networks: St.
Flour Lectures NotesSpringer.http://www.math.duke.edu/~rtd/CPSS2007/
Bramson.pdf.

Chang, Cheng-Shang. 200®erformance Guarantees in Communication Networks
Springer.

Chiang, M., Low, S.H., Calderbank, A.R., and Doyle, J.C. 200¥dring as optimiza-
tion decomposition: a mathematical theory of network architectiresceedings of
the IEEE 95, 255-312.

Crametz, J.-P., and Hunt, P.J. 1991. A limit result respecting grapttsre for a fully
connected loss network with alternative routingnnals of Applied Probabilityl,
436-444.

Crowcroft, J., and Oechslin, P. 1998. [@ientiated end-to-end Internet services using
a weighted proportionally fair sharing TComputer Communications Revie8,
53-69.

Doyle, P.G., and Snell, J.L. 200&@andom Walks and Electric NetworkSarus Math-
ematical Monographs.

Erlang, A.K. 1925. A proof of Maxwell’s law, the principal propositiontime kinetic
theory of gases. Pages 222-226 of: E. Brockmeyer, H.L. Halsteom Jensen,
A. (eds),The life and works of A.K. ErlangCopenhagen: Academy of Technical
Sciences, 1948.

Foster, F. G. 1953. On the stochastic matrices associated with certaieigiguo-
cessesAnnals of Mathematical Statistic®4(3), 355—360.

Gale, David. 1960The Theory of Linear Economic Modeldniversity of Chicago.

Gallager, Robert G. 1977. A minimum delay routing algorithm using distribatan-
putation.|IEEE Transactions on CommunicatiQi@OM-25(1), 73-85.

Ganesh, Ayalvadi, O’Connell, Neil, and Wischik, Damon. 20B4 QueuesSpringer.

Gibbens, R.J., Kelly, F. P., and Key, P.B. 1995. Dynamic Alterndgating. Pages

190



References 191

13-47 of: Steenstrup, Martha (edputing in Communication Network®rentice
Hall.

Goldberg, Leslie, Jerrum, Mark, Kannan, Sampath, and Paterska, 2004. A bound
on the capacity of backoahd acknowledgement-based protoc8&B\M J. Compuf.
33(2), 313-331.

Hajek, Bruce. 2006.Notes for ECE 467: Communication Network Analydigtp:
//www . ifp.illinois.edu/"hajek/Papers/networkanalysis._html.

Jacobson, V. 1988. Congestion avoidance and confoimputer Communication Re-
view, 18, 314-329.

Johari, R., and Tsitsiklis, J.N. 2004. [Eidncy loss in a network resource allocation
game.Mathematics of Operations Resear2, 407-435.

Kelly, F. P. 1991. Loss network#nnals of Applied Probabilityl, 319-378.

Kelly, F. P. 2003a. Fairness and stability of end-to-end congestionatofuropean
Journal of Contro) 9, 159-176.

Kelly, F. P. 2011 Reversibility and Stochastic NetworkS8ambridge University Press.

Kelly, F. P., and MacPhee, I. M. 1987. The number of packets triteshiy collision
detect random access schemasnals of Probability15, 1557-1668.

Kelly, F.P. 1996. Notes onl@dtive bandwidths. Pages 141-168 of: Kelly, F.P., Zachary,
S., and Ziedins, 1.B. (edshtochastic Networks: Theory and Applicatior@®xford
University Press.

Kelly, Tom. 2003b. Scalable TCP: improving performance in highspeiele area
networks.Computer Communication Revie8s, 83-91.

Kendall, D. G. 1953. Stochastic processes occurring in the theoryeafesuand their
analysis by the method of the imbedded Markov chafmnals of Mathematical
Statistics 24(3), 338—-354.

Kendall, D. G. 1975. Some problems in mathematiucal geneology. B2§e845 of:
Gani, J. (ed)Perspectives in Probability and Statistics: Papers in Honour of M.S.
Bartlett. Applied Probability Trust Academic Press.

Key, P. B. 1988. Implied cost methodology and software tools for a ftdlynected
network with DAR and trunk reservatiorBritish Telecom Technology Journd,
52-65.

Kind, J., Niessen, T., and Mathar, R. 1998. Theory of maximum ipgc&nd related
channel assignment strategies for cellular radio netwdviethematical Methods of
Operations Researcd8, 1-16.

Kingman, J.F.C. 1993oisson Processe®©xford University Press.

Kleinrock, L. 1964. Communication Nets: Stochastic Message Flow and Del4y-
Graw Hill.

Kleinrock, L. 1976.Queueing Systems, vol II: Computer Applicatiovéley.

Lu, S.H., and Kumar, P.R. 1991. Distributed scheduling based onates and blen
priorities. IEEE Transactions on Automatic Conty86, 1406—1416.

Meyn, Sean P., and Tweedie, R. L. 199Blarkov Chains and Stochastic Stability
Springer.http://probability.ca/MT/.

Nash, J. F. 1950. The bargaining probleEtonometrical8, 155-162.

Norris, J.R. 1998. Markov Chains Cambridge University Presshttp://www.
statslab.cam.ac.uk/~james/Markov/.

Pitman, Jim. 2006Combinatorial Stochastic Processepringer.



192 References

Ramamurthy, B., Rouskas, G., and Sivalingam, K. 20Nkxt-Generation Internet
Architectures and Protocol€Cambridge University Press.

Rawls, John. 1971A Theory of JusticeHarvard University Press.

Ross, Keith W. 1995 Multiservice Loss Models for Broadband Communication Net-
works Springer.

Shakkottai, S., and Srikant, R. 200Metwork Optimization and ControFoundations
and Trends in Networking, NoW Publisherbttp://ww._ifp.illinois.edu/
“srikant/Papers/shasri07._pdf.

Srikant, R. 2004 The Mathematics of Internet Congestion Contidirkhauser.

Tassiulas, L., and Ephremides, A. 1992. Stability properties of canstiajueueing
systems and scheduling policies for maximum throughput in multihop raetio n
works. IEEE Transactions on Automatic Contr8I7(12), 1936-1948.

Tian, Yu-Ping. 2012.Frequency-Domain Analysis and Design of Distributed Control
SystemsWiley.

Vinnicombe, Glenn. 2002. On the stability of networks operating TCP-likeyestion
control. Proc IFAC, 15, 217-222.

Whittle, Peter. 1986Systems in Stochastic Equilibriuiiley.

Wischik, D., Raiciu, C., Greenhalgh, A., and Handley, M. 2011. Desigplementa-
tion and evaluation of congestion control for multipath T®Roceedings of the 8th
USENIX conference on Networked systems design and implementation

Zachary, S., and Ziedins, I. 2011. Loss networks. Pages 701ef7B®ucherie, R.J.,
and van Dijk, N.M. (eds)Queueing Networks: a Fundamental Approa8ipringer.



