Part 8:

Model criticism,
selection, and averag|




Model criticism

There I1s more to statistical inference than obtaining
parameter estimates, forecasts/predictions, etc., and
testing hypotheses based on these

These are the OmechanicsO of statistical inference

The OartO of statistical inference is in model choice

¥(i.e., the choice of sampling model or likelihood)

However, once we have settled on a few models, or
families of models, there are some mechanical tools
that can help us criticise and select models




Using the predictive

One approach to model criticism Is via the (posterior)
predictive distribution

Recall how we obtained sampled OdatasetsO from th
posterior predictive and compared aspects of them tc

those calculated from the OtrueO data

Usually we are checking to see whether the OtrueO c
would be an unlikely realization from the predictive

distribution

¥if so, then the chosen model may not be
appropriate




Bayesian model criticisn

In Bayesian statistics model criticism extends to prior
criticism

We have already seen a variety of ways in which the
effect of certain prior parameterizations may effect

posterior inference

¥This prior sensitivity analysis another type
of Bayesian model criticism




Model comparison

Posterior predictive checks, and prior sensitivity
analyses represent a special type of model criticism
that Isabsolute

OAIll models are wrong [and thus easily criticised], bu

some are useful®ox and Draper, 1987, pp. 424)

This suggests that comparing models to one another,
rather than criticising them Iin a vacuum, may be more
useful

¥i.e., we often prefer a criticism that islative




Starting simple

There are many options in setting up a model for an
applied problem

It Is sensible to start with a simple model that is easy

to work with, but may only use some of the available
information, e.g.,

¥not using some explanatory variables in a regressi
¥ptting a normal model to discrete data
¥ignoring evidence of unequal variances




Model expansion

Once we have successfully btted a simple model, we
can check its bt to the data and then try to expand it

An appropriate (relative) comparison would be to
assess what has been gained by expanding the mod:

It may be that the larger model has the advantage
ptting the data better, and possibly making more sens

But the bt of the larger model may be
¥harder to compute, or harder to interpret

It IS Important to judge how much complexity Is
necessary to bt the data




Key questions

The key guestions of a model comparison are typical

1. Is the improvement in bt large enough to justify
the difbculty Iin btting?

2. |Is the prior distribution on the additional
parameters reasonable?

The statistical theory of hypothesis testing Is
assoclated with checking whether an improvement in
bt Is statistically signibPcant

¥ i.e., whether it could be expected to occur by
chance, even If the smaller model were correct




Posterior Odds Ratio

One very general way to compare models is through
the posterior odds ratio (POR)

Suppose we wanted to compare one mobiel,  to
another, possibly simpler modéi 4

The POR foM > ovetM is

p(Mazy) _ p(y|Moz) | p(Mo)
p(Mily)  p(yM1)  p(My)

(Bayes Factor) (prior ratio)




Bayes Factor

The Bayes factor (BR$ essentially the ratio of the
likelihood of observing the datga under the two
models with their parameters integrated out




Calculating BFs

Often POR = BF when the prior for the models Is
equalp(M 5)/p(M 1) =1 ,i.e.,equakior odds

BFs/PORs are very general methods for comparing
models, but they can be difbPcult to compute due to th
Integrals involved

Many specialized MC techniques have recently been
developed to help approximate BFs

There are some important special cases where the
Integrals are analytically tractable




ExampleBayesian LM

One example iIs the linear model, where we wish to
determine which explanatory variables/covariates are
useful for predicting the response

Mo Y = sz (XQ! - 212?2)

Myi: Y =N, (Xi!,"*L,)

where X, andX; are two different design matrices
with po andp; columns, respectively

e.g..X»> may contain quadratic terms like , and the
simpler.X1 may not




ExampleKey integral(s)

The important integral(s) for calculating the BF for
comparing two linear models are like:

Py X) = / Py, 21X) dt ?

_ / p(y| X1 2)p(1 2) d) 2

But p(! 2|X, y) — C1 X p(yp(;v! 2)p(! 2) "

IZ.CLn bn
272

— c100 X IG

wherea, andb, depend upon the prigi(3, o°)



ExampleClosed form BF

Since the |G density Iintegrates to one, we have that

1

C1C2

p(y|X) =

In the case of the JeffreysO and g-prior it is possible

Oread-offor (X) amd(X) which both depend upc
B(X),6%(X) the number of rowsif ) and columng ( )
of X', and gamma constants

Therefore, the BF for two competing: and, Is
avalilable in closed form




Interpreting BFs

Jeffreygave a scale for interpreting the BF

Strength of evidence
<1:1 Negative
1:1to 3:1 Barely worth mentioning
3:11t010:1 Substantial
10:1 to 30:1 Strong
30:1 to 100:1 Very strong
> 100:1 Decisive

The spirit Is different than a classical hypothesis test

Bayesians donOt OacceptO or Ofail to rejectO, but rat
focus on the evidence In relative probabilities




Small collection of mode

When we have a small, bnite, collection of models

M4,...,M g to compare we may proceed by
comparing the posterior model probabillities:

(M {[y) = 1 p(yIM j)p(M ;)

< p(yIM )p(M ;)

which involves many of the same calculations and/or
approximations as BFs

However, this quickly becomes unmanageable in a
number of practical problems




ExampleBayesian LM for Diabetes data

Baseline data for ten variablgs, ..., X190 0n a groug
of 442 diabetes patients were gathered, as well as a
measurey of disease progression taken one year late

From these data we hope to make a predictive model
for y based on these measurements which Is
parsimoniousl.e., Includes no more causes ( ) than
will account for the effectsy )

It Is suspected that the relationship betwegn and
may not be linear, and that second-order terms like
andx;j xx In the regression might aid in prediction




Examplelhe covariates

The potential regressors therefore contapm= 64
covariates:

¥ ten main effectsti, - - -, T10
¥ (%)) = 45 interactionsof the form j Z«
¥ nine quadratic terms:
| one of the explanatory variables = sex

is binary making it unnecessary to include

A more clever model selection procedure Is necessar
to select a parsimonious set frogf* = 1.81 10'?
possibllities

| hypothesis testing gfj =0 /BFs needs scaling u




Classical model selectio

The classical approach to model selection in linear
models takes advantage of thestedstructure of the
models to proceed iteratively by:

¥ backward eliminatiomemove the covariate
whose (insignibgant) t-stat p-value Is largest

¥ forward selectionadd in the covariate whose
(signibgant) t-stat p-value Is smallest

and repeat until no changes are made and all t-stats
signibcant




Using Information criteria

Another similar approach proceeds by information
criteria:

¥ Akaike information criteria (AIC)
¥ BayesO information criteria (BIC)

AIC(M:y) =2 M| 20y (B y)
BIC(M;y) = |M|logn! 20y (8 y)

Both are used with the forward/backward iterative
algorithm, and more common that the t-stat approach




ExampleClassical model selection for diabete

A convenientR function calledstep and automates
the forward and backward selection procedure

Coefficients: (with step via BIC)

Estimate Std. Error t value Pr(>|t])
(Intercept) 139.802 3.706 37.721 < 2e-16
sex -243.263 58.393 -4.166 3.75e-05
bmi 498.454 64.373 .743 7.07e-14
map 323.507 61.226 .284 2.02e-07

tc -720.079 171.181 .207 3.16e-05
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CriticiIsms

This Iterative approach to model selection is powerful
l.e., It Is fast and usually leads to parsimonious mode

But it Is also easy to criticise:

¥ since it isgreedy it often misses covariate
collections which have high predictive power

¥ you never get what you often really want: a
ranking of competing models which describe
disparate relationships (i.e., plausible
explanations) between the explanatory
variables and response




The Bayesian approact

The Bayesian approach to model selection for LMs al
takes advantage of theestednature of the models, but
It IS less greedy

The idea Is to set up a trans-dimensional Markov cha
which walks arounanodel spacan accordance to the
posterior probability of the models

We have already developed many of the expressions
that are necessary to do this for the LM




Trans-dimensional MCM

Each MCMC round proceeds with two types of
proposals from(M () ())

1. Between model moveg(M ), M)

| i.e.,d(X ), X") usually by randomly adding a

column/covariate toX (¥} to formX’ or
randomly removing one

which is accepted (witp(M ) ! 1 ) according to
p(yIX*)  a(X ), X")
p(y[X ()~ g(X*, X (%))
2.Within model move: proceeding as usual

L (MM =




Bayesian model selectia

Then model selection may proceed in any number of
ways

¥ in addition to having a full posterior
approximation to the model posterior
probabilities

¥ we can report themaximumaO posterigMAP)
model

A

M = arg max p(My)

! /\/l(s) where s = arg I:{laXS p(/\/l(s)‘y)
S=

¥ and much more



ExampleBayesian model selection

Boxplots of regression coefficients
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Bayesian model averagi

Another advantage to the fully Bayesian approach is
model averaging

¥ model averaged posterior prediction takes a
full account of the uncertainties involved

p(yly) = [ p(¥IM ,y) dM
1575 p(yM ), y)
= 150 p(#IX 3, y)

¥ or any other function of quantities/parameters
common to all models, e.gr?




