
Part 3:
Monte Carlo inference



Limitations of analytics
We have seen examples in which a conjugate prior for 
an unknown parameter    led to a posterior for which 
there were simple formulae for posterior means and 
variances, etc.

!

However, we will often want to summarize other 
aspects of a posterior distribution, e.g., 

p(! ∈ A|y1, . . . , yn )

Depending upon the nature of the set    , this may not 
be possible analytically

A



Functions & relations of RVs
Alternatively, we may be interested in means and 
standard deviations of some function of   , or the 
predictive distribution of missing or un-observed data

!

When comparing two or more populations we may be 
interested in the posterior distribution of

|! 1 ! ! 2|, ! 1/ ! 2, or max{ ! 1, . . . ! n }

all of which are functions of more than one parameter

Obtaining exact (analytical) values of these posterior 
quantities can be difÞcult or impossible



Monte Carlo simulation
But if we can generate random sample values of the 
parameters from their posterior distributions, then all 
of these posterior quantities of interest can be 
approximated to an arbitrary degree of precision using 
the Monte Carlo (MC) method 

¥ Monte Carlo means ÒsimulationÓ and comes from 
   early studies performed on gaming tables most 
   famously housed in Monte Carlo 
¥ Monte Carlo Inference (MCI) is thus statistical 
   inference using simulation



Example: birth rates and education (ctd.)

Recall that we obtained the following posterior 
distributions for birthrates of women with and 
without bachelorÕs degrees, respectively:

! 1|{ n1 = 111,
!

Yi, 1 = 217} ! G(2 + 217, 1 + 111)

! 2|{ n1 = 44,
!

Yi, 2 = 66} ! G(2 + 66, 1 + 44)

It was claimed that

P (! 1 > ! 2|
!

Yi, 1 = 217,
!

Yi, 2 = 66) = 0 .97

How was this probability calculated?



P(! 1 > ! 2|y1, . . . , yn )

=
! !

0

! ! 1

0
p(! 1, ! 2|y1, . . . yn ) d! 2d! 1

=
! !

0

! ! 1

0
p(! 1|y1, . . . yn )p(! 2|y1, . . . yn ) d! 2d! 1

=
1122194568

! (219)! (68)

! !

0

! ! 1

0
! 218

1 ! 67
2 e" 112! 1 e" 45! 2 d! 2d! 1

Example: One way ...

The calculation is a double-integral

(gamma) (gamma)

There are a variety of ways to calculate this itegral

¥ pencil and paper
¥ numerically or symbolically via mathematical 
   software packages



The MC method
However, the feasibility of these integration methods 
depends heavily on the particular details of the 
sampling model, prior distribution, and the probability 
statement that we are trying to calculate

As an alternative, we will use an integration method for 
which the general principles and procedures remain 
relatively constant across a broad class of problems, 
and which is particularly well-suited to integration over 
probability densities: Monte Carlo approximation



Suppose we draw    independent, random   -values 
from                       :

Empirical distribution
p(! |y1, . . . yn )

!S

! (1) , . . . , ! (S) iid! p(! |y1, . . . , yn )

This ECDF is a discrete distribution that places mass     
on each of                      .  It is a non-parametric 
estimator of

! (1) , . . . , ! (S)

F (! |y1, . . . , yn )

Then the empirical distribution           of the sample 
would approximate the CDF corresponding to the 
density                       

öFS(! )

p(! |y1, . . . yn )

F̂S(! |y1, . . . , yn ) =
1
S

S!

s=1

I { ! (s )< ! }
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Consider the ECDF approximation to 
based on              samples

Example: ECDF

G(68, 45)
S = 10



Estimating the ÒdensityÓ associated with an ECDF 
involves a more complicated (nonparametric) 
estimator.  Two popular ones are

Histogram & Kernel density

¥ a histogram: binning the data and counting the 
   number of samples in each bin
¥ a kernel density: a smoothed version of a 
   histogram

Both involve user ÒchoicesÓ not needed for the ECDF

¥ the number of bins for the histogram
¥ the bandwidth

although there are automatic (optimal) choices



Consider the histogram and kernel density  
approximation to                 based on             samples

Example: Histogram and Kernel density

G(68, 45) S = 10
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The empirical distribution of the MC samples provides 
an increasingly close approximation to the true 
distribution as     gets larger

Plug-in estimator

S

Additionally, let         be (just about) any function.  The 
law of large numbers (LLN) says that if                      
are IID samples from                         , then

! (1) , . . . , ! (S)

p(! |y1, . . . , yn )

g(! )

1
S

S!

s=1

g(! (s) ) ! E{ g(! )|y1, . . . , yn )

=
"

g(! )p(! |y1, . . . , yn ) d! as S ! "

This is called the plug-in estimator for that



Convergence of MC
The convergence of the plug-in estimator to the true 
(posterior) expectation implies that, as S ! "

ø! = 1
S

! S
s=1 ! (s) ! E{ ! |y1, . . . , yn }¥ 

1
S #( ! (s) < c ) ! P(! < c |y1, . . . , yn )¥ 

med(! (1) , . . . , ! (S) ) ! ! 1/ 2¥ 

! ! percentile(" (1) , . . . , " (S) ) " " !¥ 

We may approximate just about any aspect of the 
posterior to arbitrary accuracy with large enoughS

¥ 1
S! 1

! S
s=1 (θ(s) ! øθ)2 " Var[θ|y1, . . . , yn]



Gaining conÞdence
We shall Þrst gain some familiarity with the MC 
procedure by comparing approximations to a few 
posterior quantities that we can compute by other 
methods

Suppose we model                                    with the 
prior                    giving the posterior

Y1, . . . , Yn
iid! Pois(! )

! ! G(a, b)

! |{Y1 = y1, . . . , Yn = yn } ! G(a +
!

yi , b+ n)

as in the education/birth rate example



Example: birth rates and education (ctd.)

Recall, for the college-educated women we had:

¥ The 95% quantile-based CI
 qgamma(c(0.025, 0.975),68,45)=  
 (1.173, 1.891)

Consider MC approximations to

¥ The posterior mean
a +

�
yi

b+ n
= 1 .51

¥ The probability that 
   pgamma(1.75,68,45)= 0.8998

{ ! 2 < 1.75}

! 2|{ Y1 = y1, . . . , Yn = yn } ! G(68, 45)
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Example: convergence diagnostics
Plotting the approximations as a function of     can 
help indicate when enough MC samples have been 
made

S



MC error
MC standard errors can be obtained to assess the 
accuracy of approximations to the posterior mean

Letting                             be the sample mean of the 
MC samples, the CLT says that    is approximately 
normally distributed with standard deviation

ø!
ø! = 1

S

! S
s=1 ! (s)

!
Var[! |y1, . . . , yn ]/S

So the MC standard error,             , is the 
approximation to this standard deviation

!
ö! 2/S

ö! 2 =
1

S ! 1

S!

s=1

(" (s) ! ø" )2 " Var[" |y1, . . . , yn ]



MC error, ctd.
An approximate 95% MC conÞdence interval for the 
posterior mean of     is! ø! ± 2

!
ö" 2/S

Standard practice is to choose     to be large enough 
so that the MC standard error is less than the 
precision to which you want to report

S

E{ ! |y1, . . . , yn }



Example: MC error

Suppose you had generated a MC sample of size
              for whichS = 100 ö! 2 = 0 .024

The approximate MC error would then be
!

0.024
100

= 0 .015

If you wanted the difference between 
and its MC estimate    to be less than 0.01 with high 
probability, you would need to increase your MC 
sample size so that

E{ ! |y1, . . . , yn }
ø!

2

!
0.024

S
< 0.01 i.e. S > 960



Posterior expectations of
Suppose we were interested in the posterior 
distribution of some computable function        of

g(! )

g(! ) !

E.g., in the binomial model we are sometimes 
interested in the log odds:

! = log
"

1 ! "

The LLN says that if we generate a sequence 
                         from the posterior distribution of   , 
then the average value of 
{ ! (1) , ! (2) , . . . } !

log
! (s)

1 ! ! (s)
converges toE{ log !

1! ! |y1, . . . , yn }



Full posterior of
However, we may be interested in some other aspect 
of the posterior distribution of 

g(! )

! = !
1! !

Fortunately, these too can be computed using a MC 
approach

sample ! (1) ! p(! |y1, . . . , yn), compute " (1) = g(! (1) )
sample ! (2) ! p(! |y1, . . . , yn), compute " (2) = g(! (2) )

...
sample ! (S) ! p(! |y1, . . . , yn), compute " (S) = g(! (S) )

!
"""#

"""$

indep.

The sequence                           constitutes     
independent samples from 

{ ! (1) , . . . , ! (S) } S
p(! |y1, . . . , yn )



Posterior summaries ofg(! )

Since                          constitutes    independent 
samples from                          we may obtain the 
following posterior approximations as

{ ! (1) , . . . , ! (S) } S
p(! |y1, . . . , yn )

S→∞

ø! = 1
S

! S
s=1 ! (s) ! E{ ! |y1, . . . , yn }¥ 

1
S! 1

! S
s=1 (! (s) ! ø! )2 " Var[! |y1, . . . , yn ]¥ 

¥ histogram and kernel densities converge to 
p(! |y1, . . . , yn )

¥ öFS(! ) ! F (! |y1, . . . , yn )



Example: Log odds

54% of the respondents in the 1998 General Social 
Survey reported their religious preference as 
Protestant, leaving non-Protestant in the minority

Respondents were also asked if they agreed with a 
Supreme Court ruling that prohibited state or local 
governments from requiring the reading of religious 
texts in public schools

Of the               individuals in the religious minority 
(non-Protestant),               (51%) said they agreed 
with the Supreme court ruling, whereas        of the       
        Protestants (35%) agreed with the ruling

n = 860
y = 441

353
1011



Example: Log odds, ctd.

Let    be the population proportion agreeing with the 
ruling in the minority populations

With a binomial sampling model and a uniform prior 
distribution, the posterior distribution is

!

! |y ! Beta(442, 420)

Using the MC algorithm, we can obtain samples of 
the log-odds                from both the prior and the 
posterior distribution of 

! = !
1! !

!



Example: Log odds posterior kernel density
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Clearly, the uniform prior for    is non-informative on 
the scale of the log-odds  !

!



Example: Functions of two parameters

Based on the prior distributions and the data in the 
birthrate example, the posterior distributions for the 
two educational groups are

{! 1|y1,1, . . . , yn 1 ,1} ! G(219, 112)

{! 2|y1,2, . . . , yn 2 ,2} ! G(68, 45)

(women w/o bachelors)

(women with bachelors)

There are a variety of ways to describe our 
knowledge about the difference between     and! 1 ! 2

E.g., we may be interested in the numerical value of

P(! 1 > ! 2|Y1,1 = y1,1, . . . , Yn 2 ,2 = yn 2 ,2)

or the posterior distribution of ! 1/ ! 2



Example: Sampling from the joint

Both of these quantities can be obtained with MC:

sample ! (1)
1 ! p(! 1|

! 111
i =1 Yi, 1 = 217), & ! (1)

2 ! p(! 2|
! 44

i =1 Yi, 2 = 66)
sample ! (2)

1 ! p(! 1|
! 111

i =1 Yi, 1 = 217), & ! (2)
2 ! p(! 2|

! 44
i =1 Yi, 2 = 66)

...
sample ! (S)

1 ! p(! 1|
! 111

i =1 Yi, 1 = 217), & ! (S)
2 ! p(! 2|

! 44
i =1 Yi, 2 = 66)

The sequence                                                
consists of     independent samples from the joint 
posterior distribution of     and     , and can be used 
to make MC approximations to posterior quantities 
of interest 

{ (! (1)
1 , ! (1)

2 ), . . . , (! (S)
1 , ! (S)

2 )}
S

! 1 ! 2



Example: Functions of two parameters by MC

E.g., 
is approximated by

P (! 1 > ! 2|
! 111

i=1 Yi,1 = 111,
! 44

i=1 Yi,2 = 66)

1
S

S!

s=1

I { ! ( s )
1 >! ( s )

2 }

Or, the ECDF of 
can be used to approximate the posterior 
distribution of 

{ ! (s)
1 / ! (s)

2 , . . . , ! (S)
1 / ! (S)

2 }

! 1/ ! 2



Example: Functions of two parameters by MC
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P(! 1 > ! 2|
! 111

i =1 Yi, 1 = 111,
! 44

i =1 Yi, 2 = 66)

p(! 1/ ! 2 > 1|
! 111

i =1 Yi, 1 = 111,
! 44

i =1 Yi, 2 = 66)

Of course:

=



Posterior predictive
The predictive distribution of a RV      is a probability 
distribution for     such that

÷Y
÷Y

¥ known quantities                    have been 
   conditioned upon 
¥ unknown quantities      have been integrated out

(y1, . . . , yn )

(! )

P( ÷Y = ÷y|Y1 = y1, . . . , Yn = yn )

=
�

p(÷y|! )p(! |y1, . . . , yn ) d!

In the case of a Poisson model with a gamma prior we 
showed that the posterior predictive distribution is

NB(a +
!

yi , b+ n)



Predictive/expectation
In many modeling situations, we will be able to sample 
from                          and             but
will not be analytically tractable and/or be too 
complicated to sample from directly 

p(! |y1, . . . , yn ) p(y|! ) p(÷y|y1, . . . , yn )

One way to do this is to recognize that the posterior 
predictive is equivalent to the posterior expectation of 
p(÷y|! )

P( ÷Y = ÷y|Y1 = y1, . . . , Yn = yn )

=
!

p(÷y|! )p(! |y1, . . . , yn ) d!

= E{ p(÷y|! )}



So, the posterior predictive probability that     is equal 
to some speciÞc value    may be obtained by the MC 
method   

÷Y
÷y

Sample                                                    and then! (1) , . . . , ! (S) iid! p(! |y1, . . . , yn )

p(÷y|y1, . . . , yn ) !
1
S

S!

s=1

p(÷y|! (s) )

This procedure will work well if            is discrete and 
we are interested in quantities that are easily 
computed from  

p(y|! )

p(y|! )

Posterior Predictive MC (1)



Posterior Predictive MC (2)
It will generally be more useful to have a set of samples 
of     from the posterior predictive distributionỸ

The sequence                                       constitutes  
independent samples from the joint posterior 
distribution of            and therefore the sequence 
                        constitutes     independent samples 
from the marginal posterior distribution of  

{ (! , ÷y)(1) , . . . , (! , ÷y)(S) } S

(θ, ÷Y )
{÷y(1) , . . . , ÷y(s)} S

Ỹ

Obtaining these samples can proceed as follows

sample ! (1) ! p(! |y1, . . . , yn ), sample ÷y(1) ! p(÷y|! (1) )
sample ! (2) ! p(! |y1, . . . , yn ), sample ÷y(2) ! p(÷y|! (2) )

...
sample ! (S) ! p(! |y1, . . . , yn ), sample ÷y(S) ! p(÷y|! (S) )



Example: Poisson model

Earlier, we reported that the predictive probability that 
an age-40 woman without a college degree would have 
more children than an age-40 woman with a degree 
was 0.48

To arrive at this answer exactly we would have to do 
the following doubly-inÞnite sum

P( ÷Y1 > ÷Y2|
!

Yi, 1 = 217,
!

Yi, 2 = 66)

=
!!

÷y2 =0

!!

÷y1 =÷y2 +1

NB(÷y1; 219, 112)× NB(÷y2; 68, 45)



Example: Poisson model predictive MC

Alternatively, this sum may be approximated by MC

Since      and      are a posteriori independent, samples 
from their joint posterior distribution can be made by 
sampling values of each variable separately from their 
individual posterior distributions

÷Y1 ÷Y2

Posterior predictive samples from the conjugate 
Poisson model can be gathered as follows

sample ! (1) ! G(a +
�

yi , b+ n), sample ÷y(1) ! Pois(! (1) )
sample ! (2) ! G(a +

�
yi , b+ n), sample ÷y(2) ! Pois(! (2) )

...
sample ! (S) ! G(a +

�
yi , b+ n), sample ÷y(S) ! Pois(! (2) )



Example: Poisson model predictive difference
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D = ( ÷Y1 − ÷Y2)



Example: Posterior predictive model checking

Consider the sample of 40-year-old women without a 
college degree, and compare the data to the predictive
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38 have two children, 
19 have one child, 2:1

The predictive distribution reverses the parity!



Example: Data and predictive conßict

If the observed data have twice as many women with 
two children than one, why should we be predicting 
otherwise?

¥ sampling variability (from small samples) 
¥ or this is a (true) feature of the population

This could be due to:

These explanations for the discrepancy can be 
addressed numerically with MC simulation



Example: MC predictive model checking

For every vector     of length               let         be the 
ratio of the number of      in     to the number of      

y n = 111 t(y )
y2s 1s

¥ so for our observed data t(yobs) = 2

Now suppose that we were to sample a different set of 
       women, obtaining a data vector      of length       
recording their number of children
111 111÷Y

¥ what sort of values of         would we expect?t( ÷Y )

for s = 1 , . . . , S
1. sample
2. sample
3. computet(s) = t( ÷Y (s) )

! (s) ! p(! |Y = yobs)
÷Y (s) = (÷y(s)

1 , . . . , ÷y(s)
n ) iid! p(y|! (s) )



Example: The Poisson model is ßawed

t(Y!tilde)

1 2 3 4
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Of 10,000 MC predictive ÒdatasetsÓ, only 0.5% of the 
values of        equaled or exceededt(yobs)t(y )

It predicts that we would 
hardly ever see a dataset that 
resembles our observed one in 
terms of t(y )

A more complicated model, e.g., a multinomal, is 
needed to capture such nuances



Sampling from the posterior?
The MC method relies on the ability to sample from 
the posterior distribution

This usually means that we recognize the posterior as 
a member of a family of distributions for which there
are standard (library) functions which enable us to 
obtain draws

¥ E.g., the r*  functions in R

Can we still apply the MC method if this is not the 
case?

p(! |y1, . . . , yn )



Yes.
There are several indirect methods to obtain samples 
from an arbitrary distribution, e.g., a posterior 
distributions, depending only upon the form of the PDF

¥ the method of inversion 
¥ rejection sampling
¥ Markov Chain Monte Carlo (later)

There are also MC methods for directly calculating 
(posterior) expectations without ever needing to 
obtain draws from the posterior

¥ e.g., importance sampling



Method of inversion

If     is a scalar RV with continuous CDF     thenX F
U = F (X )

has a             distributionU(0, 1)

Therefore,                       X = F ! 1(U)

This is the basis of the method of inversion



Inversion cartoon

0

u

1

x

FX (x)

Figure 3: Illustrating the inverse CDF method.

[It is easy to check that thexi will follow a Laplace distribution.]

[Hopefully the U(0, 1) pseudo-random numbers are indeed close to i.i.d..] If thereis non-
negligible lagÐ1 autocorrelation in the sequence, then we may end up with all small |xi |
getting a negative sign due to (*).

This illustrates the importance of quality pseudo-random number generators. !

The inverse CDF relationship exists between any two continuous(nonsingular) random
variables:

X = F ! 1
X (FY (Y))

In addition to the uniform distribution, as above, this kind of transformation is sometimes
used with the normal distribution.

WheneverF ! 1
X is easy to compute, the inverse CDF method is a good one.

Even when F ! 1
X is available in closed form, evaluating it directly may be much more

computationally intensive than some alternative method for sampling random numbers.

On the other hand, in some cases whenF ! 1
X does not exist in closed form, use of the

inverse CDF method by solving the equation

FX (x) ! u = 0

may be better than any other method.

11



Method of inversion
If the posterior distribution has CDF

F (! ) ! F (! |y1, . . . , yn )

the a method of obtaining samples 
from the posterior distribution is

1. Draw 

2. Set 

! (1) , . . . , ! (S)

for s = 1 , . . . , S

u(s) ! U(0, 1)

! (s) = F ! 1(u(s) )



Example: Sampling from an exponential

Suppose we wish to sample ! ! Exp(" )

F (! ) = 1 − e! !"

So ! = F ! 1(u) = !
log(1 ! u)

"

Take                                         and calculateu(1) , . . . , u(S) iid! U(0, 1)
for s = 1 , . . . , S

! (s) = ! log(1 ! u(s) )/ "



Extensions of inversion

The inverse CDF relationship exists between any two 
continuous RVsX = F ! 1

X (FY (Y ))

In addition to using uniforms                this kind of 
transformation is sometimes used with the normal 
distribution 

(U ! Y )

Whenever        is easy to compute, the method of 
inversion is a good one

F ! 1



To invert or not to invert
Even when        is available in closed form, evaluating it 
directly may be much more computationally intensive 
than some alternative method for obtaining the 
random samples

F ! 1

On the other hand, in some cases when        does not 
exist in closed form, use of the method of inversion by 
(numerically) solving the equation  

F ! 1

F (x) ! u = 0

may be better than any other method



Rejection Sampling
Suppose that we wish to sample from a density 

but that it is difÞcult to do so directly

f (! ) ! p(! |y1, . . . , yn )

Suppose further that there exists a density   , called a 
majorizing or envelope density, and a constant  
                   such that

g

M ! [1, " )

f (! ) ! Mg(! ) for all ! " R = !

and that we can (easily) sample from g



1. Generate            and independent

2. If                       go to 1.

3. return

Rejection Sampling
Consider the following algorithm for sampling! ! f

! ! g u ! U(0, 1)

u >
f (! )

Mg(! )

! ! "

Note that the denominator normalizes the function, 
so    only needs to be known up to a constant of 
proportionality

f



Example:    is                and    is piece-wise linear      f Beta(3, 2) g

1.00.2 0.4 0.6 0.8
0

0.5

1.0

1.5

(0.8,2.4)

Beta(2,3)

x

2.0

A

R

A

R

Mg(x)

Figure 5: Illustrating the majorising function and rejection/acceptance regions

Now

P(Y is accepted) =
! !

"!
P

"
U !

f (Y)
Mg(Y)

, Y = y
#

dy

=
! !

"!
P

"
U !

f (Y)
Mg(Y)

|Y = y
#

P(Y = y)dy

=
! !

"!
P

"
U !

f (y)
Mg(y)

#
g(y)dy

=
! !

"!

! f ( y )
Mg ( y )

0
g(y)dudy =

! !

"!

f (y)
Mg(y)

g(y)dy =
1

M

! !

"!
f (y)dy.

and, by similar logic

P(Y ! x and Y is accepted) =
! x

"!
P

"
U !

f (y)
Mg(y)

#
g(y)dy

=
! x

"!

! f ( y )
Mg ( y )

0
g(y)dudy

=
1

M

! x

"!
f (y)dy.

So bringing it all together gives

P(X ! x) =
1

M

$x
"! f (y)dy

1
M

$ !
"! f (y)dy

=
! x

"!
f (y)dy

14

x

! =
area(A)

area(R) + area( A)

The proportion of acceptances to the total number of 
trials is ! (Assuming normalized densities)

(A = 1)
(R = M ! 1)

! =
1

M



Acceptance/Rejection rate
So the unconditional (on          ) acceptance rate is! ! g 1

M

I.e., the number of uniform draws       needed to obtain 
a single draw from    follows a geometric distribution 
with parameter  

(u)

! = 1
M

To maximize    we should choose      to be as small as 
possible subject to                         for all   :

! M
Mg(! ) ! f (! ) !

M ! = max
! " R

!
f (! )
g(! )

"

f



Example: Sampling from a gamma

Suppose we wish to sample from the              
distribution, for  

G(a, 1)
a ! (1, " )

f (! ) =
! (a! 1) e! !

! (a)
, ! ! (0, " )

Consider the family of envelope functions

[i.e., a                             distribution]G(1, b) ! Exp(b)

hb(! ) = be! b! , ! ! (0, " ), b ! (0, 1)



Example: Minimizing the rejection rate

So the optimal choice of        for a particular choice of 
               is 

M b
b ! (0, 1)

M !
b =

!
a" 1
1" b

" a" 1
e" (a" 1)

b! (a)

It follows that the best choice of    is  b b! = 1 /a

So the optimal unconditional rejection rate is

M ! =
aae" (a" 1)

! (a)



Variance reduction
The plug-in estimator  

for                                                            converges 
to the true underlying posterior expectation

! (1) , . . . , ! (S) iid! f " p(! |y1, . . . , yn )

But, ...
¥ it may have large variance (or MC error)
!  i.e., very large     needed for accuracy

¥ and    may be difÞcult to sample from
S

f

The goal is to reduce the variance while preserving 
other good qualities by incorporating additional 
information

1
S

! S
s=1 g(θ(s) ) ! E{ g(θ)}



Importance sampling
Suppose that we wish to calculate the (posterior) 
expectation 

E{ g(! )|y1, . . . , yn } ≡ E{ g(! )}

where ! ! f " p(! |y1, . . . , yn )

Let     be another density from which it is easy to 
obtain samples, and which is positive wherever                     
                 is positivef (! )|g(! )|

h

The idea of importance sampling (IS) is to sample more 
often from the part of    that is important for 
determining the posterior expectation 

f
E{ g(! )}



The IS algorithm
Let                                and consider! (1) , . . . , ! (S) iid! h

the      are called the importance weightsws

Clearly,

i.e., the weighted sum is approximating the posterior 
expectation

1
S

S!

s=1

wsg(! (s) ) ! E{ g(" )}

1
S

S!

s=1

wsg(! (s) ), where ws = w(y(s) ) =
f (y(s) )
h(y(s) )



=
1
S

!

Eh

" #
f (! )
h(! )

g(! )
$ 2

%

! E{ g(" )} 2

&

Varh

!
1
S

S"

s=1

wsg(! (s) )

#

=
1
S

Varh

$
g(! )

f (! )
h(! )

%

The IS variance
We may measure the quality of the IS approximation to 
the posterior expectation by calculating its variance

Clearly, the smaller the variance (the MC error) the 
better the IS estimator

So we must make this small



Optimal IS
Claim: the variance of the IS approximation to the 
posterior expectation is minimized by choosing

h0(! ) =
|g(! )|f (! )!

|g(" )|h(" ) d"

Proof sketch: JensenÕs inequality gives that 

The bound is achieved when h(! ) = h0(! )

Eh

! "
f (! )g(! )

h(! )

# 2
$

! Eh

%
f (! )|g(! )|

h(! )

&2

=
" '

|g(! )|f (! ) d!
# 2



Feasibility of optimal IS?
But this optimal IS density is a little silly

If we knew                         , then we would probably 
also know                       , the quantity of interest,  

!
|g(! )|h(! ) d!!
g(! )h(! ) d!

and thus we why would we be considering a MC 
procedure to estimate it?

Moreover, it is not clear how we would efÞciently 
sample from h0

The result does, however, suggest that we should seek 
a    ÒcloseÓ to     , from which it is easy to sampleh h0



Example: IS for a Cauchy quantity

Suppose that the posterior distribution for    follows a 
Cauchy distribution

θ

and we want to calculate

f (! ) =
1

" (1 + ! )2 , ! ∈ R

P(! > 2|y1, . . . , yn )

We want to choose    to be close to the conditional 
density of     given that          , namely 

h
! ! > 2

f (! |! > 2) =
1

( !
2 ! tan! 1 2)(1 + ! 2)

I { " > 2}



Example: choosing an IS proposal

It is not easy to sample from this ÒoptimalÓ proposal

!6 !4 !2 0 2 4 6

0.
0

0.
1

0.
2

0.
3

0.
4

theta

f(
th

et
a) Cauchy

theta=2
h(theta)

However, it is easy to sample (by inversion) from 

which has a similar formh(θ) =
2
θ2 I { θ> 2}



Example: the IS algorithm

Therefore we may proceed with IS as follows

1. draw
 
2. 

3. calculate

! (1) , . . . , ! (S) iid! h

for s = 1, . . . , S, calculate ws =
f (! (s) )
h(! (s) )

1
S

S�

s=1

ws =
1
S

S�

s=1

(! (s) )2

2" (1 + ( ! (s) )2)



It is possible to show that the variance of the IS 
estimate is smaller than the plug-in estimator

!  we can more easily see this by simulation

Example: the IS algorithm
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Un-normalized densities
Suppose that either    or    is only known up to a 
normalizing constant

f h

Then

! S
s=1 wsg(! (s) )
! S

s=1 ws

! E{ g(" )|y1, . . . , yn }

since
1
S

S!

s=1

ws ! 1 asS ! "

so we can still use IS with un-normalized densitites



IS-ECDF

IS can be used to estimate the CDF of    
with                               .  That is,

g(! )|y1, . . . , yn

g(! , " ) = I{g( ! ) ! " }

öFg,b(! ) =
�S

s=1 wsg(" (s) , ! )
�S

s=1 ws

=

�S
s=1 wsI { g( ! ( s) )< " }

�S
s=1 ws



SIR
It can be more useful to retain a sample from 
                         rather than a posterior expectationg(! )|y1, . . . , yn

This can be accomplished by sampling from 
                       with replacement form a multinomial 
with weights proportional to
! (1) , . . . , ! (S)

w1, . . . , wS

We can use the sample  function in R:

sample(phi, S/2, replace=T, prob=w)

This technique is called sampling importance re-
sampling (SIR)



Consider using IS to convert             samples into
                 samples

Example: IS-ECDF & SIR from a beta distribution

U(0,1)
Beta(3, 2)
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